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Abstract
This dissertation explores and defends the appeal to metaphysical naturalness in
metaphilosophy. Naturalness is the gradable distinction between properties such as being
green and being grue (i.e. green-and-discovered-before-3000-AD-or-blue-and-not-sodiscovered), whereby one property seems like a “gerrymandered construction” relative to
the other. This phenomenon is connected to other philosophically interesting phenomena
such as fundamentality, similarity, simplicity, reference, and rationality, and these
connections give naturalness a role to play in metaphilosophy, the philosophical subfield
that investigates philosophy itself (methodological issues, the status of its disputes, etc.).
In this dissertation, I defend first an account of naturalness, then some
connections between naturalness and metaphilosophical issues, and finally some
applications of these connections. I’ve organized the dissertation into three parts. Part I
consists of two introductory chapters that introduce the reader to the two central topics of
this dissertation, metaphilosophy and naturalness. In Chapter 1, I give a brief introduction
to the field of metaphilosophy as I understand it, including some of its branches and the
sorts of issues that arise in them. In Chapter 2, I give a thorough introduction to and
defense of the notion of metaphysical naturalness, including its connection to
fundamentality, similarity, simplicity, reference, and rationality.
Part II consists of four chapters that lay out and defend the connections between
naturalness and metaphilosophical issues. In Chapter 3, I connect naturalness to issues in
the metaphysics of philosophy, including questions about the existence, reducibility, and
objectivity of philosophical facts and properties. In Chapter 4, I connect naturalness to
issues in the semantics of philosophy, including the questions of when philosophical
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terms are semantically indeterminate and when philosophical disputes are merely verbal.
In Chapter 5, I connect naturalness to issues in the epistemology of philosophy, including
the appropriate epistemic weight of certain theoretical virtues (simplicity, nonarbitrariness, and unification), the strength of analogical and arbitrariness arguments, and
the threat of certain forms of skepticism about philosophy. In Chapter 6, I connect
naturalness to issues in the conceptual ethics of philosophy (which consists of normative
and evaluative questions about linguistic and conceptual choices), including the questions
of when we should take a philosophical term as primitive, when philosophical disputes
are substantive (in a distinctively normative sense), and when we should change the
meaning of a philosophical term.
Part III consists of three chapters that defend some applications of the above
connections. In Chapter 7, I defend two theses about naturalness and semantic vagueness
and discuss some implications for philosophical theories whose central theoretical terms
are semantically vague. In Chapter 8, I defend two theses about naturalness and firstorder pluralistic theories—that is, theories give an account of some phenomenon in terms
of a complex, irreducible plurality of factors—and discuss some implications for such
theories in philosophy. Finally, in Chapter 9, I defend myself against concerns of
incoherence or self-defeat.
The primary aim of this dissertation is to show how the appeal to naturalness can
make a difference when addressing methodological and other foundational issues about
philosophy. A secondary aim is to show how such an appeal tends to cause trouble for
semantically vague and first-order pluralistic philosophical theories—ones that are often
otherwise very plausible and worthy of the label ‘common sense’.
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Part I
Introduction

1

Chapter 1: Metaphilosophy, or the Philosophy of Philosophy
In this chapter, I will give a brief introduction to the field of metaphilosophy, as I
understand it, and some of the issues that arise in it. In the next chapter, I will give a
thorough introduction to metaphysical naturalness. Then, in Part II, I will explore the
metaphilosophical issues discussed here more thoroughly, defending certain connections
between naturalness and such issues. Finally, in Part III, I will defend some concrete
applications of these connections. In particular, I’ll defend several theses about the
naturalness of certain properties that have metaphilosophical consequences for certain
sorts of philosophical theories: namely those are couched in semantically vague terms
and those that are pluralistic in a certain sense.1
Metaphilosophy, also known as the philosophy of philosophy, is the philosophical
subdiscipline that investigates philosophy itself.2 Since it is part of philosophy, the sorts
of questions it raises are distinctly philosophical, and since its subject matter is
philosophy itself, it applies to any of the several philosophical subdisciplines. Hence
there are at least two reasonable ways of carving up the terrain of metaphilosophy: by the
nature of the philosophical questions asked (e.g. metaphysical, semantic, epistemic, etc.)
or by the (first-order) philosophical domain about which they are asked (e.g. ethics,
metaphysics, etc.). Dividing up metaphilosophy in the latter way, into branches such as

1

The paradigm of this sort of pluralism is the moral theory of Ross (1930), on which
moral rightness is determined by a complex, irreducible plurality of factors. This
contrasts with monistic theories such as utilitarianism, on which rightness is determined
simply by a single factor (in this case, well-being). As I discuss in Chapter 8, this contrast
between monism and pluralism also applies to philosophical theories outside of
normative ethics.
2
See Williamson (2007) for a prominent treatise in the philosophy of philosophy.
2

metaethics and metametaphysics, is fairly common.3 However, for organizational
purposes in this dissertation, I primarily opt for the former, dividing metaphilosophy into
branches such as the metaphysics of philosophy, the semantics of philosophy, etc.
One interesting thing to note about metaphilosophy is that, since it is both about
philosophy and an instance of it, it can be applied to itself. The metaphilosopher,
therefore, must proceed with a self-conscious attitude, being aware that the
metaphilosophical principles she endorses may reference themselves in such a way that
leaves them vulnerable to a sort of incoherence or self-defeat, such as an epistemic
principle about justification saying of itself that it’s unjustified (and so should not be
believed) or a semantic principle about meaningfulness saying of itself that it’s
meaningless.4 This topic of applying metaphilosophy to itself, or what we might call
‘metametaphilosophy’ (i.e. the philosophy of the philosophy of philosophy), is something
worth touching on in any work of metaphilosophy, and so I will discuss it towards the
end of this dissertation.
As stated above, I have opted in this dissertation to divide up metaphilosophy by
the nature of the philosophical questions being asked about parts of philosophy. I will
discuss four branches of metaphilosophy, divided along these lines. I’ll discuss the

3

These disciplines count as parts of metaphilosophy, as I understand it, since their
subject matter is a (proper) part of philosophy, namely ethics and metaphysics
respectively. Metaethics is arguably the most developed metaphilosophical subdiscipline
with the longest history, early instances of which include Plato’s (c. 399-395) Euthyphro
Dilemma, Hume’s (1739) Is/Ought distinction, and Moore’s (1903) Open Question
Argument. Metametaphysics, on the other hand, has only recently exploded in popularity.
See, for instance, Chalmers et al. (2009) for a prominent collection of writings on
metametaphysics, though the focus is primarily on metaontology.
4
See Bealer (1992) for argument of the former sort against empiricism, and see Putnam
(1983) for an argument of the latter sort against the logical positivist doctrine of
verificationism.
3

metaphysics of philosophy in §1.1, the semantics of philosophy in §1.2, the epistemology
of philosophy in §1.3, and the conceptual ethics of philosophy in §1.4.5 In each of these
sections, I’ll give a brief overview of the sorts of issues that arise in these branches of
metaphilosophy in order to set the stage for Part II of this dissertation, in which I will
connect naturalness to such issues.

1.1 The Metaphysics of Philosophy
Metaphysical questions are about the nature of reality (often in a very general and
comprehensive sense). This includes ontological questions, about what sorts of entities
exist, as well as questions about what sorts of important relations (e.g. identity,
dependence, grounding, constitution, reduction, etc.) hold between various entities. When
these questions are asked about the entities (typically facts or properties) of some
philosophical domain in such a way that aims to further our understanding of the
theorizing that goes on in that domain, this constitutes a branch of metaphilosophy.6 I will

5

This list is not necessarily exhaustive when it comes to the branches of metaphilosophy.
Some might, for instance, count certain psychological questions as a part of
metaphilosophy by counting moral psychology as a part of metaethics.
6
As this suggests, no question-type, in isolation of a context, counts as
metaphilosophical. Rather, it’s about the intention underlying a given question-token.
Hence it may not always be obvious whether a question should be considered
metaphilosophical or simply first-order philosophical. For instance, the question of
whether beliefs exist may be considered a first-order question in the philosophy of mind
or a metaphilosophical question relevant to how we should best understand theorizing
that goes on in the philosophy of mind or epistemology. Similarly, the question of
whether any moral beliefs are justified could be considered a first-order question of
applied epistemology—discovering what our best theories of justification entail on the
matter—or else a metaphilosophical (and in particular, metaethical) question about the
status of ethics as a discipline. As stated above, I count a philosophical question as
metaphilosophical when it is asked with a focus on understanding the theorizing that goes
on in some part of philosophy. Ultimately, though, this is just a matter of bookkeeping.
4

briefly discuss these issues, since they will concern us later on given their connection to
naturalness.
Ontological questions arise in metaphilosophy because philosophical discourse
sometimes seems to presuppose the existence of entities of an unfamiliar sort. For
instance, some philosophers hold that ethics, or normative discourse more generally,
presupposes the existence of normative facts or properties that are significantly different
in kind from non-normative ones, perhaps in how we have access to them or how they are
connected to our motivation. Due to considerations such as these, Mackie (1977)
famously argued for an error theory of morality, which is the view that moral discourse is
systematically mistaken, since it purports to describe a reality that does not in fact exist.
The ontological component of error theory, the claim that no moral facts or properties
exist (often called ‘nihilism’), is separable from its semantic component, that moral terms
purport to describe such facts or pick out such properties, and is consistent with other
views about the semantics of moral terms. For instance, expressivism states that the
function of moral terms is not to describe some reality but rather to express certain of our
evaluative attitudes.
The ontological question of whether or not there exist any facts or properties
corresponding to some philosophical domain of inquiry has broader significance, as it is
connected to other matters in metaphilosophy. For instance, if there are no such entities,
the most charitable interpretation of such discourse may be along expressivist or more
broadly non-cognitivist lines,7 according to which the relevant statements do not purport
to express (truth-apt) beliefs but rather some other sort of attitude, since that will

7

Famous non-cognitivists include Ayer (1952), Hare (1952), and Gibbard (2003).
5

(allegedly) avoid imputing gratuitous error to participants in the discourse. Similarly, if
there are no such entities but an expressivist interpretation seems wholly inappropriate,
we might adopt an error theory of that discourse and make this the basis of a normative,
conceptual ethical claim that we ought to make some linguistic or conceptual change. For
example, revolutionary fictionalism about some discourse says that, whatever the key
terms of that discourse currently mean, we should be using them in some sort of pretense
or fictional spirit.8 This may reap certain benefits of such talk without the cost of
speaking falsely.
Questions about the instantiation of various (allegedly) important relations also
arise in metaphilosophy. When it comes to a philosophical domain, one can ask whether
its facts, truths, or properties are identical to, dependent on, grounded in, constituted by,
or otherwise reducible to those of another domain (perhaps one outside of philosophy,
such as psychology). For instance, one way of interpreting the debate between naturalists
and non-naturalists in metaethics is that the former hold moral facts to be reducible in
some way to other, more familiar facts (e.g. about pleasure and pain or our desires), while
the latter hold them to be irreducible.9 If one denies that the facts of some domain are
irreducible, there still remains the question of objectivity, that is, whether such facts are
dependent on or somehow reducible to facts about our attitudes or responses. For

8

Burgess and Plunkett (2013b) discuss this sort of view, and how it may have some merit
for domains such as mathematics, ethics, and ontology. I will further discuss
“revolutionary” views (proposals for linguistic or conceptual reform) in §1.4 on
conceptual ethics.
9
Huemer (2005) draws the distinction this way, though he uses the label ‘intuitionism’
for non-naturalism. Others, however, draw the naturalism/non-naturalism distinction
differently, in more epistemic terms. See Ridge (2019) for an overview of the various
ways to draw this distinction.
6

instance, subjectivists in metaethics hold that moral facts are reducible to certain mental
facts (typically about our evaluative attitudes), and constructivists add that the relevant
facts are about what attitudes or responses we would have under idealized conditions.10
These metaphilosophical issues of reducibility and objectivity have implications
beyond metaphysics. For instance, if the facts about one domain are reducible to those
about another, this has epistemic significance. If subjectivism about some domain is true
(i.e. if its facts are reducible to certain psychological facts), then psychological evidence
can serve as evidence for claims about that domain. In particular, if constructivism about
that domain is true, then the best methodology may be some version of reflective
equilibrium, bringing our relevant attitudes into consistency and greater overall
coherence, which simulates the process of idealization.11
Relations of reducibility may also be relevant to conceptual ethics, the branch of
inquiry concerned with normative and evaluative questions about linguistic and
conceptual choices (to be discussed in §1.4 and Chapter 6). It has been suggested (Lewis
1983) and argued (Sider 2011) that the primitives (i.e. undefined terms) of a
comprehensive language for systematic metaphysics should denote all and only the
fundamental, or irreducible, features of reality. Along this line of thought, one might
think that, in general, if some entity E is somehow reducible to another E¢, then the
concept of E should be analyzed in terms of that of E¢, at least in the context of giving a

10

See Street (2010) for a discussion of constructivism.
Rawls (1971: 19-21) coined the term ‘reflective equilibrium’. This is not to say that
reflective equilibrium is a good methodology only if constructivism is true. For instance,
even if a domain is objective, our intuitions may constitute evidence for its claims (Bealer
1996; Huemer 2007), and if so, then a good methodology may be to attempt to bring our
intuitions into reflective equilibrium.
11

7

comprehensive theory of reality. That way, the structure of our conceptual framework
matches the structure of reality. I will revisit this connection between relations of
reducibility and conceptual ethics in §1.4.

1.2 The Semantics of Philosophy
I construe semantics broadly, to include both semantic theory, or theory about the
actual meanings of terms, and metasemantics, or inquiry into the nature of the meaning
relation itself and its ground (i.e. what makes it the case that our words mean what they
do).12 The semantics of philosophy, then, includes both theorizing about the meaning of
philosophical terms and how they acquire their meaning. I will now briefly discuss some
issues in the semantics of philosophy and how they relate to other metaphilosophical
issues. Once again, I will later connect these issues to naturalness.
First, there is the general issue of the metasemantics of philosophy, or what
determines the meaning of philosophical terms. This may be both interesting in its own
right and useful as a means to discovering the actual meanings of philosophical terms
when they are not obvious. One approach to the metasemantics of philosophy is to hold
that the right sort of causal relation must obtain between our usage of philosophical terms
and their referents. Thus, some naturalists in metaethics hold that the referents of moral
terms like ‘good’ or ‘right’ are whatever properties have causally regulated our usage of
them (Boyd 1988). It has been argued that this approach faces some difficulty in
accounting for substantive moral disagreements (Horgan and Timmons 1991), and others
have offered some version of Lewis’s (1983) doctrine of reference magnetism as a

12

See Burgess and Sherman’s (2014) anthology on metasemantics.
8

solution (Dunaway and McPherson 2016). Reference magnetism, which will play a large
role in this dissertation, is the metasemantic claim that the relative naturalness of possible
referents is one consideration (among others) that helps in determining reference, such
that the more natural a candidate referent is, the easier it is to refer to ceteris paribus.13
For example, the word ‘pig’ refers to pigs, rather than pigs-in-my-immediate-vicinity or
pigs-discovered-before-the-year-3000, at least partially because the former candidate is
far more natural than either of the latter, even if they all happen to fit equally well with
our usage.
It is worth briefly pausing here to clarify the notion of a candidate meaning (or
referent) for an expression E that I invoked above, since this will come up quite a bit in
this dissertation. Here is how Sider (2011) explains this notion,
On the one hand, it shouldn’t be taken too narrowly, to include only what
supervaluationists call “precisifications”... those semantic values that our
usage of E doesn’t definitely rule out… candidatehood is consistent with a
certain degree of “mismatch with usage”. On the other hand, match with
usage isn’t irrelevant. The property of being an electron fails to be
candidate for ‘bachelor’ precisely because it doesn’t come close to fitting
our usage of that term. A candidate meaning m needn’t perfectly match
our usage of E; but the mismatch can’t be too severe. If a linguistic
community, roughly in our circumstances, could have used E to mean m
without seeming “semantically alien”—could have used E to reach “the

13

I will more thoroughly clarify and defend reference magnetism in §2.5.
9

same semantic goal” as we use E to reach, albeit perhaps by a different
route—then m is a candidate for E (Sider 2011: 58-59).
The idea is pretty rough but, I think, fairly intuitive. When we use a term, we do so with a
certain purpose. That term expresses a concept that plays a certain role in our thought.
The candidate meanings for an expressions E whose actual meaning is M are all the
possible meanings that are capable of playing the role that M actually plays. So, for
example, the purpose of a term like ‘bachelor’ is, at least partly, to distinguish people like
the newly married Mark from the single, and eligible, Sam. The two possible meanings,
unmarried-man and unmarried-man-eligible-for-marriage (unlike electron), are both
capable of achieving this purpose and playing the relevant role in our thought, hence both
are candidate meanings for the term ‘bachelor’. Exactly how one of these candidate
meanings for a term gets selected as its actual meaning, if any does at all, depends on the
details of metasemantics.
Metasemantics has wide-ranging metaphilosophical significance. The
metasemantic question of what determines the meaning or referent of our terms is
relevant to the epistemic question of what counts as evidence for the truth of claims
couched in those terms. If, for example, the causal story about the reference of moral
terms is correct, then empirical evidence of causal relations can serve as evidence for
claims about the referents of moral terms, which then can serve as evidence for the truth
or falsity of sentences involving moral terms.14 For instance, if experimental philosophers
find empirical evidence that our usage of the moral term ‘right’ is causally regulated by,

14

If, on the other hand, reference is somehow completely independent of what properties
have causally regulated our usage of terms, then evidence of such causal relations would
not support claims about their reference.
10

say, the property maximizing-the-total-amount-of-well-being, then this is evidence for the
moral theory act utilitarianism, given a causal metasemantics. Similarly, assuming
reference magnetism, claims about the relative naturalness of certain properties can serve
as evidence for claims expressed in terms that purport to denote (more) natural
properties.15
Two other metaphilosophical issues that arise, given a certain metasemantics, are
the issues of semantic indeterminacy and the phenomenon of “merely verbal” disputes.
Semantic indeterminacy is when there is “no fact of the matter” as to the exact meaning
of a certain term (within a range of candidate meanings), which then results in there being
no fact of the matter as to the truth-value of certain sentences involving that term. For
example, if the term ‘person’ is semantically indeterminate between several possible
meanings, then there may be no fact of the matter as to whether, say, a person can survive
teleportation, since the sentence “A person can survive teleportation” may have different
truth-values on different such meanings.
Semantic indeterminacy arises when the metasemantic constraints that determine
word-meaning fail to narrow down the range of possible meanings enough to pin down a
unique one. For instance, it is relatively uncontroversial that one such semantic constraint
is fit-with-usage, sometime known as charity (Lewis 1984).16 That is, in order for some

15

This will play a large role in Chapter 5.
It has been argued, for instance by Putnam (1977: 483-498) and Lewis (1984), that fitwith-usage is not enough to secure (relatively) determinate meaning. Some other
constraints are needed, candidates for which are a causal constraint (i.e. that there be the
right sort of causal relation between our usage of a term and its referent) and Lewis’s
preferred naturalness constraint, that we refer to (relatively) natural properties (other
things being equal). I will discuss these semantic puzzles and the reference magnetism
solution more in §2.5.
16

11

possible meaning to be the actual meaning of a term, it must fit well enough with how
that term is used, taking into account the sentences involving the term people are
disposed to accept or reject. Now, if fit-with-usage doesn’t favor a certain possible
meaning over another, and if none of the other constraints help in narrowing it down,
then that term will be semantically indeterminate. Sider (2001), for example, argues that
two properties being-a-bodily-continuous-person-like-entity and being-a-psychologicalcontinuous-person-like-entity, corresponding to the physical and psychological continuity
views of personal identity respectively, fit equally well with our usage of the predicate ‘is
a person’, and neither candidate does better on any other semantic standards.17 Hence, he
claims, the term ‘person’ is semantically indeterminate, and there is no fact of the matter
as to which of these two theories is correct.
Semantic indeterminacy may be relevant to conceptual ethics. One might argue
that such indeterminacy is a defect in language, one that should be avoided or somehow
resolved—at least if the language in question is meant for rigorous inquiry, rather than
everyday communication. Perhaps, in the context of such inquiry, we should cease using
the problematic terms in an unqualified way, instead always using more specific,
qualified terms like ‘bodily-person’ and ‘psychological-person’ that do secure
(relatively)18 determinate meanings.

17

The other semantic standard he considers is naturalness.
Some philosophers, like Putnam (1977) and Quine (1960) have argued that our
languages are always radically indeterminate, in spite of all of our efforts to the contrary.
Others, like Lewis (1984: 67), think that indeterminacy can be limited to “tolerable”
levels (e.g. some semantic vagueness here and there).
18
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Another semantic issue of interest to the metaphilosopher is the phenomenon of
“merely verbal” disputes.19 Let us say that a dispute between two parties over some
sentence is merely verbal when some term in that sentence means something different
when expressed by each party and the sentence’s truth-value turns on this difference.20
For example, the dispute between two parties over the question “Is the pope a bachelor?”
is merely verbal if bachelor means unmarried-man in the mouth of one speaker and
unmarried-man-eligible-for-marriage in the mouth of the other. One source of verbal
disputes is the disposition to consistently fail to defer to the standards of one’s wider
linguistic community—for instance, the linguistic renegade who still insists on calling
bits of fool’s gold ‘gold’ even when the chemical differences are pointed out. Later, in
Chapter 4, I will explore a different, naturalness-related source.
When a dispute can be diagnosed as merely verbal in the above sense, there are
both epistemic and conceptual ethical implications. First, the fact that one’s peer
apparently disagrees need not hold the same epistemic weight as a defeater for one’s
position, since this disagreement may be merely verbal.21 For the same reason, evaluating
the epistemic worth of testimony, couched in terms that are for whatever reason more

19

See James (1907), Hirsch (2005), and Chalmers (2011) for influential discussions.
I will later, in Chapter 4, give a more refined account of verbal disputes along the lines
of Hirsch (2005). His view is motivated by an attempt to remain faithful to Burge’s
(1979) semantic externalist insight, namely that the meaning of our terms is partly
determined by factors external to the speaker, such as how members of her linguistic
community use the term or causal relations between the speaker and the world. Given
externalism, a given term, even in an intuitively verbal dispute, will likely mean the same
thing in the mouths of each party, since they are typically members of the same linguistic
community. Hence a better account of verbal disputes is needed.
21
Arguing that certain disputes are merely verbal has been used as a strategy to defend
moral knowledge against disagreement-based arguments for moral skepticism. See
Ballantyne (2016) for critical discussion.
20
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prone to leading to verbal disputes, needs to be handled with more care than usual, since
testimony that apparently supports some claim may not actually support it.
When it comes to conceptual ethics, the recognition of a verbal dispute, or of
terms that are prone to leading to verbal disputes, may call for the same sort of linguistic
reform as did semantic indeterminacy. That is, perhaps we should cease using the
problematic terms in an unqualified form in order to avoid the confusion caused by their
differing interpretations. For instance, in certain contexts, perhaps the expert and the
linguistic renegade should replace the term ‘gold’ with ‘chemically-gold’ and
‘apparently-gold’.

1.3 The Epistemology of Philosophy
Epistemology is the study of knowledge, justification, evidence, and other related
phenomena. As such, epistemic questions can be applied to any domain of inquiry
whatsoever, including philosophy itself. The epistemology of philosophy, then,
investigates whether there is philosophical knowledge, what makes beliefs about
philosophical matters justified, what counts as evidence for philosophical claims, and
other related questions. I will now briefly survey a few matters that will become relevant
later on when I invoke the notion of naturalness in metaphilosophy.
A central issue in the epistemology of philosophy is that of the correct
philosophical methodology, or how we should go about forming (and revising)
philosophical beliefs. This involves identifying the various epistemically relevant
considerations and determining their relative epistemic weight. One such consideration,
though not completely uncontroversial, is fit-with-intuition. When considering a
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philosophical claim, many philosophers take its intuitiveness, or the intuitiveness of the
premises in a valid argument for it, to be at least a defeasible reason to believe it.22 On
some interpretations, the process of reflective equilibrium is the method used to bring our
intuitions, about both general principles and particular cases, into a coherent, systematic
whole (Rawls 1971: 19-21). If intuitions are indeed the data of philosophy, as many
philosophers think, then a philosophical theory that fits well with intuition is one that fits
well with the data, and thus has the theoretical virtue of conservatism.
Some other considerations, though their epistemic relevance and weight is more
controversial, correspond to theoretical virtues that are sometimes described as
‘aesthetic’, such as parsimony, elegance, and other sorts of simplicity (Keas 2017).
Exactly how to define or measure these qualities, and whether scoring highly by these
standards constitutes an epistemic reason to believe a philosophical theory, are both hotly
contested. Some argue that they are only relevant to theory choice in science and not in
philosophy, while others argue that they are relevant to philosophy as well.23 However,
many argue that their relevance (whether in science or philosophy) is not epistemic but
merely pragmatic.24 Finally, even if their epistemic relevance in philosophy is granted, it
is contentious how much relative weight these so-called aesthetic virtues should be given.
While it is often assumed that they should merely serve as “tie-breakers” among
otherwise evidentially equivalent theories, it has been argued that they can sometimes
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For instance, see Bealer (1996) and Huemer (2007).
For instance, Huemer (2009) and Willard (2014) challenge the idea that considerations
of simplicity deserve any epistemic weight in metaphysics or philosophy more generally,
while Brenner (2017) and Bradley (2018) defend it.
24
See, for instance, Quine (1966) and Walsh (1979).
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outweigh considerations of conservatism, as when a few marginal data points are thrown
out so that the data as a whole can be modeled by a simpler curve (Weatherson 2003b).
I mentioned above in §1.2 that metasemantics has epistemic consequences. The
answer to this question in particular, of when (or whether) considerations of simplicity
(or other theoretical virtues) can outweigh considerations of conservatism in evaluating
philosophical theories, turns (at least partially) on the metasemantics of philosophical
terms. If a strong version of reference magnetism is true with respect to philosophical
terms, or, more specifically, if considerations of naturalness can trump considerations of
fit-with-usage in fixing the referents of philosophical terms, then there is good reason to
think considerations of simplicity can trump those of conservatism in philosophical
methodology.25 This is because the less overall intuitive theory, which fits less well with
our usage of its key theoretical terms, may yet be true if it identifies the referents of those
terms with more natural properties, and there is a connection between relative naturalness
and a certain sort of simplicity (to be discussed in §2.1 and §2.4). This argument will be
discussed at greater length in Chapter 5, but this brief summary should demonstrate an
important connection between metasemantics and epistemology.
Reference magnetism has several other epistemological consequences that are
relevant to metaphilosophy, which I will briefly mention here before discussing in detail
later. Whether our terms succeed in denoting (relatively) natural properties has
implications for the strength of analogical arguments expressed by those terms and for
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Weatherson (2003b), Edwards (2011), and Mokriski (2020b) argue along these lines
for certain philosophical theories that are widely thought to be subject to damning
counterexamples, and Sider (2009, 2011) is sympathetic towards these sorts of
considerations.
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the epistemic relevance of arbitrariness concerns. These implications follow from the fact
that naturalness is connected in intimate ways to similarity and arbitrariness.
Finally, and somewhat worrisomely, reference magnetism may have troubling
implications concerning the epistemic issue of skepticism, the view that there is no
knowledge or justified belief about some domain. If our epistemic position with respect
to the naturalness facts is not as secure as some optimists think, and yet if naturalness still
plays the same role as outlined above in decreasing the epistemic weight of conservatism
(by giving less intuitive theories a chance of still being true), then this might lead to
skepticism, since there may be no other evidence to go on.26 In other words (and
simplifying somewhat), if the true theory is the one among reasonably intuitive theories
that does best with respect to naturalness, but we have no way of knowing the facts about
relative naturalness, then it may be unknowable exactly what the true theory is (within
the range of reasonably intuitive theories). Thus, reference magnetism is, epistemicallyspeaking, a double-edged sword. It has the potential to both strengthen and weaken our
epistemic position in philosophical theorizing.

1.4 The Conceptual Ethics of Philosophy
Conceptual ethics is somewhat recent in origin, at least as an explicitly
acknowledged philosophical subdiscipline with its own name.27 This branch of inquiry
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This argument is inspired by discussion in Korman (2015: Ch. 6), which raises
skeptical worries about invoking naturalness philosophical disputes.
27
Burgess and Plunkett (2013a; 2013b) chose the label ‘conceptual ethics’ (and give their
conceptual ethical reasons for doing so). It should be noted that the term ‘ethics’ here is
being used in a broad sense to mean normativity rather than something specific to
morality.
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consists of normative and evaluative theorizing about linguistic and conceptual choices.
When such theorizing focuses specifically on philosophical terms and concepts (again,
with the aim of contributing to our understanding of philosophical theorizing), it counts
as part of metaphilosophy. I will now survey a few conceptual ethical issues in
metaphilosophy that relate to naturalness and so will concern us later.
One important conceptual ethical question is whether or not we should take some
philosophical term or concept as primitive (i.e. as an undefined component of one’s
language or conceptual framework, out of which other terms or concepts are defined).28
To take a term or concept as primitive is not to make a claim or form a belief, but rather
to make a certain choice in one’s language or conceptual framework, so while it seems
like certain rational considerations bear on such a choice, the relevant considerations are
distinctively conceptual ethical rather than epistemic, which tend to be related to truth or
evidence and concern belief formation or revision.29 Hirsch (1993) investigates this issue,
calling it ‘the division problem’, or what makes it reasonable or appropriate to divide up
reality in one way rather than in countless possible alternative ways. Dividing reality, in
this case, amounts to choosing certain primitives over others. After all, we could choose
the terms ‘green’ and ‘circular’ as primitive, and define ‘gricular’, ‘grincular’, and
‘ngricular’ as, respectively, green-or-circular, green-or-not-circular, and circular-or-not-
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We should keep separate the descriptive question of whether a term or concept actually
is primitive, as a matter of semantic fact, and the normative question of whether it should
be. Even if it turns out that a certain term in our language is primitive, it’s an open
question as to whether it should be. If we answer the former question affirmatively and
the latter negatively, then this calls for making a linguistic reform.
29
Sider (2011) seems to use the term ‘epistemic’ in a broader sense, covering rational
considerations that bear on either belief- or concept-formation and need not be connected
to the ideal of truth.
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green (Hirsch 1993: 4). Alternatively, we could take ‘gricular’, ‘grincular’, and
‘ngricular’ as primitive, and define ‘green’ and ‘circular’ as gricular-and-grincular and
gricular-and-ngricular respectively. Imagine two languages, otherwise exactly similar,
corresponding to these options. These two languages have the same expressive power (in
the sense that they can both state all the facts, on some suitable individuation of facts),
yet clearly the former seems preferable to the latter. What makes it preferable is the more
difficult question that Hirsch attempts to answer and something I will discuss later.
As I mentioned above in §1.1, a conceptual ethical claim that has garnered
interest in contemporary metaphysics is that the primitives in a comprehensive language
for systematic metaphysics should denote only fundamental features of reality (Sider
2011), and, more generally, the terms and concepts we use in the context of such inquiry
should somehow track the relations of metaphysical priority or relative naturalness that
obtain in the world. I will later discuss in detail the motivation and justification for such a
conceptual ethical claim.
Another conceptual ethical issue is that of nonsubstantivity in the sense of Sider
(2011). A question is nonsubstantive in this sense if its answer turns on which of several
“equally good” candidate meanings is meant by its terms (Sider 2011: Ch. 4). This sort of
nonsubstantivity is essentially evaluative or normative, which distinguishes it from the
phenomenon of merely-verbalness that I discussed above in §1.2. In fact, these issues are
orthogonal to each other. A dispute can be nonsubstantive without being merely verbal, if
the term in question means the same thing as used by the disputing parties but there are
equally good candidates it could have meant (and the dispute turns on this). Also, a
dispute can be merely verbal without being nonsubstantive, if the term means different
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things as used by the disputing parties, and yet there is a uniquely best meaning among
the candidates. Again, I will postpone the discussion of what makes meanings better or
worse until later (in §2.6 and Chapter 6).
One final conceptual ethical issue that will concern us later on is the question of
when we should make a change to our current language or conceptual framework. If the
metasemantic constraints that determine word meaning secure the “wrong” meaning for
some term T—that is, one distinct from the one we (conceptual-ethically) should mean by
T—then it may be the case that we should change the meaning T.30 I call such a view
‘revolutionism about T’.31 In §1.1 above, I mentioned revolutionary fictionalism, one
potential example of such a view. The revolutionary fictionalist about, say, mathematics,
thinks that we should use mathematical language in a fictionalist spirit (perhaps due to
ontological qualms with numbers as entities), despite the fact that this may diverge from
the ordinary meaning of mathematical terms, which contains no sort of fictionalist
pretense.32 There are many examples of calls for linguistic or conceptual revolutions in
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Even if we conclude that a term T has a meaning that is somehow inferior to other
candidate meanings, there is an important question of whether we should keep using T
but with a new, superior meaning, or whether we should instead just introduce a new
term T* for the new meaning. I will discuss this question and some of the considerations
that bear on it in Chapter 6.
31
Burgess and Plunkett (2013a) use the term in this way. Korman (2015: Ch. 6) also
discusses the so-called “revolutionary strategy” in metaontology, which suggests that
ontological disputes should proceed using a special, technical notion of existence, rather
than the ordinary meaning of the English word ‘exists’.
32
It is debatable whether such a view really counts as a version of revolutionism as I
defined it, since it could be argued that there is no commitment to the claim that number
terms themselves should mean something different than what they actually do. Rather,
the claim is that we should change the speech act itself or allow some unpronounced
content in. Perhaps a simpler and clearer example of revolutionary fictionalism that
counts as a form of revolutionism would be put forward by an atheist who is deeply
interested in theology and hence advocates that we change the meaning of ‘God’ so that it
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philosophy,33 although such proposals are often met with resistance from more
conservative-minded philosophers who think it is a mistake to depart from ordinary
language.

1.5 Chapter Summary: Metaphilosophy
In this chapter, I have surveyed four branches of metaphilosophy and some of the
issues discussed therein. In Part II of this dissertation, I will explore and defend several
ways in which the phenomenon of naturalness bears on each of these issues. Before that,
in the next chapter, I will give a thorough introduction to metaphysical naturalness as
well as a defense of some key assumptions about naturalness to which I will appeal
throughout this dissertation.

no longer purports to denote an actual (supernatural) person but rather a fictional
character with certain determinate features (according to the fiction).
33
For example, Eklund (2014) argues that we should replace our ordinary concept of
truth, Haslanger (2000) considers ways we might improve on our ordinary notions of
gender and race, and Sider (2009; 2011) is very much open to the revolutionary strategy
in ontology, or replacing our ordinary notion of existence.
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Chapter 2: Metaphysical Naturalness, or “Nature’s Joints”
In this chapter, I will give an introduction to, and defense of, metaphysical
naturalness.34 Although the term ‘natural’ is meant to mark the intuitive distinction
between “genuine” properties and “gerrymandered” constructions—between properties
that “carve nature at its joints”35 and those that do not—it is a theoretical term that is
sometimes given the treatment outlined in Lewis (1970), where its meaning is determined
by the various roles the (or some) phenomenon is intended to play in systematic
philosophy.36 Given this, many theorists employ the term ‘natural’ without agreeing
precisely on its meaning, while agreeing generally that its referent does some explanatory
work in connection to phenomena such as fundamentality, similarity, and reference. To
avoid confusion, I will state my account of naturalness up front and then outline and
defend the aspects of its theoretical role that are most relevant to metaphilosophy.
In addition to introducing the reader to the concept of naturalness, I aim to defend
three central theses. The first is the traditional Lewisian account of naturalness according
to which a property is more natural to the extent that its definition in terms of
fundamental properties is less gerrymandered. The second is the metasemantic doctrine
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For the most systematic discussions of metaphysical naturalness, see Lewis (1983),
Sider (2011), Dorr and Hawthorne (2013), and Dorr (2019).
35
This commonly used metaphor is traced back to Plato, who speaks of philosophers
“dividing things again by classes, where the natural joints are, and not trying to break any
part, after the manner of a bad carver” (Phaedrus 265e). The idea is that there are “joints”
in nature, separating things into to objective (i.e. mind-independent) groupings, and our
theorizing should respect them. Although commentators sometimes speak (perhaps
loosely) as if the natural properties themselves are the joints, more accurately, if we take
the metaphor seriously, we should think of the joints as being located between the things
that instantiate some natural property and the things that do not, so that natural properties
(and the terms and concepts that express them) “carve” reality at these joints.
36
See Dorr and Hawthorne (2013).
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of reference magnetism, according to which naturalness plays a role in fixing the
reference of our terms. The third is the evaluative/normative claim that natural properties
have a distinctive sort of non-instrumental theoretical value and we ought to center our
theorizing around them.
My plan for the chapter is as follows. In §2.1, I will state and motivate the
account of naturalness. In §2.2, I will discuss the connection between naturalness and
fundamentality and defend a particular “definitional” conception of fundamentality. In
§2.3, I will discuss the connection between naturalness and similarity and clarify some
potential misconceptions. In §2.4, I will discuss the connection between naturalness and a
certain sort of simplicity and answer some common objections that are often levied
against this part of the naturalness role. In §2.5, I will discuss and defend what is
arguably the most important, at least when it comes to metaphilosophy, and perhaps
controversial role that naturalness is supposed to play—namely that of reference-fixing as
expressed by the doctrine of reference magnetism. In §2.6, I will discuss and motivate the
idea that naturalness has a sort of non-instrumental value that is relevant to theorizing and
respond to some objections. In §2.7, I will briefly mention some other aspects of the
naturalness role, though these won’t come up much in the rest of this dissertation due to
their (relative) lack of relevance to metaphilosophy. In §2.8, I will briefly discuss the
attitude that Dorr and Hawthorne (2013: 3) call ‘naturalness skepticism’, to be contrasted
with what they call ‘naturalness enthusiasm’—that is, skepticism and enthusiasm about
the role that naturalness plays (or should play) in systematic philosophy.

2.1 The Account

23

Metaphysical naturalness is the spectrum or gradation of properties (or other
entities),37 exemplified by the pair being green and being grue (i.e. green-anddiscovered-before-3000-AD-or-blue-and-not-so-discovered),38 whereby one property
seems like an “arbitrary construction” relative to the other; the property being green is
more natural—less “gerrymandered”—than the property being grue. The naturalness
dimension ranges from the perfectly natural to the hopelessly gruesome (though there
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Most discussions of naturalness center around natural properties or relations, but some
theorists have applied the notion to objects (Hirsch 1993: Ch. 4; Dorr and Hawthorne
2013: 39; Brown 2016), functions (Lewis 1983: 376), events (Lewis 1983: 369),
magnitudes (Dorr 2019: §3.5), quantifiers (Sider 2011: Ch. 6), linguistic expressions
(Sider 2011), meanings (Sider 2009), propositions (Sider 2011: 61; Dorr 2019: §3.3), and
even, in the sense of Kaplan (1989), characters (Hawthorne 2007: 433). While
‘naturalness’ is often predicated of non-representational or “worldly” entities, it is also
common to speak of the naturalness of terms or concepts, as some of the above examples
show. In fact, Sider (2011), who is arguably one of the most prominent voices in the
contemporary naturalness literature, has a unique, nominalist-friendly account of
naturalness, or what he calls ‘structure’, that applies primarily to elements of one’s
ideology rather than ontology. (It’s nominalist-friendly in the sense that one can apply it
while simultaneously rejecting the existence of properties). He also frequently speaks
loosely of linguistic expressions as “carving at the joints” or being “joint-carving” (i.e.
structural). See Sider (2011: Ch. 6) for the subtle differences between structure and (more
traditional Lewisian) naturalness, chief among which is that structure is more general,
applying even in instances when it becomes strained to think of a term or concept as
denoting an entity. These differences won’t make much of a difference in this
dissertation, so I will stick to speaking in terms of naturalness for the sake of familiarity
and convenience—though I suspect that most of what I say could be translated into talk
of structure. Also, since my focus is on the application of naturalness in metaphilosophy,
and most theoretical terms from philosophy are predicates—the existential quantifier of
ontology being one notable exception—my primary focus will be on natural properties in
the general sense that includes relations and higher-order properties.
38
The predicate ‘grue’ originated in Goodman (1955), though I have chosen 3000 AD as
the arbitrary future date in its definition.
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may be no upper limit), and it is an objective matter (i.e. independent of our attitudes,
theories, languages, etc.),39 at least when it comes to the clear cases.40
The perfectly natural properties are the fundamental ones41—take this as a
stipulative definition of ‘perfectly natural’—and this binary distinction of perfect
naturalness or fundamentality is used to analyze the scalar notion of comparative
naturalness, following the traditional Lewisian view (1983: 347; 1984: 228; 1986: 61).
Every less-than-perfectly natural property has a canonical definition, which is a definition
in terms of the fundamental properties (or other entities and logical operators),42 and one
property is more natural than another to the extent that the canonical definition of the
former is less gerrymandered than that of the latter—again, take this as a stipulative
definition, this time of ‘comparative naturalness’ or ‘more natural than’. Factors that
contribute to gerrymanderedness include length, complexity, arbitrariness, and the
miscellaneousness of its constituents (Guigon 2014: 8). For example, the canonical
definition of being green is intuitively much less gerrymandered than that of being grue
(i.e. being green-and-discovered-before-3000-AD-or-blue-and-not-so-discovered); the
latter is longer, more complex, more arbitrary, and its constituents are more
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However, see Taylor (1993) and Taylor (2016) for notions of naturalness (or close
substitutes) that are theory- and context-dependent respectively.
40
As I’ll discuss below (as well as in Chapters 7 and 9), there is reason to suspect that
‘more natural than’ is slightly vague, which may introduce some slight non-objectivity
“around the edges” (Sider 2011: 156), depending one’s view of vagueness.
41
I’ll say more about this notion of fundamentality in the next section.
42
I will say more about these sorts of definitions below. Since definitions are ultimately
linguistic entities, whenever I say a property is defined in terms of the fundamental
properties, this is shorthand for saying that the property is defined in terms of primitive
expressions that denote the fundamental properties. However, as I’ll reiterate below,
despite the fact that such definitions are themselves linguistic entities, they are definitions
of non-linguistic entities (e.g. properties).
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miscellaneous. Note that this difference in gerrymanderedness is highly plausible even
given our inability to produce the full canonical definitions of such properties—we need
not know the basis of being green in fundamental reality in order to know that it’s a more
natural property than being grue.43 I’ll return to this point in a moment.
Many theorists, even those otherwise sympathetic towards the appeal to
naturalness in philosophy, have rejected the traditional Lewisian account of comparative
naturalness, typically in favor of primitive degrees of naturalness.44 However, I think
many of the standard objections are overstated and the traditional account is worth
maintaining. First, the traditional account is reductive, analyzing naturalness in terms of
fundamentality, a notion that many already have use for in philosophy.45 Second, the
traditional account captures the paradigm examples of differences in comparative
naturalness very well (e.g. being green vs. being grue)—unnatural properties typically
seem like “merely arbitrary constructions” (Hirsch 1993: 55) out of their more natural
counterparts. Third, the traditional account does not leave our comparative naturalness
judgments unconstrained the way primitive degrees of naturalness seems to (Dunaway
and McPherson 2016: 653). On the primitivist view, different theorists are bound to find
their preferred properties to be more natural than those of their rivals, whereas on the
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It is worth noting that distinct properties that differ in their degree of naturalness could
nevertheless be necessarily coextensive. For instance, being green is more natural than
being-either-green-and-circular-or-green-and-not-circular—after all, the canonical
definition of the latter is more gerrymandered than that of the former—and yet they apply
to all the same possible things.
44
See Williams (2007), Hawthorne (2006; 2007), and Dunaway and McPherson (2016:
§3.4) for objections. The latter authors are among those who opt for primitive degrees of
naturalness.
45
As I’ll discuss in the next section, I will ultimately analyze fundamentality in terms of
a distinctively metaphysical sort of definability.
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traditional view, there is pressure to converge on naturalness judgments insofar as our
judgments of gerrymanderedness converge.46
In spite of these benefits, many have objected that the traditional view is
inadequate. I will answer some of these objections, specifically those having to do with
fundamentality and simplicity, in §2.2 and §2.4 (respectively). Before doing so, though, I
want to briefly discuss some epistemic concerns. Even if one grants the traditional
Lewisian view is correct, one might complain that it leaves us completely in the dark
about the comparative naturalness facts, since we rarely know any property’s canonical
definition in full detail. However, as I mentioned above, we can typically gauge the
gerrymanderedness of such canonical definitions even when we only have access to the
property’s ordinary language definition. For instance, we can tell that the canonical
definition of being red is less gerrymandered than that of being green-and-discoveredbefore-3000-AD-or-blue-and-not-so-discovered, even without having access to either of
these canonical definitions. This is because the canonical definition of being red,
however gerrymandered it might be, is intuitively on par with those of being green and
being blue, and the former is therefore much less gerrymandered than a complex and
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To give an example from normative ethics, consider a dispute between an act utilitarian
and a Rossian (1930) pluralist, where the former identifies the property being morally
permissible with the property [PAU] being an action that maximizes overall well-being,
and the latter instead identifies it with the property [PRP] being-an-action-that-does-notviolate-the-duty-of-beneficence-unless-in-exception-B1,B2,…,Bi-or-the-duty-to-not-harmunless-in-exception-H1,H2,…,Hj-or-…-or-the-duty-Dn-unless-in-exception-E1,E2…,Ek. On
the primitivist view of naturalness, each side is likely to think that her own theory’s moral
property is more natural—carves moral reality better at its joints—than that of the other.
However, on the traditional view, it should be relatively clear to all sides that the act
utilitarian’s property PAU is more natural, since its definition is clearly less
gerrymandered than that of PRP. See Mokriski (2020b; 2020c) for a discussion of how
different moral theories fare with respect to naturalness on the traditional view.
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arbitrary construction involving both of the latter as well as the further complications
involving being discovered, 3000 AD, and the Boolean operators.
This suggests the following epistemology of comparative naturalness: to the
extent that the ordinary language definition of a property is more complex and arbitrary
than that of another, this is evidence that the former property is less natural than the
latter.47 After all, if most of the terms that occur in two such ordinary language
definitions denote properties that are roughly on par with respect to naturalness, then any
difference in the gerrymanderedness of these two definitions will typically track a
difference in the gerrymanderedness of their corresponding canonical definitions. In
general, the more gerrymandered the ordinary language definition of a property is, the
more gerrymandered its canonical definition will be, since the canonical definition is
typically obtained by taking the ordinary language definition and replacing its terms with
the canonical definitions of their referents. For example, the canonical definition of being
gricular (i.e. being green or circular) is plausibly ‘being G or C’, where ‘G’ and ‘C’ are
the canonical definitions of being green and being circular respectively.
One difficulty inherent in this account of comparative naturalness is that it may
make ‘more natural than’ slightly indeterminate.48 There are many clear cases of a
difference in naturalness (e.g. being green vs. being grue), but there are also cases in
which it is far from clear and perhaps indeterminate which of two properties is more
natural, due to the fact that there are several factors that contribute to gerrymanderedness
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This methodology fails when our language is of the bizarre sort discussed in Hirsch
(1993), in which there are primitive terms like ‘gricular’ for unnatural properties like
being green or circular and complex expressions for more natural properties like being
green. However, ordinary languages are typically not like this.
48
This potential indeterminacy will come up again in Chapters 7 and 9.
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and no clear way to balance them. One canonical definition may be slightly longer or
more complex, while another may have constituents that are slightly more miscellaneous.
Sometimes by adding another constituent, you decrease the overall degree of
miscellaneousness of its constituents while simultaneously increasing its length. For
instance, compare the disjunctive property being G1 or G2 or … or Gn, consisting of all
determinate shades of green, with the disjunctive property being G1 or G3 or … or Gn,
which is just like the former but excludes the one shade G2. The canonical definition of
the former is slightly longer (by one disjunct), and yet the former still seems like a more
natural property due to the fact that the constituents of its canonical definition are less
miscellaneous—intuitively, the latter is arbitrarily “missing a random disjunct”. This is a
case in which, intuitively, miscellaneousness outweighs length in determining
comparative naturalness. However, now—to use an example from Sider (2011: Ch. 4)—
compare the properties being an unmarried man and being an unmarried man eligible for
marriage, both of which are candidate referents for ‘bachelor’. The former plausibly has
a simpler canonical definition, and yet the latter may have a canonical definition whose
constituents are less miscellaneous, therefore making for more similarity among its
instances (more on this in §2.3).49 I think in this case, it’s plausible to say that neither is
determinately more natural than the other, or that they are perhaps roughly equally
natural, since neither miscellaneousness nor length is clearly decisive.
One could try to maintain that there is always a determinate fact of the matter
about which properties are more natural than which others, due to there being a
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Compare both of these properties with the property being an unmarried man eligible
for tenure, which is clearly less natural (due to arbitrariness and miscellaneousness) than
either of the former.
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determinate fact of the matter about how length, complexity, arbitrariness, and
miscellaneousness balance against each other to determine the degree of
gerrymanderedness (and hence naturalness), but I find it much more plausible to say that
there are several admissible precisifications for ‘more natural than’, corresponding to the
various plausible ways of balancing those factors.50 The important thing, and what makes
the account still viable, is that it yields determinate comparative naturalness facts about
the paradigm cases and many cases of interest.51 In fact, it could be seen as a virtue of
this account that it yields indeterminacy, or at least a lack of a clear winner, between
certain pairs of properties; sometimes, in certain domains, highly determinate and finegrained facts are implausible.

2.2 Fundamentality
As stated above, the perfectly natural properties are the fundamental ones. This is
less of a substantive claim and more of just a stipulative definition of ‘perfectly natural’.
However, this fits with the overall account of comparative naturalness, since the perfectly
natural properties have canonical definitions, if we want to say they do at all, that are
gerrymandered to a degree of zero—that is, they are expressed by the primitives in the
canonical language.52 Alternatively, assuming definitions are necessarily complex
expressions, the perfectly natural properties have no canonical definition at all. Just like
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See Williams (2005: 161) for a similar discussion in a slightly different context.
These cases of interest include cases where there is a clear difference in the complexity
or arbitrariness of rival philosophical theories. See n. 46 above for an example from
normative ethics.
52
For instance, supposing electron is perfectly natural, its canonical definition is just
‘electron’.
51
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how primitives are the undefined elements used to define all other terms, fundamental
properties are the “unbuilt” elements used to “build” all other properties.53
Fundamentality is typically characterized in terms of the ideas of independence
and/or completeness.54 The fundamental properties are independent, in the sense that they
aren’t somehow dependent on or reducible to other properties.55 The fundamental
properties are also complete, in the sense that there are enough of them to somehow
“account for” all the non-fundamental properties, such that all non-fundamental
properties are (ultimately) dependent on or reducible to fundamental ones.56 Given that
this sort of dependence is closely associated with a distinctively metaphysical sort of
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See Bennett (2017) for a systematic discussion of this sort of “building” and its
connection to fundamentality.
54
Bennett (2017: Ch. 5) uses independence to characterize fundamentality and discusses
its relationship to completeness. Schaffer (2009: 373) also uses independence, although
stated in terms of his preferred notion of grounding (i.e. the fundamental entities are the
ungrounded ones). Sider (2011: 105), on the other hand, says, “…completeness is
definitive of fundamentality,” although elsewhere he says that his preferred notion of
fundamentality cannot be analyzed in other terms, especially not in terms of a mere
modal notion of completeness defined in terms of supervenience (Sider 2011: 16).
Wilson (2014) also argues that fundamentality should not be characterized in other terms,
since, as she says, “The fundamental is, well, fundamental,” (Wilson 2014: 560).
However, this inference seems to rely on a conflation of fundamentality with what is
fundamental—that is, between the property being fundamental and the entities that are
fundamental. Perhaps fundamental entities should not be (or cannot be) characterized in
other terms, but the property being fundamental may not be a fundamental entity, and so
it may be characterized in other terms—for instance, in terms of some sort of dependence
(or, in my case, definability).
55
I’ll clarify the sense of dependence or reducibility I have in mind below, which will
help to precisify the claims of independence and completeness.
56
Although the notions of independence and completeness are distinct, it is common to
hold that the fundamental entities satisfy them both (even if only one holds trivially given
the characterization). This claim that the fundamental properties are both (individually)
independent and (collectively) complete relies on two assumptions, namely that
dependence is transitive and also well-founded (i.e. that all chains of dependence
terminate in independent entities). See Bennett (2017: §5.4) for discussion. Both of these
assumptions are plausible and accepted by many fundamentality theorists.
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explanation—that is, dependent things are (metaphysically) explained by what they
depend on—the fundamental entities are often regarded as the “unexplained explainers”
(Bennett 2017: 111), being both independent (i.e. not requiring further explanation) and
complete (i.e. explaining everything).
As suggested above, I will adopt a “definitional” account of fundamentality.57 The
basic idea behind this account is that some properties are definable (in a distinctively
metaphysical sense) in terms of others, as well as in terms of operators such as
conjunction and disjunction and perhaps other entities.58 For instance, being grue is
definable in terms of being green, being blue, being observed, and some other elements.
Similarly, being water is (perhaps) definable in terms of being hydrogen, being oxygen,
mereological relations, and some other elements. On this definitional account, the
fundamental is independent in the sense that all fundamental (or perfectly natural)
properties are indefinable, and the fundamental is complete in the sense that all nonfundamental (or less-than-perfectly natural) properties are definable in terms of
fundamental ones. When one property P is definable in terms of another P¢, P is
(partially) dependent on or reducible to P¢. Furthermore, when P is definable in terms of

57

Sider (2011: 112) adopts a similar account, although he speaks in terms of languages:
all non-fundamental languages contain a “metaphysical semantics” in terms of the
fundamental one. Also, see Dorr (2019: §4.10) for a discussion of the relationship
between naturalness and definability.
58
These are real definitions, or definitions of non-representational entities, rather than
definitions of terms or concepts. See Rosen (2015) and Correia (2017) for discussion.
However, as I discussed above, while the definitions are of non-linguistic entities, the
definitions themselves are still linguistic entities. So, when I speak of a property P being
defined (partially) in terms of properties P¢ and P¢¢, the definition itself is (partially)
composed of expressions that denote P¢ and P¢¢, rather than being composed of the
properties themselves.
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P¢, P is less natural than P¢, since the canonical definition of P will contain that of P¢
within it, thus inheriting its gerrymanderedness and then some.
Some philosophers are skeptical of the idea of properties, as opposed to words or
concepts, being definable.59 There’s not much I can say to such skeptics other than to
point out intuitive examples (e.g. being grue is definable in terms of being green).
However, there’s a more moderate sort of skepticism that I will address here. Some
philosophers may be worried specifically about the claim of completeness in this
context—about the idea that all non-fundamental properties are definable in terms of
fundamental ones. The worry is that certain properties—perhaps philosophically
interesting ones like being morally permissible, being a person, or being in pain—may
seem indefinable and yet we may be resistant to include them among the fundamental
properties, perhaps due to the fact that they seem significantly different from other
properties that we do take to be fundamental—for instance, the microphysical properties
from fundamental physics such as having spin ½ or having negative charge. And yet this
option is not available on my account of fundamentality. It does force the following
choice on us: for any property, we must either take it to definable in terms of fundamental
properties or else take it to be fundamental itself (however different it seems from other
fundamental properties).
However, I find this choice welcome and necessary, and I will motivate it by
appealing to the idea of theoretical economy. Just as adding defined terms and concepts
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Given that I understand fundamentality in terms of definability—that is, the
fundamental properties are the indefinable ones—the skeptic of definability who claims
that no properties whatsoever are definable is committed to claiming that all properties
are fundamental in my sense (since, according to such a person, all properties are
indefinable).
33

(in contrast to primitives) to a theory should be of no additional ideological cost, adding
properties that are definable in terms of more fundamental properties should be of no
additional ontological cost.60 For instance, once we have the properties being green and
being circular (as well as disjunction), there seems to be no additional cost to
countenancing the property being gricular (i.e. green-or-circular). However, if some
property is not definable from fundamental properties, then we cannot skirt the cost of
positing it simply by calling it ‘non-fundamental’. The fundamental is supposed to be, in
some sense, “responsible” for everything, so if we find ourselves with some property that
seems as though it cannot be defined from other fundamental properties, then this is a
good reason to take it to be fundamental itself and accept the cost of positing it.
In considering this conception of fundamentality (and naturalness), therefore, we
must be careful to separate these two proposals for a claim of completeness: (CF) all nonfundamental properties are definable from fundamental properties, and (CM) all nonfundamental properties are definable from microphysical properties.61 CF is what this
conception entails. CM is what you get by taking CF and adding the controversial view,
often attributed to Lewis, that the only fundamental properties are microphysical ones.
We can reject CM without rejecting CF, and thus maintain this conception of
fundamentality, by being more liberal about what we take to be fundamental—for
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See Schaffer (2015) on Occam’s “Laser,” which says that fundamental entities should
not be multiplied beyond necessity, while placing no restrictions on adding derivative (or
non-fundamental) entities.
61
Hawthorne (2006: 237; 2007: 434), in criticizing the definitional conception of
comparative naturalness, seems at times to conflate these proposals, or at least not treat
them separately. For instance, he says, “Naturalness is not a function of the Boolean
structure of a definition couched in ground-floor microphysical vocabulary,” (Hawthorne
2006: n. 31), as if that spells doom for the definitional conception. Though he may be
primarily interested in challenging Lewis’s own view, which may include both proposals.
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instance, by countenancing special science properties, mental properties, normative
properties, or properties primarily studied in metaphysics as fundamental.62 Suppose, for
instance, we find that macroscopic properties like being a chair or being a table are
indefinable unless we take functional or causal properties to be fundamental.63 This may
lead us to accept the price of fundamental causation, insofar as it purchases for us a vast
array of (non-fundamental) ordinary properties. The upshot here is that what seemed
before like a problem for the framework of fundamentality as a whole, namely worries
about indefinability, is simply a problem for particular proposals about what is
fundamental.

2.3 Similarity
One important part of the theoretical role of naturalness is that of making for
similarity and dissimilarity. An intuitive idea is that objects are similar when they share
some property in common. But this won’t do when we consider properties such as being
either a cow in South America or an electron in New England or a philosophy graduate
student in California; intuitively, I am not (very) similar to a cow in Brazil or an electron
in Boston, despite the fact that we all share the above property. Lewis sums up the
problem nicely,
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To be fair, Hawthorne does consider whether we should “enrich the stock of elite
predicates” (2006: 237) in order to address his misgivings about the definitional
conception of comparative naturalness. ‘Elite’ is a term often used interchangeably with
‘perfectly natural’.
63
Hawthorne (2007: 433-434), for example, worries about Lewis’s ability to define the
property being a speaker given his Humean view of causation, which attempts to
reductively analyze causation in terms of local, particular facts. Such a reductive view of
causation may make it difficult or even impossible to define (in a plausible way) certain
ordinary properties.
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Because properties are so abundant, they are undiscriminating. Any two
things share infinitely many properties, and fail to share infinitely many
others. That is so whether the two things are perfect duplicates or utterly
dissimilar. Thus properties do nothing to capture facts of resemblance.
That is work more suited to the sparse universals… Properties carve
reality at the joints – and everywhere else as well. If it’s distinctions we
want, too much structure is no better than none (Lewis 1983: 346).
By ‘sparse universals’, Lewis is referring to the perfectly natural properties.64 A central
part of the explanatory work of naturalness is making for genuine similarity, in contrast
to the strained or artificial similarity that gruesome properties make for.
The exact nature of the relationship between naturalness and similarity is
complicated and controversial.65 One influential proposal involves analyzing duplication,
or perfect intrinsic similarity, in terms of perfect naturalness: x and y are duplicates just
in case the parts of x can be put into a one-one correspondence with the parts of y such
that x’s parts bear all the same perfectly natural properties as y’s parts do and x’s parts
bear all the same perfectly natural relations to each other as y’s parts do to each other
(Lewis 1986: 61).66 Another proposal involves defining the degree of overall similarity
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Lewis (1986: 63-64) toys with the idea of analyzing ‘naturalness’ in terms of
universals, though he considers other options as well, including analyzing it in terms of
tropes or simply taking it as primitive.
65
See Hirsch (1993: §3), Dorr and Hawthorne (2013: 21-27), and Dorr (2019: §4.1) for
an extensive discussion of the relationship.
66
Lewis then goes on to define ‘intrinsic property’ in terms of duplication: intrinsic
properties are those properties that never divide duplicates (Lewis 1983: 355). Bennett
(2017: 129-130) argues against the identification of perfect naturalness with
fundamentality partly on the basis that these accounts of duplication and intrinsicality
(which are considered fairly central to the theoretical role of naturalness) entail that all
fundamental properties are intrinsic, and she thinks an account of fundamentality should
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between two things in terms of the sum of the degrees of naturalness of all properties
dividing them (Dorr 2019: §4.1).
However, the only aspect of the relationship to which I will appeal in this
dissertation is the relationship between similarity and unnaturalness: relatively unnatural
properties typically do not make for (much) similarity among the things that share them
or (much) dissimilarity between the things divided by them. Recall that a property is
relatively unnatural to the extent that its canonical definition is relatively gerrymandered
(i.e. long, complex, arbitrary, and/or miscellaneous). Such properties typically fail to
group things together that are genuinely similar or divide things that are genuinely
different. For instance, let A, B, and C be, respectively, an emerald discovered today, an
emerald discovered after 3000 AD, and a sapphire discovered after 3000 AD. A and C
share the property being grue, despite being quite dissimilar, while A and B are divided
by being grue, despite being quite similar. The set of grue things is arbitrary and
miscellaneous in a way that the set of green things is not, at least not to the same extent.
The relatively unnatural property being grue, in contrast to the relatively natural one
being green, does not make for (much) similarity or difference.
It is worth briefly dispelling some potential misconceptions about the relationship
between naturalness and similarity.67 One might think that only the perfectly natural

stay neutral on such an issue. However, I agree with Lewis that this consequence “seems
right” (1983: 357). Extrinsic properties are intuitively non-fundamental, at least on the
definitional conception of fundamentality, since they seem definable, namely in terms of
the bearing of a relation to a particular thing or something or other. Furthermore, the fact
that all fundamental (monadic) properties are intrinsic does not rule out that there are
fundamental (polyadic) relations (e.g. spatiotemporal ones), which seems plausible.
67
These are only misconceptions on the stated account of naturalness. Given how
different theorists may use ‘natural’ differently based on the work they intend their
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properties make for similarity, in the sense that objects are genuinely similar only if they
share some perfectly natural property in common. But this is not correct,68 since the
sharing of relatively natural (though still less-than-perfectly natural) properties like being
green still makes for some genuine similarity.69 However, since less-than-perfectly
natural properties are ultimately definable in terms of, and hence reducible to, the
perfectly natural properties, there is still a sense in which the perfectly natural properties
are the ultimate source of genuine similarity.
Another potential misconception is that the relationship between comparative
naturalness and similarity is stronger than it actually is—for instance, that properties are
more natural to the extent that they make for more genuine similarity.70 However, this
conflicts with the stated account of comparative naturalness as well as the intuitive idea.

theoretical posit to do, these “misconceptions” may be correct on different conceptions of
naturalness. See n. 72 below for an alternative conception.
68
This should be clear once we realize that, given the account of duplication stated
above, two objects can be duplicates, and thus be perfectly intrinsically similar, without
actually sharing any perfectly natural properties, provided that they have parts that share
perfectly natural properties.
69
The imagined opponent might respond by saying that being green makes for genuine
similarity only because green things will share the perfectly natural properties in terms of
which being green is defined, and thus it is still only the bearing of perfectly natural
properties that makes for genuine similarity. However, it’s a mistake to assume that green
things will necessarily share such perfectly natural properties. Suppose, for simplicity’s
sake, that being green is definable as being-G1-or-G2-or-G3, where each disjunct is a
perfectly natural determinate color property. Then, two objects O1 and O2 that are G1 and
G2 respectively will both bear the less-than-perfectly natural property being green, and
thereby be genuinely similar, without sharing the underlying perfectly natural properties.
70
This misconception is often (partly) responsible for theorists rejecting the identification
of naturalness with (some form of) fundamentality, since it’s not generally true that the
more fundamental a property is, the more similarity it makes for (I’ll show this below).
Mathers (2019: 5), for instance, rejects the identification of naturalness (or structure) with
fundamentality partly on this basis. To be fair, there is a distinct conception of
naturalness on which degree of comparative naturalness is identified with degree of
similarity-making. See n. 72 below.
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Consider the case of intrinsic profiles, which are maximally specific properties that are
shared by perfect duplicates alone (Sider 1993: 50). For instance, the intrinsic profile of a
particular apple is an extremely complex (conjunctive) property that specifies the exact
size, shape, mass, etc. of that apple, and the only other things that bear this property are
perfect duplicates of that apple. Intrinsic profiles make for the maximum degree of
similarity, namely duplication, and yet, intuitively, they are not maximally (i.e. perfectly)
natural or fundamental.71 Likewise, relatively natural properties should make for a decent
amount of dissimilarity between things divided by them, but intrinsic profiles fail to do
this. Consider a second apple that is perfectly similar to the first apple in every way
except that it has a single atom in a slightly different position. Despite being extremely
similar, the two apples are divided by their intrinsic profiles, since they’re not perfect
duplicates. All of this shows that we should not equate the relation being more natural
than with the relation making for more similarity than.72

2.4 Simplicity
Recall that one property is more natural than another to the extent that the
former’s canonical definition is less gerrymandered than that of the latter. One factor that

71

That’s not to say that such properties, despite being less-than-perfectly natural, will be
as unnatural as ones like being grue. After all, while intrinsic profiles are quite complex,
they are not arbitrarily so. However, for a more direct argument against their perfect
naturalness and hence fundamentality, we need only notice that intrinsic profiles are quite
intuitively definable and thus non-fundamental.
72
Sider (1993: §3.3) considers and discusses this conception of comparative naturalness
as degree of similarity-making, but he is explicit in seeing it as an alternative conception
to the more common conception of naturalness as fundamentality (which is close to my
own and the traditional Lewisian conception—that is, gerrymanderedness in fundamental
terms). His later work (e.g. Sider 2011) makes it clear that he prefers the fundamentalitybased conception.
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contributes to gerrymanderedness is complexity, which includes length but also
disjunctiveness (e.g. being either green or circular), conjunctiveness (e.g. being green
and circular), extrinsicness (e.g. being such that there’s a philosophy graduate student
thinking about it), and more. Similarly, when these forms of complexity are combined,
the result is even more gerrymandered. For instance, the canonical definition of being
grue contains disjunctiveness, conjunctiveness, and extrinsicness, which makes it a
complicated mess. This simplicity aspect of comparative naturalness, where length is
considered the dominant factor, is so closely associated with Lewis’s original view that it
is sometimes referred to as the “length-of-definition” account of comparative
naturalness.73 And this close association between comparative naturalness and simplicity
has led many theorists to reject the traditional account (i.e. comparative naturalness as
gerrymanderedness of canonical definitions), due to its perceived inadequacy. I will
answer some of these objections here.
First, it may seem that the account of comparative naturalness that depends (in
part) on definitional simplicity in the canonical language yields the wrong results for
ordinary macroscopic properties like being green or being a chair. Such properties seem
at least reasonably natural, and yet presumably their definitions in terms of fundamental
properties are wildly long and complex, so they seem to count as gruesomely unnatural
on this conception. Apart from this alleged counterintuitive result, the objection
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For instance, Hawthorne (2007: 433) and Dunaway and McPherson (2016: 652) both
only reference definitional length when describing Lewis’s account. To be fair, Lewis
himself sometimes only mentions length (1984: 228) or complexity (1986: 61), though
elsewhere he says explicitly that less-than-perfectly natural properties are “made so by
families of suitable related universals” (1983: 347), thus giving arbitrariness and/or
miscellaneousness a role as well.
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continues, naturalness cannot play its reference-fixing role (to be discussed in the next
section) unless properties like being green and being a chair are at least reasonably
natural.
This objection, however, apart from ignoring the fact that factors other than length
and complexity (such as arbitrariness and miscellaneousness) contribute to unnaturalness,
also rests on a misunderstanding of ‘comparative naturalness’ and its cognates
(‘reasonably natural’, ‘gruesomely unnatural’, etc.). We must not forget that comparative
naturalness is always a relative matter, and thus a property can be reasonably natural (i.e.
have a reasonably simple or otherwise non-gerrymandered canonical definition) relative
to some properties but not others. The sentence “Being green is reasonably natural,” is
hence context-dependent, where the context supplies the relevant comparison class. The
above objection thus equivocates on ‘reasonably natural’, failing to keep the comparison
class fixed. Being green and being a chair are quite unnatural relative to properties like
having spin ½ and being a quark, but they are still highly natural relative to gruesome
properties like being grue and being-a-chair-not-made-in-Canada, and this latter fact is
all that reference magnetism requires.74
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Reference magnetism, the metasemantic doctrine that I’ll discuss in the next section, is
not merely about fixing the reference of a few particular terms to more natural properties
but also about holistically determining the correct interpretations of entire languages (by
ruling out bizarre or gerrymandered permutations that preserve the truth of sentences we
are disposed to accept). However, when we hold the background semantic facts fixed and
consider two candidate referents for a term that fit our usage (roughly) equally well given
that background, reference magnetism will secure our reference to the more natural one.
This is why the difference of naturalness between being green and being grue is enough
to secure the reference of ‘green’ to the former, while the difference in naturalness
between being green and having spin ½ is not enough to secure the reference of ‘green’
to the latter—the latter is quite clearly not a candidate for ‘green’ when we consider the
background semantic facts.
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A second common objection is the worry that many properties of interest only
have canonical definitions that are infinitely long, and there may be no way to distinguish
the comparative naturalness of such properties on the traditional view.75 However, as
Guigon (2014: 7-9) notes, this objection ignores the fact that length is not the only factor
that contributes to gerrymanderedness. Even if two properties have canonical definitions
that are both infinitely long (of the same size infinite), one may be more complex in other
intuitive ways (e.g. be a conjunction of disjunctions rather than just an extended
disjunction), more arbitrary, or have more miscellaneous constituents. Furthermore, this
objection is predicated on the idea that some interesting properties actually do have
infinitely long canonical definitions. However, this may be assuming a microphysicalist
view according to which the only perfectly natural properties are certain microphysical
ones, and all other properties are only definable as infinite disjunctions of realizations in
microphysical terms. But why should we think that the canonical definition of, say, being
a person is of the form being P1 or P2 or …, where each Pi is a complete description of a
possible person in microphysical terms? As Sider (2011: 130) discusses, these properties
are more plausibly defined in finite functional terms.76 Likewise, as I mentioned above in
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See Dunaway and McPherson (2016: 652) for an instance of this objection. Along
similar lines, Hawthorne (2007: 433-434) worries about the alleged fact that the semantic
rule governing the meaning of ‘I’ comes out “hopelessly gerrymandered” on the
complexity-of-definition account of comparative naturalness, although it is unclear
whether he intends to make my first or second objection here—that is, whether he is
bothered by the definition’s absolute length itself or by the alleged fact that its infinitely
long definition cannot be distinguished from other infinitely long, and yet intuitively
more gerrymandered, definitions.
76
Hawthorne (2007: 433) considers this response, but thinks it won’t help, since
functional and causal properties themselves will have only infinitely long canonical
definitions on Lewis’s Humean account of causation. As I said in response to the
indefinability worries in §2.2, this may be a problem for Lewis’s narrower view
(Humeanism about causation and/or microphysicalism about the perfectly natural), but it
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§2.2, we may have good reasons to countenance some properties at levels other than just
the microphysical as perfectly natural.77 To reiterate what I said in that section, if taking
some property (whether that be causation, oughtness, etc.) to be perfectly natural helps us
accommodate the degree of naturalness that certain other properties intuitively have (by
defining the latter out of the former), then the benefits may be well worth the costs.78

2.5 Reference
The natural properties are “reference magnets”—that is, the more natural a
property is, the easier it is to refer to, ceteris paribus (Dorr and Hawthorne 2013: 27).79
This is a consequence of Lewis’s doctrine of reference magnetism,80 also known as ‘the
eligibility theory of meaning’, which (simplifying a bit) states that the referent of a term
T is whatever property (or object, relation, etc.) strikes the best balance of fit-with-usage
of T and eligibility, where properties are more eligible to the extent that they are more
natural.81 For instance, our word ‘green’ expresses the property being green, rather than

is not a problem for his more general conception of comparative naturalness as nongerrymanderedness in perfectly natural terms.
77
See Schaffer (2004) for discussion.
78
This section is phrased in extremely hedging terms, since I have no developed theory
of how to define many of the properties we want to countenance, and thus no developed
theory of what we need to take to be fundamental in order to so define them.
79
Unlike the connection between naturalness and fundamentality, this is a substantive
thesis that does not follow from the stated account of naturalness alone. For that reason, I
will spend more time in this section defending it.
80
See Lewis (1983; 1984), Sider (2011: §3.2), Weatherson (2013), Dorr and Hawthorne
(2013), and Dorr (2019: §4.7) for a discussion of reference magnetism.
81
This is indeed an oversimplification, both of Lewis’s actual view and of the most
plausible version of reference magnetism. On the first point, Weatherson (2013) argues
that on Lewis’s actual view, the connection between naturalness and word-meaning is
less direct, as naturalness first figures into his theory of rationality, which, through the
principle of charity, helps to fix mental content, which in turn fixes linguistic content. On
the second point, Hawthorne (2007), inspired by problems posed in Williams (2007),
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being grue, because, while both fit our usage of ‘green’ more or less equally well
(everything we’ve called ‘green’ so far has also been grue), the former is more natural
(and hence more eligible to be meant) than the latter. For the same reason, ‘pig’ means
pig rather than pig-in-my-immediate-vicinity or pig-I’ve-encountered-in-the-past (Sider
2011: 23). In this way, green and pig are easier to refer to than these alternative, much
less natural possible referents.
One might complain here that being grue does not in fact fit with our usage of
‘green’ as well as being green does, since fit-with-usage must take into account future
and counterfactual usage along with past and actual usage. In other words, the correct
interpretation of our terms must fit not only with what we’ve actually said, but also with
what we will say and would say. Since, if prompted, we would probably say things like,
“All emeralds are green, not only those discovered before 3000 AD,” this seems to
disqualify being grue from being the referent of ‘green’ on usage grounds alone.
However, the problem is that there is a possible referent for ‘emerald’, namely
gremerald—where an object is a gremerald iff it is an emerald and discovered before
3000 AD or a sapphire and not so discovered—and an interpretation that assigns grue to
‘green’ and gremerald to ‘emerald’ will achieve an equally high degree of fit-with-usage
as one that assigns green to ‘green’ and emerald to ‘emerald’, at least when it comes to
the linguistic dispositions we’ve considered so far. Of course, we can always try to find

argues that the twin constraints of fit-with-usage and naturalness cannot solve all
problems of radical indeterminacy on their own, and so reference magnetism should
rather be seen as merely a partial metasemantic theory, which claims that naturalness is
simply one of several reference-fixing constraints and needs to be supplemented by
others (perhaps causal constraints). I will return to this point soon when I respond to
some objections.
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other linguistic dispositions that would favor green (emerald, etc.) over grue (gremerald,
etc.), but, when we think holistically about interpretations of our entire language as a
whole, it will always be possible to find bizarre permutations on the intuitively intended
one that yield gruesome (and intuitively unintended) interpretations that nevertheless
achieve an equally high degree of fit.82
Lewis (1984) deploys the theory of reference magnetism in an attempt to solve
such problems of the indeterminacy of reference, including Putnam’s (1977) “Paradox”
(or “model-theoretic” argument) and Kripke’s (1982) Wittgenstein-inspired semantic
skepticism. In the former, we need some other semantic constraint besides charity
(roughly, making our assertions come out true) in order to rule out bizarre but truthpreserving permutations of the intuitively intended interpretation. In the latter, we need
some reason why ‘plus’ means plus rather than quus (where x quus y = x + y when x + y
< 57 and 5 otherwise), when both fit equally well our usage of ‘plus’ (i.e. there’s nothing
in our dispositions to apply this term that would favor plus over quus, or if there is,
simply change the example from quus to another “plus-like” function whose value for
arguments x and y diverges from that of plus at greater x, y). Lewis and other naturalness
enthusiasts solve this problem by appealing to naturalness.83 Putnam’s bizarre but truthpreserving permutations, including ones that assign quus to ‘plus’, are ruled out on
grounds of being too gruesome to serve as eligible meanings. However, with some extra
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This is related to the “Just More Theory” response to Putnam’s (1977) “modeltheoretic” argument, which I’ll discuss below.
83
Lewis does not assume that the naturalness constraint will remove all indeterminacy
from language, since there are forms of (non-radical) indeterminacy that are plausible
(e.g. some amount of semantic vagueness). He only intends to limit indeterminacy to
tolerable levels, since “the sensible realist won’t demand perfect determinacy” (Lewis
1984: 67).
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effort on part of the speaker (in terms of usage), our terms are capable of referring to such
gruesome referents, as my words (e.g. ‘grue’, ‘quus’, etc.) have done countless times in
this chapter. On the other hand, more natural properties tend to get referred to by default
(Lewis 1983: 54).
In the previous examples, naturalness serves as a “tie-breaker” to secure
determinate reference between possible referents that fit equally well with our usage of
some term. However, some enthusiastic partisans of the doctrine of reference magnetism
have suggested that eligibility can also “trump” fit-with-usage.84 These are cases in which
our term T refers to a property P rather than P¢, even though P¢ better fits our usage of T,
because P is much more natural than P¢. Possible referents that score highly on the
eligibility scale need not score as highly on the fit-with-usage scale in order to still be the
actual referents of our terms (i.e. in order to achieve the best balance of fit-with-usage
and naturalness). This means that making a term T refer to a natural property is less
sensitive (though not completely insensitive) to variations in our usage of T, again
making natural properties easier to refer to.
For example, Weatherson (2003b) argues that the Justified True Belief theory of
knowledge should still be considered a contender,85 despite Gettier’s (1963) apparent
counterexamples, since its truth would make knowledge a far more natural property (or
relation) than any theory that accounts for them.86 He rejects intuition “in those cases
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See, for instance, Weatherson (2003b) and Sider (2011: 32).
He eventually rejects this theory, but still for naturalness-related reasons (Weatherson
2003b: 20).
86
See Sider (2009; 2011), Edwards (2013b), and Mokriski (2020b) for similar arguments
in ontology, the metaphysics of truth, and normative ethics respectively. Each of these
theorists defends a (relatively) counter-intuitive theory by arguing that it secures a higher
degree of eligibility or naturalness than rival views (ones that fit usage better).
85
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where following intuition slavishly would mean concluding that some common term
denoted a rather unnatural property while accepting deviations from intuition would
allow us to hold that it denoted a rather natural property” (Weatherson 2003b: 20). Thus,
the eligibility theory allows for the possibility of somewhat mistaken intuitions in cases
like these—for instance, that whales are fish, or that the sun is not a star (Weatherson
2003b: 10). Metasemantic views that appeal only to fit-with-usage, on the other hand,
may need to, counter-intuitively, posit changes in meaning rather than prior mistaken
intuitions about meaning in such cases. Sider (2011: 32) also discusses how magnetism
can trump charity, especially for theoretical terms, or terms that are, intuitively, intended
to stand for joint-carving meanings. Even if we are more disposed to apply the theoretical
term ‘gold’ to instances of gold-or-fool’s-gold, it still means simply gold due to the
latter’s far superior naturalness (Sider 2001: 191).87
Another virtue of reference magnetism is that it can help explain why some
disputes are merely verbal and others are not (Weatherson 2003b: 7-9).88 When two
parties in a dispute use some term slightly differently (e.g. one party is disposed to apply
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There is an alternative way to interpret the trumping of fit-with-usage by naturalness.
Instead, it is one aspect of fit-with-usage (our intention to carve at the joints) trumping a
different one (our dispositions to apply the term to cases). In either case, naturalness
functions as a potentially overriding semantic constraint, rather than a mere tie-breaker. I
will revisit this alternative soon when I respond to some objections to reference
magnetism.
88
Several theorists have deployed the doctrine of reference magnetism to address the
Moral Twin Earth challenge to normative naturalism in metaethics, which is the problem
of securing shared reference of the term ‘right’ or ‘good’ for disputing parties. See
Horgan and Timmons (1991) for the problem, and see van Roojen (2006), Edwards
(2013a), and Dunaway and McPherson (2016) for the solution that appeals to reference
magnetism. Also, Sider (2009) appeals to reference magnetism to explain the possibility
of shared reference in ontology, in which many theorists use the term ‘exists’ quite
differently, though of course with an underlying core similarity (e.g. inference rules,
conceptual role, etc.).
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it to some case while the other is not), the term as used by each party doesn’t
automatically mean different things in their respective mouths, since meaning is not
entirely determined by fit-with-usage. If there is a reasonably natural property in the
vicinity of both parties’ usages (despite the slight differences), then the term will still end
up determinately referring to that property for both of them (since it will achieve the best
balance of fit-with-usage and naturalness for both of them) and thus they will avoid
talking past each other.89 On the other hand, if there is no reasonably natural property in
the vicinity, then perhaps even their slight difference in usage may be enough to make it
so different properties achieve the best balance for each of them, rendering their dispute
verbal.90
Although the doctrine of reference magnetism was introduced to solve certain
problems of (radical) referential indeterminacy, naturalness enthusiasts argue that it is no
mere ad hoc maneuver. Williams (2007) argues that reference magnetism follows from
general views about theory-choice and assumptions about comparative naturalness
(construed as simplicity in perfectly natural terms),
[Lewis’s reference magnetism] response should be seen as composed of
three moves. First, the correct semantic theory is the best one that counts
for the relevant data. Second, fitting with the data is but one kind of
theoretical virtue a theory can have; other virtues, such as simplicity, can
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I will discuss the connection between naturalness and verbal disputes much more in
Chapter 4.
90
I don’t mean to suggest that the naturalness constraint is the only way to secure shared
reference in cases like these. For instance, one aspect of usage includes our dispositions
to defer to the usage of others in our wider linguistic community or certain experts. See
Burge (1979) for discussion.
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make one theory better than another. Third, simplicity is to be (at least
partially) analyzed by appeal to objectively natural (“elite” or “sparse”)
properties (Williams 2007: 371).91
The idea is, our terms denote more natural properties because this is entailed by better
semantic theories, and such theories are better—in particular, simpler and less arbitrary—
in virtue of assigning simpler and less arbitrary referents.
Relatedly, Sider (2011) defends reference magnetism by attempting to derive it
from independently plausible assumptions about explanation,
…the crucial assumption of the derivation is that reference is an
explanatory relation—one can explain certain facts by citing what words
refer to. But if reference were given by a bizarre interpretation, then
reference-involving “explanations” would not in fact be explanatory, since
they would be cast in badly non-joint-carving terms. Hence reference is
not given by a bizarre interpretation (Sider 2011: 28).92
My reconstruction of Sider’s argument, which we can call ‘The Explanatory Reference
Argument’, is as follows:
The Explanatory Reference Argument
(ER1) Facts about reference tend to be relatively explanatory.
(ER2) Relatively explanatory facts do not contain relatively unnatural properties
as constituents.
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This connection between theoretical virtues and naturalness will play a central role in
Chapter 5, when I discuss the relevance of naturalness to the epistemology of philosophy.
92
I will briefly discuss this alleged connection between natural or joint-carving notions
and being explanatory in §2.7.
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(ER3) So, facts about reference tend not to contain relatively unnatural properties
as constituents.
(ER4) If facts about reference tend not to contain relatively unnatural properties
as constituents, then reference tends not to relate our words to relatively
unnatural properties.
(ER5) So, reference tends not to relate our words to relatively unnatural
properties.
The conclusion here is another way to state the doctrine of reference magnetism. Premise
ER1 is based on the plausible idea that we can explain certain patterns of our behavior in
terms of what certain words refer to. Premise ER2 is based on the idea that unnatural
properties don’t explain much. It’s not that they explain nothing at all—for instance,
earlier in this very chapter, I used the example of a sapphire discovered after 3000 AD
precisely because it is grue, so the unnatural property grueness (partially) explained my
behavior in using that example. But this is the exception that proves the rule. Unnatural
properties don’t explain anything about our ordinary behavior and only explain the
behavior of people like me who explicitly focus on the phenomenon of naturalness.
Finally, the idea behind premise ER4 is relatively straightforward: if a relation R relates x
to y, then facts about R—in particular, the fact that R relates x to y—contain x and y as
constituents.
No doubt many will take issue with certain premises one or both of the arguments
for reference magnetism that I’ve just discussed, as they make controversial assumptions
about theoretical virtues and explanation that need to be clarified and further defended.
I’m not saying these arguments are beyond reproach, but I do think they demonstrate that
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reference magnetism can be seen as an independently motivated doctrine (albeit from
assumptions that are far from trivial or uncontroversial) and not merely an ad hoc move
to avoid an implausible (and intolerable) level of semantic indeterminacy.
It is worth pausing here to briefly summarize the main points of this section
before I go on to address objections to reference magnetism. First, certain puzzles of
semantic indeterminacy show us that we need something other than fit-with-usage to help
fix the reference of our terms. Whatever this other element turns out to be, we can call it
‘eligibility’. Then, reflection on how these puzzles work shows that, intuitively,
eligibility just is naturalness (i.e. non-gerrymanderedness). After all, the intuitively
unintended candidate referents for a term that fit equally well as the intuitively intended
one are always highly gerrymandered (relative to it). For instance, it is the highly
gerrymandered nature of grue that makes it exactly like green up until a certain point
(and thus fit our usage very well) and then go haywire after (for cases we haven’t
considered or can’t consider). Thus, we identify naturalness as the added ingredient that
supplements fit-with-usage. Finally, we recognize that it is no coincidence that
naturalness plays this role, since naturalness is intuitively connected to theoretical virtues
like simplicity, non-arbitrariness, and being explanatory.
I will now turn to addressing common objections to reference magnetism. First,
one might object that the naturalness constraint is not necessary for solving the problems
of radical indeterminacy. Instead, we can simply appeal to certain aspects of fit-withusage, which includes the intentions we have to pick out certain things in the world rather
than others. For example, we presumably have the semantic intentions to have our terms
express more natural properties (as opposed to gruesome ones) and to express the same
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(reasonably natural) properties that our neighbors’ terms do. These aspects of fit-withusage must be balanced against other aspects, such as our dispositions to apply our terms
to cases, but perhaps they can still explain why ‘green’ refers to green over grue or why
‘morally right’ refers to the same property for both consequentialists and deontologists
who are part of the same linguistic community despite their differing usages. Thus,
introducing the controversial naturalness constraint as an independent referencedetermining factor in metasemantics would be unmotivated, as usage alone would
suffice.
However, this objection faces the “Just More Theory” response that challenges
many proposed solutions to Putnam’s (1977) model-theoretic argument.93 The problem is
that, rather than securing determinacy or shared reference, these solutions presuppose it.
According to the “pure usage” theory, our usage is supposed to fix our reference by
selecting an interpretation of our terms that makes a certain body of “meaningdetermining” sentences true—sentences such as “All bachelors are unmarried” and
“Torturing children is morally wrong (if anything is).” But we cannot secure determinacy
or shared reference simply by adding new sentences—for instance, “Our terms express
natural properties” or “Our terms express the same properties as our neighbors’ terms
do”—to that body of sentences, since we can still perform Putnam’s permutations and
find countless bizarre (and unnatural) interpretations on which the new body of sentences
comes out true without actually expressing natural properties or the same properties as
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See Putnam (1980: 18) for the original response, and see Taylor (1991) and Lewis
(1984: 224-225) for discussion. Like Lewis (1984: 222), I’ll follow Putnam in discussing
the problem as it applies to fixing the meaning of language, rather than to assigning
content to our attitudes, though the problem and the “Just More Theory” point could be
extended to cover the latter.
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our neighbors. If our total theory was indeterminate or equivocal before, we won’t
change that simply by adding to it—that would be “just more theory.” The naturalness
constraint does not function by making the sentence “Our terms denote natural
properties” come out true, but instead by making our terms denote natural properties
(Lewis 1984: 225).
Another reason why fit-with-usage on its own is not enough is that there may be
cases in which we would be ambivalent in our usage and yet it’s still plausible that our
terms secure determine reference. As Hirsch explains,
…the essential problem in the form presented by Lewis is how to
determine the correct interpretation of certain very complicated or difficult
sentences (say, in mathematics) when this cannot be settled by appealing
charitably to the judgments people (would) make about the sentences,
because people may find the sentences too hard to make any judgments
about them (Hirsch 2005: 95).
For instance, ‘plus’ means plus rather than quus, even for those who are terrible at
addition (and who live in a linguistic community with others who are also terrible at
addition), with no dispositions regarding how to apply ‘plus’ beyond a certain level.
Thus, we need some metasemantic constraint to supplement fit-with-usage if we are to
avoid implausible indeterminacy, and the naturalness constraint seems to address such
cases fairly well.
However, another objection to reference magnetism is that we can avoid positing
the naturalness constraint and yet solve the problem of radical indeterminacy by
appealing to a different metasemantic factor, for instance a causal constraint. According
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to such a constraint, the correct interpretation must be one that satisfies the right sort of
causal connection between our terms and things in the world.94 This could help explain
why ‘green’ expresses green rather than grue, insofar as the former but not the latter is
causally responsible for our utterances of ‘green’.
One problem with this solution is that it’s insufficiently general. It may work for
resolving indeterminacy for terms that express causally efficacious properties like
‘green’, but it won’t help for other terms like ‘plus’. And a unified solution would be
preferable—it certainly seems as though ‘green’ expresses green over grue and ‘plus’
expresses plus over quus for the same reason. Another problem is that the causal
constraint won’t always help secure shared reference between two linguistic communities
whose usage of a common term diverges; by contrast, the causal constraint may actually
hinder it. For instance, the Moral Twin Earth challenge in metaethics is the problem of
explaining how, for instance, a community of consequentialists and one of deontologists
could nevertheless express the same property by ‘morally right’, despite the fact that
distinct properties causally regulate their respective usages of that term (Horgan and
Timmons 1991). Several theorists (van Roojen 2006; Edwards 2013a; Dunaway and
McPherson 2016) have proposed reference magnetism as a solution, which demonstrates
how the naturalness constraint may succeed where the causal constraint cannot.
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Lewis (1984: 226-227) considers this but rejects it in favor of the naturalness
constraint. He does, however, think that an appropriate causal constraint will be
incorporated into fit-with-usage. Also, it is worth noting that the causal constraint itself
may ultimately require an appeal to naturalness, given the proposed connection between
naturalness and causation that I will briefly discuss below in §2.7. Thus, even in the
absence of reference magnetism, naturalness may still play a role in metasemantics.
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One final objection that I will discuss comes from Williams (2007). The problem
is that, by including the naturalness constraint in our metasemantic theory, we avoid
problematic indeterminacy but only at the cost of problematic determinacy. The worry is
that, since our world is so physically complex, and therefore the canonical definitions of
macroscopic properties are themselves quite complex, we may be able to find properties
of certain abstract mathematical models that are more natural (i.e. whose canonical
definitions are less gerrymandered) than these macroscopic properties. Given how
plentiful mathematical models and abstracta in general are, there may be systematic
(mis)interpretations of our terms according to which ordinary terms like ‘green’ and
‘gold’ denote properties of these abstract models in such a way that achieves an equally
high degree of fit-with-usage, given that lots of other terms in our language will be
similarly (mis)interpreted.95 These intuitively unintended interpretations will therefore
achieve a better balance of fit-with-usage and eligibility than the intuitively intended
ones. Thus, reference magnetism may secure determinate reference of our terms but to
the wrong things.
However, the solution to this problem involves recognizing what I mentioned in
note 81 above—namely, that the statement of reference magnetism as the view according
to which reference is determined by fit-with-usage and naturalness is somewhat of an
oversimplification and approximation. Rather, reference magnetism is more accurately
just a partial metasemantic view, according to which naturalness is one constraint among
potentially several others that help to fix reference. Adding an appropriate causal
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It may not be enough to include sentences like, “Only physical objects can be green or
gold,” in our meaning-determining body of sentences, since ‘physical’ may be similarly
reinterpreted. (Once again, that’s just more theory.)
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constraint as well as any other plausible metasemantic ingredients can help prevent the
highly eligible misinterpretations described above (Hawthorne 2007), since we aren’t
appropriately causally related to the highly natural mathematical properties.96 Throughout
this dissertation, I will continue to appeal to the “best balance of fit-with-usage and
naturalness,” though this should either be seen merely as an heuristic, or else “fit-withusage” should be taken to include all metasemantic factors other than naturalness
(including causal constraints, etc.).
Before moving on, I want to bring up one more distinction that may be useful for
those who are still skeptical of reference magnetism. Chalmers (2012: 3-4) distinguishes
two related views that he calls ‘strong reference magnetism’ and ‘weak reference
magnetism’. The former is the view I’ve described and defended in this section, that the
naturalness constraint is an independent reference-determining factor, while the latter is
the view I mentioned in passing, namely that naturalness helps to determine the correct
interpretation of our terms but only through our referential intentions. That is, according
to weak reference magnetism, we tend to denote more natural properties, but only
because we have a (defeasible) semantic intention to carve nature at its joints. I’ve argued
that we need strong rather than weak reference magnetism in order to solve the
metasemantic puzzles without falling prey to the “Just More Theory” response and other
objections, but suppose I am mistaken and weak reference magnetism is adequate. If so,
then most of the interesting metaphilosophical implications of reference magnetism that
I’ll be discussing in this dissertation will remain, since our terms still tend to express
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It is worth pointing out that the objections I raised against the causal constraint earlier
merely apply to its use as an alternative to the naturalness constraint, rather than as
supplementing it as I’m suggesting here.
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more natural properties (given that, in general, we intend them to). Thus, even those who
are hesitant to endorse strong reference magnetism should still be interested in the
consequences of this connection between naturalness and reference.

2.6 Non-Instrumental Theoretical Value
Reference magnetism is a purely descriptive thesis, namely that naturalness is a
reference-determining constraint, and, as a consequence, we tend to refer to more natural
properties. However, some naturalness enthusiasts have also defended a parallel
normative thesis, that naturalness is in some sense an aim of belief, conceptualization,
reference, or theorizing in general, and, as a consequence, we ought to think and speak in
more natural terms and seek knowledge about more natural matters.97 It will be helpful
here to separate two distinct evaluative claims: (VC) concepts (or terms) are more
valuable to the extent that they denote more natural properties, and (VE) knowledge (or
belief) is more valuable to the extent it is about more natural properties. I will henceforth
refer to the sort of value expressed in VC and VE as ‘conceptual ethical value’ and
‘epistemic value’ respectively,98 and use the broad label ‘theoretical value’ to encompass
them both (in contrast to practical value, such as is relevant to self-interest or morality).
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For a relatively neutral overview, see Dorr and Hawthorne (2013: 35-36) and Dorr
(2019: §4.9). Hirsch (1993), Sider (2011), and Hazlett (2017) are all proponents of some
version of this idea, though Hirsch (1993) thinks it’s difficult to justify. See Dasgupta
(2018) and Carballo (2020) for objections. This normative claim is one way of
interpreting Plato’s (Phaedrus 265e) statement that a “bad carver” misses the natural
joints.
98
Sider (2011: 73) refers to these ideas as ‘strong epistemic value’ and ‘weak epistemic
value’ respectively.
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On the conceptual ethical value of naturalness, Sider (2011: §4.5) claims that
there is something better about (interpreted) languages and conceptual frameworks that
carve nature at its joints (i.e. whose primitives denote more natural properties), at least in
the context of inquiry, and Hirsch (1993) claims that there seems to be something worse,
rationally-speaking, about alternative, bizarre possible languages whose primitive terms
express highly unnatural properties like grue.99 On the epistemic value of naturalness,
Sider (2011: §4.5) claims that it’s worse to believe non-joint-carving propositions in
contrast to joint-carving ones, and Hazlett (2017) argues that limning structure (i.e.
gaining knowledge about more natural matters) is an epistemic goal and constitutes a sort
of understanding. Furthermore, these theorists reject the idea that merely instrumental or
pragmatic considerations (e.g. convenience) can explain the rational worth of having
joint-carving concepts or beliefs;100 hence we might express the basic idea by saying that
naturalness has non-instrumental theoretical value—that is, in the context of theorizing,
naturalness is valuable for its own sake.
Here is a brief sketch of Sider’s (2011: 61-62) main argument for the conceptual
ethical value of naturalness.101 The act of theorizing, which involves both belief-
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Though it might be misleading to count Hirsch among naturalness enthusiasts, since he
(2013) opposes Sider’s (2009) suggested applications of naturalness in metaontology,
including the “revolutionary strategy” according to which we ought to change the
meaning of ‘exists’ so that it expresses a more natural quantifier meaning. I will discuss
this move in Chapter 6, but see Korman (2015: Ch. 6) for discussion. Also, while Hirsch
(1993) agrees that it is highly intuitive that we ought to speak a language with more
natural primitives, or at least avoid unnatural ones, he thinks this intuition is difficult and
maybe even impossible to justify.
100
Carnap (1950), for instance, famously argued that certain ontological disputes
ultimately boil down to a choice of linguistic frameworks, but that it is at most pragmatic
considerations that bear on such a choice.
101
I will discuss this argument in greater detail in Chapter 6.
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formation and conceptualization, has as a constitutive aim conformity to the world.
(Perhaps we should add that this aim primarily applies in the context of a certain sort of
inquiry in which pragmatic constraints like convenience or ease of communication are
relaxed.) Having beliefs that are true is just one way of conforming to the world. Another
way is to have one’s concepts carve nature at its joints. Given that reality has an objective
structure (i.e. less-than-perfectly natural properties definable in terms of perfectly natural
ones) and our conceptual framework has a structure (i.e. complex concepts defined in
terms of certain primitives), “full conformity to The World,” as Sider (2011: 62) puts it,
requires that the latter match the former. Thus, the inquirer does better qua inquirer
insofar as she represents the world both accurately and on its own terms.
Hirsch’s (1993) attempt at justifying the conceptual ethical value of joint-carving
focuses instead on the connection between naturalness and similarity (rather than
fundamentality). He notes that a term like ‘gricular’ (which, recall, refers to the property
being green or circular) seems like a poor choice for a primitive, even in a language with
other primitives that together allow for equal expressive power, since gricular things are
not really similar to one another or don’t have much “genuine” in common. Though he
does not explicitly put it this way, we might think that an aim of conceptualization is
marking genuine similarities in nature (and distinguishing things that are genuinely
different), and hence the concepts that we use to carve up reality should not express
(relatively) unnatural ones, which fail badly at this aim.
Hazlett (2017) marshals some intuitive examples in defense of the epistemic value
of naturalness and offers an account of such value, namely that there is a distinctive
propositional attitude that he calls ‘theorizing’, which is just like belief except that it has
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naturalness in addition to truth as a built-in (i.e. constitutive) aim. Correct theorizing, or
theorizing that p where p is both true and (relatively) natural, constitutes a sort of
understanding. For example, suppose Noah, a brown spider monkey, has been drawn with
a very fine camelhair brush, and consider the two following true propositions: (P1) that
Noah has been drawn with a very fine camelhair brush, and (P2) that Noah is a brown
spider monkey (Hazlett 2017: 2). Independent of instrumental concerns, knowing P2
seems more valuable than knowing P1, since being a brown spider monkey is a
(relatively) natural property in contrast to being drawn with a very fine camelhair brush.
Similarity, knowing whether neutrinos have mass seems more valuable than knowing
several phone numbers out of a phonebook (Dorr and Hawthorne 2013: 35), and knowing
the grounds of moral permissibility seems more valuable than knowing a list of
permissible actions that occurred on some random day.
Even if one finds plausible the idea that naturalness has this sort of noninstrumental theoretical value, some philosophers have worried about some of the details,
including how this sort of rationality or normativity is supposed to balance against more
familiar sorts typically discussed in epistemology (e.g. that we ought to believe truly, in
accordance with our evidence, etc.). While it’s plausible that, in the context of inquiry, a
few true beliefs about (more) fundamental matters seem more non-instrumentally
valuable than many true beliefs about phone numbers from a phone book—assuming we
are on board with recognizing any such non-instrumental value—it’s unclear how to
weigh unnatural false beliefs against natural false ones. It may seem as though the
assumption that joint-carving beliefs are more valuable commits us to saying that having
one false belief about a fundamental feature of particles is better than having many false
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beliefs about strangers’ phone numbers, but some find this counterintuitive (Dorr and
Hawthorne 2013: 36). Likewise, it won’t always be clear which of two communities is
overall better with respect to theoretical rationality, one whose beliefs are very inaccurate
and not in accordance with their evidence but with a reasonably natural language and
conceptual framework or one with very accurate beliefs well-supported by evidence but
with one of Hirsch’s (1993) bizarre, gruesome languages and conceptual frameworks.
However, to address worries like these, I think it is preferable to think of the sort
of theoretical value that naturalness has as of a distinct sort from, and not necessarily
commensurate with, the theoretical value of truth (and other sorts of value more typically
discussed in epistemology). False beliefs about neutrinos really are better, by the standard
of naturalness, than false beliefs about phone numbers, even if they are worse in another
sense, in virtue of taking us further from true beliefs about neutrinos (which false beliefs
about phone numbers don’t do). Furthermore, this idea that different sorts of value can be
incommensurate is already plausible in other contexts. Consider the optimist who
believes that she will recover from an illness (and receives health benefits from such a
belief) despite compelling evidence that she won’t.102 It seems plausible to say that her
belief is good with respect to one sort of rationality, namely practical, but bad with
respect to another, namely epistemic, and there may be no fact of the matter (or perhaps
no determinate fact of the matter) about whether the belief is good or bad overall or
simpliciter. I think we should say something similar about the subject who forms true or
justified beliefs using unnatural concepts or about unnatural matters; their beliefs are
good with respect to truth- or evidence-based rationality but bad with respect to
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Thanks to Dan Korman for this example.
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naturalness-based rationality, and there may be nothing (determinate) we can say about
their rationality overall or simpliciter.
Another objection to the theoretical value of naturalness is based on the idea that
it is implausible to think that concepts from and beliefs about fundamental physics are
always better than concepts from and beliefs about higher-level domains, such as matters
investigated in the special sciences or parts of philosophy. And yet, assuming the former
are more natural, a believer in the conceptual ethical value of naturalness may be
committed to that claim. However, I think that this worry is less problematic when we
think about the fact that there are different ways for concepts and beliefs to be
theoretically valuable other than being natural, and many of these ways are context- or
interest-dependent. Given our interests or the contexts we are in when theorizing about
such domains, the concepts from and beliefs about fundamental physics will be relatively
useless, in spite of their superior naturalness. Thus, we can maintain that more natural
concepts and beliefs are always better with respect to one theoretical standard without
saying that they are always better simpliciter.
Furthermore, when evaluating concepts or beliefs with respect to naturalness, we
are typically not comparing all possible concepts and beliefs whatsoever, but only the
“available options” from a small set of similar ones. For example, Sider (2009) argues
that we should use ‘exists’ to express the most natural “existence-like” concept, where a
concept counts as such only if it satisfies certain constraints (including an inferential
role), and the concept of being negatively charged certainly does not qualify as
“existence-like” however natural it may be. By analogy, when we see a stranger drop a
five-dollar bill and we begin to evaluate possible courses of actions (e.g. return it, keep it
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and spend it on ourselves, donate it to charity, etc.), it wouldn’t make much sense to
compare any of these options with an action in completely different circumstances, like
wading into a pond to save several drowning children. While the latter action may
technically be better (practically-speaking) than any of the former actions (in virtue of,
for instance, preventing more overall harm), it’s not one of the “available options” in the
original context, so its betterness (with respect to the harm-reduction standard) is
irrelevant when it comes to the practical question of what to do in the original scenario.
Similarly, the fact that being negatively charged may be better (with respect to the
naturalness-standard) than certain candidates for ‘exists’ is irrelevant when it comes to
the conceptual ethical question of what we should mean by ‘exists’.
One final skeptical concern about the theoretical value of naturalness that is worth
addressing comes from Dasgupta (2018). He argues that naturalness enthusiasts owe us
some explanation of the theoretical value of naturalness and that this is something on
which they cannot deliver. The justification for this latter claim is based on the idea that,
for any proposed explanation of why naturalness is valuable, we can turn our attention to
an unnatural alternative to naturalness, or graturalness—being grue, for instance, is more
gratural than being green—and ask why naturalness is more valuable than graturalness.
We might answer, “Because the natural properties are the fundamental ones, or the ones
that make for similarity, or fix reference, or figure in the laws, etc.”103 But the skeptic can
respond, “So what? The gratural properties are the grundamental ones, or the ones that
make for grimilarity, or fix greference, or figure in the graws, etc.” In other words, for
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See the next section for a brief discussion of the connection between naturalness and
lawhood.
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every feature of naturalness that might explain why it’s valuable, the skeptic can point to
a corresponding gratural feature of graturalness. And the naturalness enthusiast cannot
explain why the natural features of naturalness are good-making while the gratural
features of graturalness are not by appealing to the value of naturalness, or else the
original explanation of the value of naturalness would be circular.
In response, I will first say that I don’t think I can convince someone who is
skeptical of non-instrumental value in general that naturalness has non-instrumental
value. However, if we accept that some things have non-instrumental value, or are worth
promoting for their own sake—for instance, perhaps pain-avoidance has non-instrumental
practical value and truth has non-instrumental theoretical value—then I think the noninstrumental theoretical value of naturalness is no worse off. As Dasgupta (2018: 294)
himself admits, evaluative explanations must stop somewhere, and some places are more
plausible than others. For instance, many find the non-instrumental badness of pain or the
non-instrumental goodness of truth to be plausible stopping points—contrast these with
the implausible claims that having money is non-instrumentally good or having beliefs
about orange things is non-instrumentally bad. Similarly, I think, pace Dasgupta (2018),
that naturalness is another instance of something non-instrumentally valuable, where this
value has no further evaluative explanation.104 Just as experiencing the difference
between pleasure and pain is enough to convince us of the brute practical value of
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I say that it has no evaluative explanation, rather than no explanation simpliciter, since
the former (unlike the latter) does not commit us to the fundamentality of evaluative
facts. For instance, eating unhealthy food may be bad because it tends to lead to pain, and
the badness of pain may have no further evaluative explanation. However, it still may
have some non-evaluative explanation in the form of a metaethical reductionist thesis
(e.g. that the property being bad is identical to the property being painful).
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pleasure over pain, understanding the difference between, say, green and grue should be
enough to convince us of the brute theoretical value of natural concepts over unnatural
ones. We can further motivate this idea by giving more intuitive examples or discussing
the intimate connection between naturalness and fundamentality or similarity,105 but it is,
according to the view in question, a brute evaluative fact—an evaluative fact that is not
explained by any other evaluative fact—that natural concepts and beliefs are better than
unnatural ones. Of course, the skeptic can reject this view, just as the skeptic can reject
the non-instrumental badness of pain or the non-instrumental goodness of truth, but the
inability to convince the skeptic is something shared by proponents of any view
whatsoever.
If we accept that the non-instrumental theoretical value of natural concepts and
beliefs has no further evaluative explanation, then the circularity worries disappear. Why
is the concept of naturalness better than the concept of graturalness, and why are beliefs
about naturalness better than beliefs about graturalness? Because the former concepts and
beliefs are more natural than the latter, and, according to the view in question, it is a brute
evaluative fact that more natural concepts and beliefs are better than less natural ones. To
see a problematic sort of circularity here is to make a use/mention mistake. Just as there
is no problematic circularity with the explanation that true beliefs about truth, or
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I am not suggesting that naturalness is valuable because of its connection to
fundamentality or similarity, since, on my account, naturalness just is (a sort of)
fundamentality and similarity is analyzed in terms of naturalness. Saying that our
concepts should pick out more fundamental properties and not pick out ones that make
for barely any genuine similarity is in some sense equivalent to saying that they should
pick out more natural properties and not pick out unnatural ones, hence we can’t explain
the latter claim by the former—after all, explanation is irreflexive (i.e. nothing explains
itself).
65

involving the concept of truth, are better because they’re true, there is no problematic
circularity with the explanation that natural beliefs about naturalness, or involving the
concept of naturalness, are better because they’re natural.
One final thing worth mentioning here that may somewhat ease the skeptic’s mind
is that, even if we accept that naturalness has non-instrumental theoretical value, and that
we should form natural concepts and beliefs, this in no way commits us to rejecting the
claim that graturalness has non-instrumental theoretical gralue, and that we grould form
gratural concepts and beliefs (though it does commit us to thinking that such beliefs and
the concepts therein are inferior (but not grinferior)). We can accept both these claims
about natural things and their unnatural counterparts. As Dorr and Hawthorne (2013: 7374) discuss in a slightly different but similar context, this admission does not make us a
closet Goodmanian.106 Natural concepts and beliefs really are (Pound table!) noninstrumentally valuable—which is a claim that no true Goodmanian would accept—even
though gratural concepts and beliefs really are (Stomp foot!) non-instrumentally
graluable. Furthermore, the above claims are objective. Some conceivable (but very
weird, from our perspective) communities of subjects care about what’s graluable and
about what they grould do, and so they theorize with an aim towards graturalness rather
than naturalness.107 But, despite the fact that they are satisfying their aims (achieving
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This sort of theorist, named after Goodman (1955), rejects claims such as that any
properties are objectively more significant than any others or that anything is genuinely
or objectively similar to anything else. See n. 113 below for more discussion.
107
This community seems similar to one with an “inverted” view of moral or practical
value—for instance, one whose members aim towards causing pain (for themselves and
others) and avoiding pleasure. The mere conceivability of such a bizarre community
seems no threat to the non-instrumental badness of pain, and so the mere conceivability
of the graturalness-aiming community should be no threat to the non-instrumental value
of naturalness.
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what’s graluable and doing what they grould do), these subjects still are missing out on
what’s valuable and not doing what they should do.

2.7 Miscellaneous Roles
The above connections between naturalness and other phenomena are those that I
take to be the most relevant to the application of naturalness to metaphilosophical issues
and therefore those to which I will appeal throughout this dissertation. There are other
connections that naturalness enthusiasts have proposed, which seem less relevant (or at
least, not directly relevant). I will briefly discuss some of these here, without going into
great detail.
First, there is a proposed connection between naturalness and explanation (Sider
2011: §3.1). The joint-carving notions are explanatory while non-joint-carving notions
are unexplanatory, such that explanations cast in less natural notions like that of being
grue are inferior.108 If the relevant sort of explanation is distinctively “metaphysical,”
then we have already noted this connection in §2.2, where we discussed the connection
between naturalness and fundamentality, which is intimately tied to metaphysical
explanation (i.e. more fundamental entities metaphysically explain less fundamental
ones). On the other hand, if it is scientific explanation (or some other sort) then this may
follow from the proposed connection between naturalness and lawhood or causation.
According to Lewis’s (1973b) analysis of lawhood, laws are generalizations in the
deductive system that best balances strength and simplicity when stated in the canonical
language (all of whose primitives denote perfectly natural properties). Without the
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See Taylor (2016: 321-324) for objections to this proposed connection.
67

naturalness constraint here (i.e. the restriction to the canonical language), strength and
simplicity would be too easy to come by.109 We could take any massively complex theory
T in one language and concoct a new language with a single predicate ‘F’ that expresses
the gerrymandered property being such that T is true and then have a single law,
“Everything is F,” that achieves the same degree of strength as T but with much greater
simplicity. Clearly such simplicity would be illegitimately obtained; hence we need the
naturalness constraint to block moves like this. A consequence of this account of lawhood
is that natural properties “figure in” the laws of nature, which may further support Sider’s
claim that joint-carving notions are explanatory.
Some accounts of causation may also need to appeal to naturalness, according to
Lewis (1983: 368). Certain theories of causation attempt to reduce it to a form of
counterfactual variation. For instance, according to Lewis’s (1973a) view, possible event
E causally depends on (distinct) possible event C iff were C to occur E would occur, and
were C not to occur E would not occur.110 Such events consist in certain objects
instantiating certain properties at certain times. However, unnatural properties seem
causally irrelevant, despite the fact that their instantiation can counterfactually vary with
events that take place in a way that is sufficient for causation according to the above
account. For example, despite the fact that whenever I look at a grue emerald I will have
certain (greenish) sensations, it is not its grueness that is causally responsible for these
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See Lewis (1983: 367) for the original argument and Sider (2011: 21) for a
reconstruction.
110
This simple view faces a great many objections. See Menzies and Beebee (2019) for
discussion. Lewis (2000) comes up with a revised account to answer objections, but the
original account is simpler to state and sufficient for my purposes here, namely
demonstrating the need to appeal to naturalness (which is still present in the updated
account).
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sensations but its greenness (Sider 2011: 34). Thus, the counterfactual account and
perhaps other accounts need to be restricted to relatively natural events (i.e. objects
instantiating relatively natural properties). Again, this might give us another reason to say
that natural properties are explanatory, this time with respect to causal explanation.111
Finally, it is worth mentioning the connection between naturalness and
induction.112 Goodman (1955) notices that observations of green emeralds confirm the
generalization that all emeralds are green, whereas observations of grue emeralds do not
confirm the generalization that all emeralds are grue, since there is a large class of
emeralds that are not grue, namely any one not discovered before 3000 AD. In general,
observations of Fs that are G only confirm the generalization that all Fs are G if ‘F’ and
‘G’ carve reasonably well at the joints (Sider 2011: 35), presumably due the connection
between naturalness and similarity.

2.8 Naturalness Skepticism
As the above demonstrates, the proposed theoretical role of naturalness is quite
ambitious. Naturalness is almost like a god—an admittedly costly explanatory posit that
is supposed to be well worth it, “earning its keep,” as Lewis would put it, by solving
philosophical problem after problem. And just as theists have pesky atheists poking holes
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As I mentioned back in §2.5, the role of naturalness in a theory of causation may give
naturalness further relevance to metasemantics, apart from its role in reference
magnetism, given that causal constraints are popular (Sider 2011: 42).
112
Weatherson (2013: §1) argues that the sort of naturalness that is relevant to induction
may be distinct from the sort that plays the more distinctively metaphysical roles, though,
for what it’s worth, I think some of his arguments can be resisted on the account of
naturalness outlined in this chapter. However, this dispute won’t matter for the purposes
of this dissertation, since I won’t be appealing to the role that naturalness may or may not
play in induction.
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in their posit, naturalness enthusiasts face something similar, as many philosophers are
skeptical in some way or other about the notion of naturalness. Strong forms of
naturalness skepticism doubt the intelligibility of the notion, or else claim that it is an
empty concept, there being nothing in the world that answers to it.113 Weaker forms of
naturalness skepticism accept that there is some relation, or some ranking of properties,
that performs at least part of the role that naturalness is supposed to play (perhaps that of
fundamentality or similarity-making), while either doubting some of the more speculative
parts (perhaps reference magnetism or its non-instrumental theoretical value) or else
suggesting that no single relation plays all the roles naturalness is supposed to play.114
The purpose of this dissertation is to explore and defend the uses to which
naturalness can be put in metaphilosophy, given its proposed theoretical role. For this
reason, I am assuming at the outset a fairly strong form of naturalness enthusiasm (while
acknowledging the controversiality, and hence speculativeness, of this assumption). I will
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One of the strongest forms of naturalness skepticism, the denial that anything is
genuinely or objectively similar to anything else (which might appropriately be
considered a rejection of naturalness altogether, given the intimate connection between
naturalness and similarity), is often attributed to Goodman (1955). For instance, Dorr and
Hawthorne (2013: 41) call this sort of view ‘Goodmanian crypto-idealism’, while making
it clear that there are much more subtle (and plausible) grounds for naturalness
skepticism. Taylor (1993) is one theorist who seems to embrace this rejection of genuine,
objective similarity along with traditional Lewisian naturalness; he offers a so-called
“vegetarian”, or theory-relative, naturalness substitute that may be more palatable to
some naturalness skeptics, given that on most accounts, naturalness is supposed to be an
objective phenomenon (i.e. independent of our minds, theories, languages, etc.).
114
Dorr and Hawthorne (2013) give perhaps the most comprehensive treatment of
naturalness skepticism, although it might be misleading to call them both ‘naturalness
skeptics’ without qualification, as they seem to endorse certain key portions of the
naturalness role. They argue that the most promising lines of attack for the naturalness
skeptic, and the most pressing obstacles that need to be faced by the naturalness
enthusiast, are the apparent tensions between various parts of the naturalness role. See
Dorr and Hawthorne (2013: 36-52) for a thorough discussion of such tensions.
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therefore not argue much for the core tenets of naturalness enthusiasm (e.g. that there is
such a thing as genuine similarity, that claims about the definability of properties are
intelligible and some are true, that reference is not radically indeterminate, etc.), beyond
what I’ve done in this chapter and some brief remarks in subsequent chapters. Thus,
thoroughgoing naturalness skeptics can read this dissertation as atheists would read a
work in theology.

2.9 Chapter Summary: Metaphysical Naturalness
In this chapter, I have given a thorough introduction to metaphysical naturalness,
paying closest attention to the aspects of naturalness that are relevant to metaphilosophy.
I have stated my account of naturalness, which is more or less the traditional Lewisian
account, and defended it against common objections. I have also discussed and defended
several significant (and controversial) roles that naturalness is supposed to play. In the
chapters of Part II, I will explore and defend various implications that claims about
naturalness have when it comes to issues in metaphilosophy. Then, in the chapters of Part
III, I will defend some concrete applications of these implications.
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Part II
Connections
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Chapter 3: Naturalness in the Metaphysics of Philosophy
In this chapter, I will discuss and defend several connections between naturalness
and issues in the metaphysics of philosophy. When considering any philosophical
domain, there are at least three metaphysical issues whose resolution depends partly on
the naturalness facts, given certain assumptions about naturalness. The first is the issue of
nihilism, or the ontological component of error theory, which says that there are no facts,
properties, or other relevant entities corresponding to that domain. The second is the issue
of reductionism, or whether the facts (properties, truths, etc.) of that domain are
irreducible (i.e. fundamental) or instead reducible to those of another domain. The third is
the issue of objectivity, or, assuming the facts of that domain are non-fundamental,
whether or not they are reducible to facts about our attitudes or judgments.
Each of these issues, I claim, is connected to naturalness in such a way that
conclusions about the (non)existence, (non)fundamentality, or (non)objectivity of certain
purported facts can be supported by premises about the (un)naturalness of certain
properties. As stated above, the purpose of this chapter is to explore and ultimately
demonstrate these relationships. Towards that end, I will develop several argument
schemas for these metaphilosophical positions,115 whose premises reference naturalness
in various ways. Later, in Part III of this dissertation (“Applications”), I will argue for the
unnaturalness of certain properties (those corresponding to semantically vague and first-
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As I discussed in Chapter 1, I count (non)existence theses as metaphilosophical when
their targets are described by way of reference to some first-order philosophical domain
and they aid in our understanding of the theorizing that goes on in that domain. So, while
I exclude theses about, for example, the existence of tables and chairs or properties in
general, I include those about the existence of moral properties or aesthetic properties in
particular. However, as I said before, whether to count some claim as metaphilosophical
is mainly a matter of bookkeeping.
73

order pluralistic theories), which will go part of the way in defending particular instances
of these schemas. However, to state the obvious, conclusively settling the issues of the
existence, fundamentality, and objectivity of all manner of philosophical (purported) facts
(moral, epistemic, ontological, etc.) is far beyond the scope of this dissertation.
The connections between naturalness and metaphysical issues I will defend are
the following. First, we sometimes have very strong semantic intentions that a certain
term denotes a natural property, and when the world fails to cooperate in providing one
(that otherwise fits well enough with usage), this can result in the term failing to refer,
supporting a thesis of nihilism about the alleged phenomenon. Second, when a property
exhibits signs of unnaturalness, such as failing to make for genuine similarity/difference
or not being a strong reference magnet, this supports the reductionist thesis that the
property is non-fundamental and hence reducible to more fundamental properties. Third,
whether a term denotes an objective property (i.e. one not reducible to facts about our
attitudes) depends on whether there is an objective property that achieves a higher
balance of fit-with-usage and naturalness than a certain non-objective property, one that
is “tailer-made” to achieve a decent balance itself.
My plan for the chapter is as follows. In §3.1, I will develop an argument schema
for nihilism about some domain and discuss the way in which considerations of
naturalness can support that conclusion. In §3.2, I will discuss how naturalness bears on
whether the facts or properties of some domain are fundamental and develop an argument
schema for each position on the matter. Finally, in §3.3, I will discuss how naturalness
bears on the issue of whether some domain is objective and once again develop two
argument schemas for each position.
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3.1 Nihilism
When should we say that a particular philosophical domain of inquiry has fallen
into systematic error, such that all of its claims (except those stated in negative terms)116
are false due to the fact that they presuppose the existence of purported facts, properties,
or other entities that do not in fact exist?117 While there may be many reasons to adopt
such an error theory—that is, a view that attributes the above systematic error to some
domain—in this section I will consider only those reasons that are tied to considerations
of naturalness. In particular, our usage of a certain theoretical term T,118 or our semantic
intentions regarding it, may be such that nothing can count as its referent unless it both (i)
satisfies (i.e. makes true) certain core platitudes involving the term, where satisfying
these platitudes is a crucial part of fit-with-usage, and (ii) is sufficiently natural, where
what counts as “sufficient” depends on the context.119 If there is no such property
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For instance, even if witch discourse is systematically in error due to the nonexistence of witches, a sentence like “Some people are muggles,” is still true, since
‘muggle’ (a term from the Harry Potter series) is defined as a non-witch person.
Similarly, in metaethics, if the property being wrong doesn’t in fact exist, a sentence like
“Abortion is permissible,” may still be true if ‘permissible’ is defined as not being wrong
(though it may lack truth-value instead). Additionally, other complex sentences may
come out trivially true (e.g. “If infanticide is wrong, then abortion is wrong”).
117
Alternatively, one might hold that all such claims lack truth-value, rather than being
false. However, if so, we would still say the domain is in systematic error, so the
metaphilosophical result would be similar. I will ignore this alternative here.
118
By ‘theoretical term’, I mean simply a term whose application (in the relevant context)
is central to theorizing about some domain. So, for instance, ‘exists’, ‘permissible’, and
‘justified’ are theoretical terms corresponding to the domains of ontology, ethics, and
epistemology respectively. I restrict my discussion here to theoretical terms simply
because it is more likely that we have the relevant naturalness intention for such terms
than for ordinary conversational terms.
119
This sort of invocation of naturalness in metasemantics is not the same as reference
magnetism (though, as I mentioned in §2.5, it’s what Chalmers (2012) calls ‘weak
reference magnetism’). The semantic intentions that the referent of T be sufficiently
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(relation, etc.) that meets both these conditions, then T fails to refer, and consequently all
(non-negative) claims involving T are false (assuming T purports to refer).120
I will now develop this line of thought into an argument schema for the schematic
conclusion that theoretical term T fails to refer:
The Argument from Non-Negotiable Naturalness
(NN1) T refers only if T refers to something sufficiently natural.
(NN2) T does not refer to something sufficiently natural.
(NN3) So, T does not refer.
When T fails to refer, and when it purports to (i.e. when non-cognitivist or similar
interpretations of T are incorrect), this entails an error theory about the T-involving
theory. Hence, this schema demonstrates how premises about naturalness can support
nihilism and an error theory about some domain of discourse. I will now discuss and
clarify each premise.

natural fall under the fit-with-usage constraint rather than the eligibility constraint (on
which naturalness attracts our reference independent of our intentions). We could reject
reference magnetism and yet still intend that our terms carve at the joints. Likewise, we
could lack this intention, and our terms will still tend to carve at the joints if reference
magnetism is applicable.
120
Throughout this discussion, I will assume that all of the relevant theoretical terms
purport to refer (i.e. they function to express properties), so that nihilism about some
domain entails an error theory, since failure to express properties entails malfunctioning
and therefore systematic error. However, there may be some cases in which some form of
non-cognitivism is plausible, which is the view that the relevant terms function in some
way other than attributing properties or expressing truth-apt beliefs—perhaps they instead
express our desires or intentions. See van Roojen (2018) for discussion of cognitivism vs.
non-cognitivism. If non-cognitivism is true of some domain, then nihilism does not
commit us to an error theory, since the failure to express (genuinely existing) properties
does not mean the discourse is not functioning properly or is in any sort of systematic
error.
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Schematic premise NN1 says that T refers only if T refers to something
sufficiently natural. The term ‘sufficiently’ is purposefully vague, and it can be
precisified depending on what “degree” of naturalness we’re looking for, though this talk
of “degrees” should not be taken too literally but rather as shorthand for claims about
comparative naturalness. First, by ‘sufficiently natural’, we might mean perfectly natural
(i.e. absolutely fundamental). Second, we might mean more natural than all other
candidates for that term, such that there is a “metaphysically privileged” candidate
referent. Third, we might mean at least reasonably natural, enough to guarantee genuine
similarity between its instances (assuming it’s a property). In what follows, when I
discuss the motivation for each premise, I’ll precisify ‘sufficiently’ where appropriate.
NN1 can be defended when we have what I’ll call ‘non-negotiable semantic
intentions’ that T’s referent, if it has one, be sufficiently natural (in the intended sense).
Let us say that our semantic intentions regarding some term are non-negotiable when
their satisfaction is a necessary condition for that term’s referring.121 So, for example,
many people arguably have non-negotiable semantic intentions that the term ‘god’ denote
genuinely existing supernatural persons, rather than fictional or mythological characters,
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When I speak of our semantic intentions, I mean our collective, linguistic communitywide semantic intentions considered as a whole, since whatever personal intentions any
individual has regarding some term, she typically intends it to refer to the same thing as
everyone else in her linguistic community. See Burge (1979) on such semantic deference
to the community. Thus, arguably no personal semantic intentions would ever be nonnegotiable in my sense, since no matter how strongly any individual intends her term to
refer to something, if she discovers that her entire linguistic community uses it
differently, her deference to the community would arguably outweigh her personal
intentions in determining the term’s referent (even as expressed by her). For instance, if I
very strongly intend that ‘Sarah Smith’ refers to that person [pointing], but everyone else
in my community uses that name to refer to someone else, the term (even in my own
mouth) arguably refers to the someone else in spite of my strong personal intentions to
the contrary.
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so even if there exists such a character with features (according to the fiction) otherwise
extremely similar to those typically ascribed to gods, such that it otherwise fits their
usage extremely well, the term ‘god’ still will not refer to it. According to such
intentions, nothing can be referred to by the term ‘god’ unless it is a genuinely existing
supernatural person, and thus if no such being exists, ‘god’ fails to refer to anything.
Similarly, theorists may use some theoretical term, for instance ‘exists’ or ‘good’, in such
a way that nothing can be its referent unless it is sufficiently natural. I’ll soon survey
some reasons for thinking this is the case for certain philosophical terms.
Schematic premise NN2 says that T does not refer to something sufficiently
natural. To defend such a premise, one could first show that there are certain core
platitudes involving the term whose satisfaction is non-negotiable, because they are a
crucial part of what determine its meaning, and then show that nothing sufficiently
natural can satisfy them. This is part of what I hope to accomplish in Part III. For
example, in Chapter 7, I will argue that semantically vague terms denote neither perfectly
natural properties nor properties that are more natural than certain surrounding
candidates, and so if the core platitudes governing the meaning of a term entail that it’s
semantically vague, then, if my Chapter 7 arguments are sound, such a term fails to
denote a sufficiently natural property (in either of these two senses). Similarly, any other
considerations that entail the relative unnaturalness of that property, such as the fact that
it doesn’t make for much genuine similarity, would do instead.
I will now motivate some instances of schematic premise NN1 from first-order
philosophy by referencing philosophers who could plausibly be interpreted as endorsing
such instances. These theorists seem to be expressing strong semantic intentions that
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certain philosophical terms denote properties that are sufficiently natural (in various
senses of ‘sufficiently’), though whether the strength of these intentions rises to the point
of being non-negotiable is an open question. While I will motivate instances of NN1, I
will leave the corresponding instances of schematic premise NN2 undefended in this
chapter, since the bulk of Part III of this dissertation is dedicated to defending the
(relative) unnaturalness of certain sorts of properties.
First, some philosophers arguably have strong intentions that certain terms
express perfectly natural properties.122 Consider the term ‘good’ (or any other core
normative term) from moral philosophy or normative theory more broadly. Moore (1903:
58) famously argued that ‘good’ is “simple” and “indefinable”. It is controversial exactly
how this thesis should be interpreted, and whether his arguments for it are successful, but
his work spawned a popular position in metaethics, sometimes called ‘Moorean nonnaturalism’, according to which moral properties are sui generis, not reducible to more
familiar “natural” properties (in this context ‘natural’ does not mean joint-carving but
something more like empirical, or subject to scientific investigation). Huemer (2005), a
modern proponent of the view (though he calls it ‘intuitionism’), agrees that “… ‘good’
seems to us to refer to something of a fundamentally different category from natural
properties…” (Huemer 2005: 95). Both Moore and Huemer seem confident that any
proposed reduction of ‘good’ is doomed to fail; on their usage, the term purports to
denote a fundamental feature of reality,123 even at the cost of taking on such a
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While I am speaking of the personal semantic intentions of certain philosophers here,
these philosophers don’t see themselves as idiosyncratic in their usage but instead as
faithfully representing the semantic intentions of their wider linguistic community.
123
Huemer, for instance, says that moral properties like being good are, according to the
view he defends, “irreducible” (Huemer 2005: 6). He also calls his view ‘dualist’,
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burdensome ontological commitment and the epistemological worries that may
accompany it.124 If they are prepared to take on these (alleged) costs, then they may also
be prepared to take on the risk of reference failure (and hence error theory) if there is no
fundamental property in the vicinity.125 That is, their intentions for ‘good’ to carve
perfectly at the joints may be non-negotiable. In general, like non-naturalists in
metaethics, non-reductionists about any subject matter intend their key theoretical term to
denote a fundamental aspect of reality,126 and such intentions may be, in certain cases,
strong enough to count as non-negotiable.
Second, some philosophers have strong intentions that certain terms denote
something sufficiently natural in the sense of denoting something that is more natural
than all surrounding candidates for that term. An example of this comes from Sider’s
(2009; 2011) metaontology. In response to claims made by deflationists (e.g. Hirsch

borrowing terminology from the philosophy of mind literature, since it holds that “there
are two fundamentally different kinds of facts (or properties) in the world: evaluative
facts (properties) and non-evaluative facts (properties)” (Huemer 2005: 8).
124
According to Schaffer (2015), positing fundamental properties costs more in terms of
ontological commitment than positing non-fundamental ones. Also, if moral properties
are fundamental or irreducible, then they are (a fortiori) not reducible to facts about our
evaluative attitudes, in which case we face skeptical challenges like that of Street (2006),
which turn on the (alleged) lack of an explanatory connection between our moral beliefs
and the moral facts (Korman 2019: 339).
125
In fact, many metaethicists take Moore’s considerations, specifically his “Open
Question Argument” (Moore 1903: 62-69), to support some version of moral nihilism
(the rejection of moral properties), although they tend to opt for some version of noncognitivism rather than error theory. Ayer (1952: 109-111), for instance, uses similar
considerations to argue for his brand of emotivism, the view that moral terms primarily
function to express our emotions rather than refer to properties. What such theorists have
in common with Moore and his contemporary followers is the rejection of any proposed
reduction of ‘good’ (i.e. that it could denote anything less than a fundamental property).
126
Here I intend to use the term ‘non-reductionist’ for someone who thinks some
phenomenon (object, property, etc.) is irreducible in the sense of being fundamental.
However, others may use this term slightly differently (e.g. to express a semantic or
epistemic, rather than metaphysical, position).
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2005)—for instance, that there are a number of different “existence-like” meanings, none
of which is somehow “metaphysically privileged,” and ontological disputes are merely
verbal, turning on which one is expressed by ‘exists’127—Sider proposes a way to secure
substantivity in ontology (at least if the world cooperates in having the relevant sort of
joints). He makes the following declaration,
Let’s give the speakers of ordinary English ‘there exists’; let us henceforth
conduct our debate using ‘∃’. We hereby stipulate that ‘∃’ is to express an
austere relative of the ordinary English notion of existence. We hereby
stipulate that although the meaning of ‘∃’ is to obey the core inferential
role of English quantifiers, ordinary, casual use of disputed sentences
involving ‘there exists’ (such as ‘Tables exist’) are not to affect at all what
we mean by ‘∃’. We hereby stipulate that if there is a highly natural
meaning that satisfies these constraints, then that is what we mean by ‘∃’.
Perhaps the resulting ‘∃’ has no synonym in English. Fine—we hereby
dub our new language Ontologese (Sider 2009: 412).
This quote supports the claim that Sider has non-negotiable intentions that his newly
introduced technical term ‘∃’ carve at the joints. Elsewhere, he is even more explicit that
this attempted introduction of his term fails if the world lacks the relevant highly natural
feature. He says,
Ontological deflationists will think the attempted introduction of
Ontologese misfires, since the world lacks the necessary structure. They
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This is compatible with the claim that ‘exists’ in English has a (relatively) determinate
meaning.
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might compare the attempted introduction of Ontologese to a failed
attempt to introduce ‘dirt’ as a natural kind term: “by ‘dirt’ I shall mean
the element of the periodic table in which trees grow, which forms mud
when combined with water, and which is flattened to make country
roads”. Whether the introduction of Ontologese succeeds depends on the
facts, on whether there is a joint-carving sort of quantification, just as the
imagined introduction of ‘dirt’ depends on whether the periodic table
contains an appropriate element (Sider 2011: 172).
Here, Sider suggests that it would be appropriate to think that the linguistic stipulations
for ‘∃’ or ‘dirt’ (in the above, technical sense) “misfire” if the world contains no
sufficiently natural property (or quantifier) in the vicinity. If we interpret “misfire” as
“fail to refer” (which seems plausible), then we have examples of the sort of nonnegotiable semantic intentions to joint-carve that I’m after.128 In this case, the intentions
are that the term expresses a feature that is more natural than rival candidates, so that
there is a “metaphysically privileged” candidate and disputes involving that term are
substantive (in this metaphysical sense).129
Finally, some philosophers have strong intentions that certain terms mark genuine
similarities in nature or, in other words, denote properties that are at least reasonably
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Note that accepting an error theory about ‘∃’ or ‘dirt’ in the above sense is not as
costly as accepting an error theory about ‘exists’ or ‘good’ from ordinary language, since
only the latter sort of error theory attributes gratuitous error to our ordinary judgments. In
fact, an error theory about ‘dirt’ in the above, technical sense seems wholly appropriate
and uncontroversial (while one about ‘∃’ is more controversial).
129
I will discuss this sort of substantivity more thoroughly in Chapter 6.
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natural, enough to guarantee similarity between their instances.130 There are at least two
reasons we might have such an intention. First, we may be looking for similarity for its
own sake. For example, when we’re wondering what pain is, we are interested in what all
pains have in common, so we would not accept an answer like “pain is X in humans, Y in
octopuses, Z in …” As Putnam (1967) says, such a proposal “does not have to be taken
seriously” (Putnam 1967: 56). Rather, it seems that we intend ‘pain’ to mark a genuine
similarity among mental phenomena.
Second, we may be looking for similarity because we take analogical reasoning to
be an appropriate part of the methodology of that subject matter, and analogical reasoning
is only appropriate when it is about properties that make for genuine similarity.131 For
instance, in applied ethics, we take analogical arguments quite seriously, because we
intend moral terms to mark genuine similarities between actions. If we deny that ‘wrong’
denotes a similarity-making property, then we could, for example, accept that infanticide
is wrong but abortion isn’t, or that it’s wrong to slaughter puppies but not pigs for food,
without feeling compelled to find a relevant difference between the two cases. In fact,
analogical reasoning is so central to moral methodology (at least in applied ethics) that
we might think that moral terms, if they denote anything at all, had better denote
properties that vindicate this style of reasoning. Since only reasonably natural properties
can do the trick—after all, as I discussed in §2.3, unnatural properties do not make for
genuine similarity—this is a reason for thinking that we have non-negotiable (or at least
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In order to fully defend an instance of NN1 along these lines, one would have to argue
that such intentions are strong to the point of being non-negotiable.
131
The connection between naturalness and analogical arguments will be discussed in
greater detail in Chapter 5.
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very strong) semantic intentions for moral terms to carve nature at the joints, sufficient to
guarantee genuine similarity.
The above examples demonstrate that we sometimes intend (whether explicitly or
implicitly) our terms to carve nature at its joints, or express properties that are natural at
least to a certain degree, whether that be to secure fundamentality, substantivity, or
genuine similarity. While none of the examples are fully explicit endorsements of
instances of NN1, perhaps with the exception of Sider’s discussion about metaontology,
they are relatively close and good enough to support the connection between
nihilism/error theory and naturalness.132 Instances of the schema can be defended by
theorists who think we have the relevant semantic intentions, assuming the premises
about the (un)naturalness of the relevant properties can also be defended.

3.2 Reductionism
In addition to bearing on the issue of nihilism, naturalness also has clear
implications regarding the issue of reductionism. When should we say that the facts (or
properties) of some domain are fundamental or irreducible, and when should we instead
say they are reducible to the facts (or properties) of some more fundamental domain? For
instance, most people think that at least some physical facts, or facts from the domain of
physics, are fundamental. Some people, reductive physicalists, draw the line there,133
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To clarify, I don’t intend here to argue for any such error theory myself. Rather, I
merely intend to demonstrate how naturalness bears on the issue.
133
Non-reductive physicalists, on the other hand, hold that, even if all objects are
ultimately physical, some facts or properties from domains other than physics (e.g.
special sciences) are “irreducible,” which may be interpreted as fundamental (although
it’s often interpreted in semantic or epistemic terms instead). See Fodor (1974), Kim
(1989), and Melnyk (2008) for discussion.
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while others want to include other sorts of facts (e.g. logical, mathematical, special
science, mental, normative, etc.). How should we address this issue of what is and what is
not among the world’s most basic, rock-bottom features?
In this section, I’ll argue that the close connection between fundamentality and
naturalness can help us some make progress on answering this question. In particular, we
can use considerations that support the perfect naturalness of a property to argue that it is
fundamental and considerations that support the (relative) unnaturalness of a property to
argue that it is non-fundamental. However, as we’ll soon see, the former direction is not
very helpful, since any justification for the claim that a property is perfectly natural
depends upon justification for the claim that it’s fundamental (as well as the justification
for the identity between perfect naturalness and fundamentality). There is no need to “go
through” (or invoke the concept of) naturalness at all—we can simply use the
consideration that supports the property’s fundamentality to argue that it is fundamental.
On the other hand, the latter direction is more helpful, since there are considerations that
specifically support the (relative) unnaturalness of properties—in particular, the fact that
some property is not (very) referentially magnetic or fails to make for (much) genuine
similarity—and then we can use the connection between naturalness and fundamentality
to argue that they are non-fundamental. However, for the sake of completeness, I’ll
discuss both directions.
I will first construct an argument schema for the schematic claim that theoretical
term T denotes a fundamental property. However, as I said above and will clarify below,
this one is not very helpful:
The Argument from Perfection
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(AP1) A property is fundamental if and only if it is perfectly natural.
(AP2) T denotes a perfectly natural property.
(AP3) So, T denotes a fundamental property.
If T denotes a fundamental property, then at least some facts involving it, or in which it is
a constituent, are fundamental facts.134 It may also be involved in some non-fundamental
facts, such as certain disjunctive facts (which are plausibly thought to be dependent on, or
definable in terms of, the facts that constitute their disjuncts). But it is arguably part of
the conceptual role of fundamentality that the fundamental properties help to fix the
distribution of all the rest of the properties, providing (perhaps with the addition of the
fundamental objects and any other fundamental entities) a “complete blueprint” for
reality (Schaffer 2010: 39).135
Premise AP1 expresses the connection between perfect naturalness and
fundamentality, which I defended in Chapter 2 and will briefly discuss again here. Recall

134

There is an ambiguity in the phrase ‘fundamental fact’. On one interpretation, it means
a fact that is an absolutely fundamental entity, while on the other, it means a fact that no
other fact is more fundamental than (i.e. most fundamental, compared to all other facts).
Arguably the second interpretation is preferable, since it is common to think that no facts
whatsoever are fundamental entities themselves. After all, facts in general seem
constituted by (or definable in terms of) certain objects instantiating certain properties
(among other things). For instance, suppose it is a fundamental fact that electron e is
negatively charged. Still, this fact seems definable in terms of an object (electron e)
instantiating a property (having negative charge). Hence, even the most fundamental
facts would not count as absolutely fundamental entities in my sense (i.e. indefinable).
135
As I mentioned in §2.2, Bennett (2017: 111) discusses the relationship between two
alternative conceptions of fundamentality, that of being independent (indefinable or
unbuilt, in her terms) and that of being complete (responsible for defining or building all
else). Whichever (if either) ends up being the better analysis of the notion of
fundamentality, it is natural to think that the fundamental entities are indeed both
independent and complete. Bennett considers several interpretations of this claim and
discusses some assumptions they require and their implications, all of which I find
plausible.
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that the perfectly natural properties, according to the theoretical role set out by Lewis
(1983), are to provide a (perhaps minimal) supervenience base for the world—to
characterize the world completely (and perhaps without redundancy).136 All less-thanperfectly natural properties are (metaphysically) definable in terms of the perfectly
natural ones. The perfectly natural properties are themselves indefinable but
(collectively) capable of defining all others, thus possessing a sort of independence and
completeness, the two features that are often taken to be characteristic of fundamentality
(Bennett 2017: 111).
So, if we had independent justification for believing that some property is
perfectly natural, we could use it to defend an instance of premise AP2 and conclude that
said property is fundamental. However, I think there is no such independent
justification—that is, justification for believing a property to be perfectly natural that
does not depend on justification for believing it to be fundamental. The other roles of
naturalness that are not directly tied to fundamentality, such as reference magnetism and
similarity-making, don’t require perfect naturalness but only a certain (“reasonable”)
degree of comparative naturalness, so we cannot use the fact that a property is
referentially magnetic or makes for genuine similarity to argue for its perfect naturalness.
The only justification for thinking that a property is indeed perfectly natural is that it is
fundamental or indefinable, and hence this justification depends on our justification for
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This is usually restricted to the world’s qualitative features, excluding haecceities,
which may require the addition of perfectly natural things or objects. Dorr and
Hawthorne (2013: 34) briefly touch on extending the notion of naturalness to cover
objects in addition to properties, and Brown (2016) uses such an extension to address van
Inwagen’s (1990) “special composition question” (i.e. under what conditions do several
objects compose another object?).
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thinking that it is fundamental—namely, that it is not definable from other fundamental
properties. Thus, while there may be sound instances of The Argument from Perfection,
none of them are of very helpful epistemically- or dialectically-speaking; all of them beg
the question against the reductionist.
Although arguing from naturalness to fundamentality seems to be dead end, its
converse, or rather, the contrapositive of its converse (i.e. arguing from unnaturalness to
non-fundamentality), is not. I will now construct an equally simple argument schema for
the schematic conclusion that theoretical term T does not denote a fundamental property:
The Argument from Imperfection
(AI1) A property is fundamental if and only if it is perfectly natural.
(AI2) T does not denote a perfectly natural property.
(AI3) So, T does not denote a fundamental property.
If T does not denote a fundamental property, then all facts involving that property are
non-fundamental.137 As the metaphor goes, when God made the world, She did not have
to think in terms of cities, candy, economies, etc. The rock-bottom facts that settle the
rest remain “pure” from such non-fundamentalia (Sider 2011: 106).
Since I have already discussed the motivation for the identity between perfect
naturalness and absolute fundamentality, and it forms the basis for believing premise AI1,
I will instead just sketch the reasons one might hold for endorsing an instance of AI2,
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This follows from the thesis that Sider (2011: 106) calls ‘purity’, which is (roughly)
the claim that no fundamental fact involves any non-fundamental constituent. This is
plausible, since non-fundamental properties are definable in terms of conjunctions,
disjunctions, etc. of fundamental properties, and so the fact that something has a nonfundamental property is not irreducible but instead reducible to the fact that it (or
something more fundamental than it) has a fundamental property that is one of the nonfundamental property’s conjuncts, disjuncts, etc.
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which I’ll more thoroughly discuss in Part III. Here, unlike before, I think we can get
some purchase out of the other naturalness roles that I defended in Chapter 2. If a
property seems fairly unmagnetic, such that the term expressing it is semantically
unstable (i.e. small shifts in usage suffice to change its reference),138 then that’s good
evidence that it’s no more natural than its surrounding candidates. So, unless we are
prepared to countenance all of its surrounding candidates as perfectly natural and accept
a highly bloated (i.e. unparsimonious) account of nature’s joints, we must deny that the
property is perfectly natural.139 Another consideration for the less-than-perfect
naturalness of a property is if it fails to make for genuine similarity. As I discussed in
§2.3, although making for genuine similarity is not sufficient for perfect naturalness, it is
necessary, and so a property that does a poor job at similarity-making is automatically
disqualified from perfect naturalness.
The above two argument schemas represent two ways of using naturalness to
address the issue of whether we should be reductionists about some domain. While the
first, as I explained, is largely unhelpful, the second can be used by would-be
reductionists about some domain to defend their position. In Part III, I will defend an
instance of The Argument from Imperfection for semantically vague terms. In other
words, I will argue that such terms do not denote fundamental properties. This has wideranging metaphilosophical significance, given how ubiquitous vagueness is in
philosophical discourse.
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See Dunaway and McPherson (2016: 640) on semantic instability, also sometimes
called ‘semantic plasticity’ (Dorr and Hawthorne 2014).
139
An argument like this, which appeals to both reference magnetism and ontological
parsimony, will be more thoroughly discussed and defended in Chapter 7.
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3.3 Objectivity
The final metaphysical issue I’ll discuss, whose resolution depends partly on
considerations of naturalness, is the issue of objectivity, or whether the facts, properties,
or truths of some domain somehow depend on our attitudes or judgments. As I did with
the notion of fundamentality (in §2.2), I will interpret the relevant notion of dependence
in terms of metaphysical definability, such that objectivity is a matter of not being
definable in terms of our attitudes.140 Let us say that the facts, properties, or truths of
some domain are objective just in case they are not (“straightforwardly”)141 definable in
terms of the facts, properties, or truths about any subject’s (actual or idealized) attitudes
or responses. Then, if any facts, properties, or truths about some domain are not
objective, we’ll say they’re subjective—that is, they are (straightforwardly) definable in
terms of the facts, properties, or truths about some subject’s attitudes or responses. If the
central properties of some domain are objective (subjective), we’ll say objectivism
(subjectivism) is true of that domain.
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I realize that this is, to some extent, an idiosyncratic usage of ‘objective’, as many
philosophers would like to hold that something X can be somehow dependent on
something Y without X being definable in terms of Y. As such, my usage of ‘objective’
will be broader than this other usage, and consequently my usage of ‘subjective’ (i.e. not
objective, in my sense) will be narrower than the corresponding alternative usage.
141
Slight caveat: even for intuitively objective properties, our attitudes or responses
might show up in their definitions in a “round-about” way. For instance, any reductionist
theory of moral rightness (i.e. one on which being morally right is definable) on which
facts about moral rightness depend (partly) on things like pain or dishonesty may have
certain attitudes or responses show up in the definition of being morally right (since pain
and dishonesty may ultimately be definable in terms of certain attitudes or responses).
Such theories should still count as objective, lest no moral theory does. Hence, let the
word ‘straightforwardly’ function to allow such views in—such intuitively objective facts
and properties are not straightforwardly definable in terms of attitudes or responses.
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The issue of objectivity may be both interesting in its own right and consequential
for other metaphilosophical issues, in particular issues of epistemology, where the
subjectivity of some domain may help to explain the possibility of knowledge of that
domain (by providing an intimate connection between our mental states and the facts of
that domain). When considering objectivity in its own right, it is common to think of the
facts of a subjective domain as somehow less metaphysically significant than those of an
objective one,142 or as mere projections of our own contingent, and potentially arbitrary,
interests or impulses.143 If the facts of some domain are definable in terms of certain
psychological facts, then this makes them seem less “metaphysically deep”; they are, at
the very least, no “deeper” than these latter psychological facts. However, this sacrifice of
“metaphysical depth”—or perceived metaphysical depth—may be rewarded by a more
secure epistemology. Our knowledge of a subjective domain is no more mysterious than
our knowledge of our own attitudes, to which we have relatively secure access. Indeed, it
is the alleged epistemic advantages of subjectivity that often motivates anti-realism,
construed as a denial of objectivity. Street (2006: 154), for instance, discusses how easily
her preferred brand of moral anti-realism sidesteps her famous “Darwinian Dilemma,”
which is ultimately an epistemic challenge to moral realism or objective morality.
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The objectivity of some domain is often built into the definition of ‘realism’ about that
domain. See, for instance, Shafer-Landau (2005: 2) on moral realism and Chalmers
(2009: 77) on ontological anti-realism.
143
Parfit (2011: 91) and Heathwood (2011: §2.1), for instance, raise such arbitrariness
concerns when arguing against subjectivist theories of normativity/value, which hold that
all basic normative/evaluative facts are ultimately dependent on our evaluative attitudes
(attitudes that, according to subjectivism, we have no reason to have, otherwise the
original normative/evaluative facts wouldn’t have been basic).
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Whatever other reasons there are for being an objectivist or subjectivist about
some domain, I will here, as usual, only consider those related to naturalness. In
particular, I think reference magnetism has implications regarding the issue of
objectivity. I’ll soon argue that, for a typical domain and key theoretical term T of that
domain (I’ll clarify the exceptions shortly), there is a subjective property PS that achieves
a fairly high degree of fit with our usage of T and is more natural than any other
subjective property that achieves a comparably high degree of fit with our usage of T.
Whether PS is the referent of T (and thus, whether subjectivism is true of that domain)
depends on whether there is also an objective property PO that achieves a comparably
high degree of fit with our usage of T, and also on how PS and PO stand with respect to
comparative naturalness. If there is such a property PO, and if it is more natural than PS,
as well as any other objective property, then according to reference magnetism, T refers
to PO, and objectivism is true. If there is no such property PO, or if there is but it is less
natural than PS, then T refers to PS, and subjectivism is true. If neither is more natural
than the other, then perhaps T refers to whichever property (if either) achieves the strictly
higher degree of fit-with-usage, or else T is indeterminate between PO and PS, and it is
indeterminate whether objectivism about T is true.
So, what is this subjective property PS that I claim achieves a fairly high degree of
fit with our usage of theoretical term T (of a typical philosophical domain), high enough
that (depending on the naturalness facts) it might be the actual referent of T? It is
something like being actually productive of T-judgments, or, more carefully, being an x
such that it is actually the case that members of my linguistic community are disposed to
apply T to x (let us treat the first formulation as shorthand for the second). This is a
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subjective property, because it is (straightforwardly) definable in terms of certain
subjects’ (actual) responses, where T-judgments, or dispositions to apply T to cases, are
the relevant responses, and members of my linguistic community are the relevant
subjects. Since fit-with-usage is a function of our dispositions to apply the relevant term,
this subjective property will achieve a fairly high degree of fit-with-usage of T. I also
intend PS to be the most natural subjective property that achieves a fairly high degree of
fit-with-usage of T, so if there’s a formulation other than the one above that does better in
this regard, let that be PS (although I will here assume that the above formulation is
approximately correct).
For the sake of concreteness, let’s see how such a subjective property fares with
respect to our usage of the theoretical term ‘morally wrong’. Suppose we are actually
disposed to apply ‘morally wrong’ to instances of lying, cheating, stealing, and harming,
and not disposed to apply it to instances of charitable giving, reading novels, and
counting blades of grass. Then, the property being actually productive of moral
wrongness-judgments fits quite well with our usage of ‘morally wrong’. Instances of
lying, cheating, stealing, and harming all have this property, while instances of charitable
giving, reading novels, and counting blades of grass do not.
What is the relevance of the “actually” operator in the definition of this subjective
property? For typical domains, the extension of the theoretical term does not seem to vary
even when we consider worlds in which we hold very different attitudes from the ones
that we actually hold. For instance, when we consider a world in which we all think
highly of instances of lying, cheating, stealing, and harming (so that we’re not disposed
to apply ‘morally wrong’ to them) and are down on charitable giving, reading novels, and
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counting blades of grass, the former still seem (to us in the actual world) wrong and the
latter not wrong even in that world. Thus, the relevant subjective property should be one
that is defined in terms of our actual, rather than possible, attitudes or responses so as to
avoid such otherworldly counterexamples.144
Now that I’ve sketched what the subjective property PS is, I’ll now discuss the
objective property PO that, for typical domains at least, competes for reference of T. In
the above case of ‘morally wrong’, this could be anything from fairly “unified” property
like being an action that fails to maximize utility or being an action whose maxim cannot
be universalized to a fairly disjunctive property like being an instance of lying-orcheating-or-stealing-or-harming.145 These are objective in the relevant sense; they are
not (straightforwardly) definable in terms of any subject’s attitudes or responses.146 Of all
the objective properties that achieve a fairly high degree of fit-with-usage of T, let PO be
the most natural one.
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Though, if the inclusion of the “actually” operator detracts too much from naturalness,
one might think that it is worth omitting it and simply biting the bullet on such
counterexamples. After all, reference magnetism allows the superior naturalness of a
candidate referent to sometimes outweigh some mismatch with usage.
145
The former properties correspond to monistic views (views that posit one fundamental
moral principle) like act utilitarianism and Kantian ethics, while the latter corresponds to
first-order pluralistic views (views that posit more than one fundamental moral principle,
usually in the form of prima facie, or more accurately pro tanto, duties), like the view of
Ross (1930). The latter theory (and theories like it) will be the central focus of Chapter 8.
146
As I discussed in n. 141 above, we may have to refine our definition of ‘objective’
slightly (in particular, by clarifying ‘straightforwardly’) to make sure these intuitively
objective views count as objective in my sense, since certain attitudes or responses may
ultimately show up in the definitions of things like utility or lying. I’ll ignore this
complication here. The important thing is that these views are clearly differ, with respect
to objectivity, from paradigmatically subjectivist views, such as one on which being
wrong is defined as being productive of wrongness-judgments.
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I’ve said several times that the above considerations hold for “typical” domains,
so I’ll now clarify the exceptions. There may be some domains in which it is nonnegotiable, or part of the very concept expressed by their central theoretical term, that the
referent of that term be an objective property. For instance, Mackie’s (1977) argument for
an error theory of morality seems to turn on such an assumption. He says,
I conclude, then, that ordinary moral judgments include a claim to
objectivity, an assumption that there are objective values… And I do not
think it is going too far to say that this assumption has been incorporated
in the basic, conventional, meanings of moral terms. Any analysis of the
meanings of moral terms which omits this claim to objective, intrinsic,
prescriptivity is to that extent incomplete” (Mackie 1977: 35).147
Thus, no matter how well a subjective property might do with respect to other aspects of
fit-with-usage of moral terms (like our dispositions to apply them to cases), any such
property would be disqualified from reference based on our (alleged) non-negotiable
semantic intentions for objectivity, at least according to Mackie.148 Likewise, pace
phenomenalism, construed as the doctrine that physical objects are reducible to sensedata (Ayer 1947: 163), it might be part of our concept of a physical object that it not be
reducible to mental phenomena, such that no subjective property could be the referent of
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Of course, it’s possible that Mackie is using ‘objective’ in a way that is entirely
different from how I’m using it in this section.
148
Once again, I assume that the relevant intentions are taken to be our collective
(linguistic community-wide) intentions. If it were merely Mackie’s personal semantic
intentions that morality be objective, then these would not be non-negotiable, since he
would almost certainly relax them were he to discover that his linguistic community did
not share them. In the quote above, Mackie clearly thinks that objectivity is part of the
public (linguistic community-wide) meaning of moral terms.
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‘being a physical object’. There may also be some domains for which the opposite is
true—that is, where subjectivity is built into the very concepts expressed by their
theoretical terms.149 Henceforth, when I speak of typical domains, I mean domains for
which the issue of objectivity is an open question—whose objectivity or subjectivity is
not analytic, or decided by the very concept expressed by its theoretical terms. I will
continue to consider ethics such a domain for the sake of concrete examples, Mackie’s
(1977) comments notwithstanding.
Let’s go back to thinking more abstractly, in terms of a typical domain and
theoretical term T, as well as the subjective property PS that fits very well with our usage
of T. The property PS seems to be somewhat unnatural, at least relative to ordinary
properties like being green or being circular. It is extrinsic, and its canonical definition
must contain the canonical definitions of actually (if it has one), being disposed to apply
T, and being a member of my linguistic community, which would seem to make for a high
degree of complexity (and hence gerrymanderedness) in perfectly natural terms.
However, recall that reference magnetism doesn’t care about the absolute degree of
comparative naturalness (if such a notion is even coherent), but only how its naturalness
compares with that of other close-fitting candidates. In particular, whether PS is the
referent of T depends on whether there is an objective property PO that achieves a
comparably high degree of fit-with-usage of T and, if such a property exists, how natural
it is (relative to PS).
In what follows, I will construct two argument schemas, one for the schematic
conclusion that T refers to an objective property (and hence objectivism about the
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Perhaps aesthetics, or certain subdomains of aesthetics, are like this.
96

relevant domain is true) and one for the schematic conclusion that T refers to a subjective
property (and hence subjectivism about that domain is true). Although I will sketch the
considerations that bear on the premises expressing the claims about the comparative
naturalness of PO and PS, I will as usual save a more thorough defense of such claims for
Part III. I intend the following schemas to work only for what I’ve called typical
domains, where both PO and PS exist (i.e. where neither objectivity nor subjectivity are
ruled out by mere conceptual analysis).
I will now construct an argument schema for the schematic conclusion that
theoretical term T refers to an objective property. For the sake of reducing considerable
clutter, let us abbreviate the phrase ‘achieves a fairly high degree of fit-with-usage of T’
with ‘is T-fitting’. Here is the schema:
The Argument from Magnetic Objectivity
(MO1) There is a T-fitting objective property PO that is more natural than any
other T-fitting objective property.
(MO2) There is a T-fitting subjective property PS that is more natural than any
other T-fitting subjective property.
(MO3) PO is more natural than PS.
(MO4) More natural than is transitive.
(MO5) Every property is either objective or subjective.150
(MO6) T refers to the most natural T-fitting property.
(MO7) So, T refers to objective property PO.
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This premise is not strictly necessary, since it’s analytic (given the definitions of
‘objective’ and ‘subjective’). After all, every property either is or is not
(straightforwardly) definable in terms of our attitudes or responses.
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This argument requires the plausible assumption MO4, that comparative naturalness is
transitive. If PO is more natural than PS, as stated in MO3, and if PS is more natural than
any other T-fitting subjective property, as stated in MO2, then (assuming transitivity) PO
is more natural than any T-fitting subjective property whatsoever. Since, as stated in
MO1, PO is also more natural than any T-fitting objective property and, as stated in MO5,
every property is either objective or subjective, it follows that PO is the most natural Tfitting property whatsoever. Hence, from MO6, T refers to PO. If T refers to such an
objective property, then objectivism about T (and its corresponding domain) is true.
I will briefly review the motivation for instances of premises MO1 and MO2,
which I discussed above, as well as the motivation for MO6, which follows from the
doctrine of reference magnetism (along with a plausible assumption). MO1 asserts the
existence of a T-fitting objective property PO (i.e. an objective property that achieves a
fairly high degree of fit-with-usage of T) that is more natural than any other T-fitting
objective property. So, PO is the most natural T-fitting objective property. Assuming
properties are abundant, such a property is guaranteed to exist as long as it’s not nonnegotiable that T refers to a subjective property (in which case no objective property
would be T-fitting).151 PO could be a perfectly natural property, if one is T-fitting. For
instance, non-naturalists in metaethics presumably think that there is such a property for
their core moral (or normative) term. If the property is not perfectly natural, then it might
be reasonably natural, in the sense of being non-disjunctive (or at least, not
miscellaneously so). In epistemology, being a justified true belief may have looked like
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This also assumes that there aren’t two or more T-fitting objective properties that are
tied for most natural.
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such a reasonably natural T-fitting property (where T is ‘knowledge’), at least before
Gettier’s (1963) counterexamples were discovered (or constructed), at which point the
property may have been disqualified from being T-fitting.152 If no non-disjunctive
objective property is T-fitting, then PO could be a disjunctive property. For instance, if
the first-order moral theory of Ross (1930) were combined with a reductionist metaethics
(according to which no moral properties are fundamental), such a view might hold the
most natural T-fitting objective property (where T is ‘morally wrong’) is a disjunctive
property like being an instance of lying-or-cheating-or-promise breaking-or-harmingor… (with some exception clauses built in), since Ross held that no deeper unification of
all the wrong-making act-types is possible. Finally, if there’s not even a disjunctive yet
still somewhat general property like this that is T-fitting, PO would have to be a highly
“particularized” property like being identical to O1-or-O2-or-O3-or… where O1, O2, etc.
are all the things that have this property. This sort of “list-like” view may be one
distinctively metaphysical way of interpreting the position of particularism, which is
sometimes interpreted as the view that there are no interesting or explanatory
generalizations to be made about a given phenomenon.153 Once again assuming
properties are abundant, there is guaranteed to be a property like this, whose definition is
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Though see Weatherson (2003b) for a naturalness-based argument that such
counterexamples should not be seen as decisive in ruling out the Justified True Belief
theory of knowledge.
153
See Ridge and McKeever (2016) for discussion of moral particularism. Dancy (2004),
a contemporary defender of moral particularism, interprets it more along epistemic (or
perhaps psychological) lines, namely that “the possibility of moral thought and judgment
does not depend on the provision of a suitable supply of moral principles” (Dancy 2004:
7).
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a just a long disjunction of identities, if all else fails (in terms of finding a more natural Tfitting objective property).
Premise MO2 asserts the existence of a T-fitting subjective property PS that is
more natural than all other T-fitting subjective properties. In other words, PS is the most
natural subjective property that achieves a fairly high degree of fit-with-usage of T. Such
a property is guaranteed to exist as long as, as we assumed before, objectivity is not built
into the very concept expressed by T. This property will plausibly be something like
being actually productive of T-judgments, or, more carefully, being an x such that it is
actually the case that members of my linguistic community are disposed to apply T to x.
As I explained above, such a property will do fairly well at fitting with our T-judgments.
Premise MO6 says that T refers to the most natural T-fitting property. This
follows from reference magnetism, which states that the referent of a term is the property
that achieves the best balance of fit-with-usage of that term and naturalness, together with
the assumption that the most natural T-fitting property is the one that achieves the best
balance of both factors. After all, if a property is not T-fitting, then no matter how natural
it is, it plausibly fails to achieve the best balance (since it will be disqualified on grounds
of fit-with-usage). Likewise, of all the properties that are T-fitting, the most natural one
will probably achieve the best balance, even if there is a less natural one that achieves a
strictly higher degree of fit-with-usage, since reference magnetism is more than a mere
tie-breaker.154 The argument schema as a whole could be reworded without appealing to
this plausible assumption, but not without considerable clutter.
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The exception to this would be a situation in which there are two T-fitting properties P
and P¢, where P is more natural but P¢ fits with usage so much better that the superior
naturalness of the former is not enough to outweigh its inferior fit in the balance.
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Finally, I will briefly sketch the motivation for instances of MO3, the comparative
naturalness claim, although I will provide a more thorough defense of such claims in Part
III. MO3 says that PO is more natural than PS. I think that whether or not this is true
depends on what exactly the most natural T-fitting objective property PO is (since PS is
the same in each case). If PO is a perfectly natural or reasonably natural property, then I
think MO3 is true, since being actually productive of T-judgments seems not very natural.
On the other hand, if PO is a (relatively miscellaneous) disjunctive property, either the
more general kind or the “list-like” kind, then I think this premise is false. Such
properties are highly unnatural, surpassing even the (relative) unnaturalness of the
subjective property PS.
Finally, we now come to the last argument schema of this chapter, for the
schematic conclusion that theoretical term T refers to a subjective property:
The Argument from Magnetic Subjectivity
(MS1) There is a T-fitting objective property PO that is more natural than any
other T-fitting objective property.
(MS2) There is a T-fitting subjective property PS that is more natural than any
other T-fitting subjective property.
(MS3) PS is more natural than PO.
(MS4) More natural than is transitive.
(MS5) Every property is either objective or subjective.
(MS6) T refers to the most natural T-fitting property.
(MS7) So, T refers to subjective property PS.
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If T refers to the subjective property PS, then subjectivism about T (and its corresponding
domain) is true. This schema has almost exactly the same form as the previous one, the
validity of which I’ve already defended. Also, every premise other than MS3 is the same
as before, so I won’t review the motivation for them. I will instead just sketch the
motivation for instances of MS3.
MS3 makes the comparative naturalness claim of this schema (opposite from
MO3 of the previous schema), namely that PS is more natural than PO. As stated in the
previous section, I think this will be false when PO is either a perfectly natural or
reasonably natural property. However, if PO is a (miscellaneously) disjunctive property,
either the more general kind or the “list-like” kind, then PS seems less gerrymandered and
hence more natural than PO. Thus, I think instances of MS3 are most plausible when the
only T-fitting objective properties are these highly disjunctive properties, which, as I’ll
discuss in Part III, correspond to pluralistic (or particularist) theories. Again, I will defend
this comparative naturalness claim more thoroughly later (in Chapter 8), but I think it
should be prima facie plausible.

3.4 Chapter Summary: Naturalness in the Metaphysics of Philosophy
In this chapter, I’ve discussed three metaphysical issues that arise in
metaphilosophy, whose resolution turns partly on considerations of naturalness. First is
the issue of nihilism, where our intentions to carve nature at the joints with some
theoretical term may lead to reference failure, if there is no relevant joint in nature.
Second is the issue of reductionism, where considerations that support the less-thanperfect naturalness of a property can be used to argue for its non-fundamentality. Finally,
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there is the issue of objectivity, where a subjective property “competes” with an objective
one to be the referent of some term, and which one wins the competition depends on
which is more natural. There may be more ways to invoke naturalness in the metaphysics
of philosophy than I’ve considered in this chapter, but the above should give the
naturalness enthusiast a start.
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Chapter 4: Naturalness in the Semantics of Philosophy
In this chapter, I will discuss the relevance of naturalness to the semantics of
philosophy. In particular, there are at least two semantic issues that turn on considerations
of naturalness, given its reference-fixing role according to the metasemantics of reference
magnetism. These issues are that of semantic indeterminacy, where some term fails to
achieve determinate reference resulting in there being “no fact of the matter” as to
whether certain sentences involving that term are true,155 and the phenomenon underlying
various forms of “verbal disputes,” where there is some sort of variability either in the
meaning of some common term or else in the meaning of speakers’ utterances of that
term, which can result in a situation in which both parties are correct despite apparent
disagreement.
The connections I’ll defend between naturalness and these semantic issues are the
following. First, whether a term is semantically indeterminate depends on whether a
unique candidate referent achieves the best balance of fit-with-usage of that term and
naturalness, specifically by decisively doing better than all other candidates with respect
to one of these factors without decisively doing worse with respect to the other. Second,
whether a dispute between two parties over a certain sentence is verbal depends on
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Some may instead say that there is a fact of the matter as to whether such sentences
are true—in particular, it is fact that they are untrue (Frege 1903; Braun and Sider 2007)
or neither true nor false. However, nothing much of what I say will turn on how we
ultimately choose to classify such sentences. Semantic indeterminacy retains its
metaphilosophical significant whether it leads to a “no fact of the matter” or
indeterminate status, untruth, or some other special status. I will continue to speak of its
being indeterminate or—what I take to be equivalent—there being no fact of the matter
as to whether such sentences are true or false.
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whether, for some term in that sentence, distinct candidate referents achieve the best
balance of fit-with-usage of that term and naturalness for the different parties.
In what follows, I will construct several argument schemas that pertain to these
metaphilosophical issues that demonstrate these connections. In §4.1, I’ll construct
argument schemas for both positions on the issue of semantic indeterminacy, and in §4.2,
I’ll do the same for the issue of verbal disputes. Again, the premises will reference
naturalness in various ways, and I will once again leave undefended certain premises
until the latter part of this dissertation. I will also survey various case studies from
philosophy in which certain theorists have defended, or else could plausibly be
interpreted as defending, instances of my schematic premises. As in the previous chapter,
my goal is not to settle these semantic issues for any particular philosophical topic but
rather to generate a recipe for doing so for any given topic.

4.1 Semantic Indeterminacy
For certain questions (construed linguistically), we may be tempted to say that it
is indeterminate—there is “no fact of the matter”—as to what the correct answer is. One
can make this claim without thereby committing oneself to metaphysical indeterminacy,
where it is the world itself, rather than merely our representations of it, that is in some
sense incomplete or fuzzy. Such a purported phenomenon, while championed by some, is
relatively controversial.156 The sort of indeterminacy I have in mind here, rather, is purely
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Defenders of metaphysical indeterminacy include Akiba (2004), Williams (2008), and
Barnes (2010). Opponents of metaphysical indeterminacy include Lewis (1993) and
Sainsbury (1994).
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semantic.157 It involves a failure on behalf of the meaning-determining factors to narrow
down the range of candidate meanings for a given term to a unique one,158 and it results
in a failure of certain questions involving that term to have a uniquely or determinately
correct answer.159 When such questions are important enough to warrant philosophical
theories addressing them, this sort of indeterminacy can result in there being no fact of
the matter as to which theory is correct.160
I will begin by giving four purported examples of semantic indeterminacy,
following the overview in Eklund (2013: 167), just to convey the basic idea. First, Quine
(1960) argues that expressions like ‘rabbit’ are semantically indeterminate between
various possible candidates, including entire animals, undetached parts of those animals,
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There are, however, some philosophers who argue that semantic indeterminacy brings
with it a sort of metaphysical indeterminacy, namely indeterminacy in the semantic facts
themselves, such that you can’t have the former without the latter. See Merricks (2001),
Salmon (2010), and Taylor and Burgess (2015) for such arguments. These concerns
suggest that it may be a mistake to appeal to semantic indeterminacy in order to avoid
metaphysical indeterminacy. However, see López de Sa (2013) and Eklund (2013: §5) for
responses to such arguments.
158
Recall, from §1.2, that a possible meaning counts as a candidate meaning for an
expression E when, roughly, it is capable of playing the role in our thought that E’s actual
meaning plays. When an expression is semantically indeterminate and so has no unique,
actual meaning, there is still a role in our thought that those several meanings between
which it is indeterminate are all capable of playing.
159
Those who adopt the nihilistic view defended by Frege (1903: §56) and Braun and
Sider (2007), according to which no sentences containing vague expressions are true
(perhaps because notions like truth only apply to perfectly precise sentences), would
agree that there is no uniquely correct answer but would also hold that all answers are
incorrect. I prefer to say that there are some answers such that it is indeterminate whether
they are correct or incorrect.
160
Even with such indeterminacy, some answers may be determinately incorrect, since
there may be no admissible interpretations on which they are correct. Similarly, some
answers may be determinately correct, since they may be correct on all admissible
interpretations. In Chapter 7, I will describe in greater detail this sort of supervaluationist
approach to semantic indeterminacy, as it will play a larger role in my discussion of
semantic vagueness.
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and time slices of those animals, since there is nothing in our observable, meaningdetermining behavior that singles one of these out from the rest, at least when it comes to
evaluating such semantic hypotheses from a holistic perspective. Second, Field (1973)
argues that some scientific terms like ‘mass’ are indeterminate in reference, since there is
often more than one candidate referent that (approximately) satisfies the relevant
scientific theory, for instance proper mass and relativistic mass, and (approximate)
satisfaction of this theory is what determines the term’s reference, at least according to
popular views of the semantics of theoretical terms (Lewis 1970). Third, Fine (1975)
gives an example of semantic indeterminacy due to incomplete or under-specified
“definitions.” He introduces the predicate ‘nice1’ by means of two meaning postulates, “n
is nice1 if n > 15,” and “n is not nice1 if n < 13,” though in doing so, he clearly underdetermines its meaning, which results in sentences like “14 is nice1” coming out as
indeterminate, or neither determinately true nor determinately false. Finally, according to
popular “semantic” accounts of vagueness, vagueness is a form of semantic
indeterminacy.161 According to this account, a vague predicate like ‘bald’ is
indeterminate in reference between several “admissible precisifications” (i.e. acceptable
ways of making it precise), properties like having-no-more-than-318,007-hairs-on-one’shead, since our usage is not discriminating enough to narrow the range down to one (and
no other reference-determining factor gets the job done either). According to the
supervaluationist approach to vagueness, if Bob is a borderline case, satisfying some but
not all admissible precisifications, then the sentence “Bob is bald” is indeterminate in
truth-value; there is no fact of the matter as to whether Bob is bald.
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For this view of vagueness, see Russell (1923) and Lewis (1986: 212).
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What the above examples all have in common is that there purports to be a term
with multiple candidate meanings that do equally well with respect to the meaningdetermining factors.162 These factors may be capable of narrowing down the range of
candidates to a couple or to an otherwise small subset of all possible meanings, but they
nevertheless fail to go any further. According to reference magnetism, the naturalness of
a candidate referent is one of these meaning-determining factors, and this fact opens up
an avenue for an argument for the semantic indeterminacy of a term or question based on
considerations of naturalness. I will now construct two such argument schemas for the
semantic indeterminacy of some term T and, as a consequence, for any question Q
containing term T whose answer turns on this indeterminacy—that is, when it has one
answer on one admissible interpretation of T and a different answer on another. Later, I
will construct two more, this time for semantic determinacy.
To see how claims about naturalness can support claims of indeterminacy, recall
that, according to the simple account of reference magnetism, the referent of a predicate
is the property that best balances fit-with-usage and naturalness. If there is no single
property that achieves the best balance—if two or more properties achieve an equally
good balance, and no other property achieves as good a balance as these—then the
predicate is semantically indeterminate between the several, highest-scoring
candidates.163 Any question whose answer turns on which of these best candidates are

162

Some of the examples are admittedly implausible—in particular, Quine’s (1960) view
that the word ‘rabbit’ is as radically indeterminately as he suggests. However, whether or
not we accept each example as a genuine case of semantic indeterminacy, they suffice to
communicate the idea.
163
Throughout this chapter, I will use the locution ‘achieves the best balance’ or
‘achieves a high degree of fit-with-usage’. I find the word ‘achieve’ to make sense here,
though one shouldn’t read much into this. It is of course not literally true that certain
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meant will thereby be indeterminate; there will be no fact of the matter as to its correct
answer.
The first argument schema along these lines argues that a term T is semantically
indeterminate since it has multiple candidate referents that achieve an equal degree of fitwith-usage and an equal degree of naturalness. This schema is modeled after one
presented in Sider (2001: 189-190):
The Argument from Semantic Ties
(ST1) The candidate referents for term T include P1, P2, …, Pn.
(ST2) Candidates P1, P2, …, Pn achieve an equal degree of fit-with-usage.
(ST3) Candidates P1, P2, …, Pn achieve an equal degree of naturalness.
(ST4) No other candidate for T achieves as high a balance of fit-with-usage and
naturalness as P1, P2, …, Pn.
(ST5) If multiple candidates for a term achieve an equal degree of both fit-withusage and naturalness, and no other candidate for that term achieves as
high a balance as any of them, then that term is semantically indeterminate
between those multiple candidates.
(ST6) So, T is semantically indeterminate between candidates P1, P2, …, Pn.
We can go on to conclude that any sentence containing T whose truth-value turns on
which of P1, P2, …, Pn is meant is indeterminate in truth-value. Similarly, for any
question containing T whose answer turns on which of these candidates is meant, there is

properties are purposefully trying to make themselves the referents of our terms and
sometimes they successfully achieve their goal. However, I find this idea of a semantic
competition between candidates to be a useful metaphor.
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no fact of the matter as to what the correct answer is. If theories are constructed to
address such a question, there is no fact of the matter as to which theory is correct.
I will clarify each premise by means of a case study from the metaphysics of
personal identity. Sider (2001) argues for this sort of “no fact of the matter” thesis over
whether the correct theory of personal identity is the bodily or the psychological
continuity theory. He defends an instance of ST1 by arguing that there exist two
properties, namely being-a-bodily-continuous-person-like-entity and being-apsychologically-continuous-person-like-entity, both of which are candidates for the term
‘person’.164 Presumably, both of these candidate referents satisfy certain uncontroversial
platitudes involving the term ‘person’ (e.g. ‘There is a person currently sitting in my
chair’).165 Where these candidates differ is over certain unusual cases of the sort that are
discussed in science fiction stories and outlandish thought experiments. For instance, the
answer to the question ‘Can a person survive teleportation?’ turns on which of these two
candidates is meant; the answer is ‘no’ on the bodily continuity theory and ‘yes’ on the
psychological continuity theory.
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The existence of such properties should be uncontroversial for metaphysicians who
embrace an “abundant” conception of properties (Lewis 1983: 346). More austere
metaphysicians, on the other hand, may be skeptical, but perhaps they could regard these
properties as mere set-theoretic constructions (the existence of which is typically
uncontroversial) and allow such constructions to count as candidate referents. Sider
(2001: 2-8) discusses many different metaphysical frameworks, including both the
endurantist and perdurantist views of persistence through time, that can acknowledge the
existence of these two candidates.
165
Note that this requires not only the existence of the candidate referents (being-abodily-continuous-person-like-entity and being-a-psychologically-continuous-personlike-entity) but also enough “person-like” objects to instantiate them. Otherwise, such
platitudes would come out false, and as a consequence, the alleged candidates would fit
very poorly with usage. This purported example of indeterminacy is thus less likely to be
countenanced by those opposed to permissive ontologies.
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Next, Sider (2001: 9) argues, “neither bodily continuity nor psychological
continuity fits our talk of persons better than the other,” which can be interpreted as an
instance of ST2. He defends this by showing how both candidates yield the same answer
in typical cases, and in atypical cases, our intuitions are more or less split. Clearly
justifying such a claim requires an extensive survey of the many arguments, objections,
and responses on behalf of both of these theories, and only a philosopher who is highly
engaged with the relevant literature could be in a position to assert such a claim with any
confidence. Sider himself makes this assessment of equal fit-with-usage rather
tentatively, allowing for the possibility that “new theoretical distinctions will be made
that will make clear that one or the other competing sets of intuitions were confused, or
mislabeled” (Sider 2001: 10).
Sider also argues in favor of an instance of ST3, namely that both of the
candidates for ‘person’ are equally natural. According to Sider, “denying this would be
like saying that Victorian houses comprise a more natural kind than Tudors” (Sider 2001:
13).166 Neither property seems to be perfectly natural, nor to have a (much) more
complicated basis in the perfectly natural properties than the other. A thorough defense of
this premise would require at least sketching the canonical definitions of each, so that we
can confirm that neither is wildly disjunctive, complex, or arbitrary in a way the other
isn’t.167 In Chapters 7 and 8, I’ll give several such arguments for the equal naturalness of
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For what it’s worth, I happen to think this analogy is overstating it quite a bit, as it is
far from clear that the canonical definitions of both “person-like” properties will be as
close with respect to naturalness as the canonical definitions of two kinds of houses
would seem to be.
167
I think this point is worth emphasizing, since some properties may seem equally
natural until we look more closely at the details of their canonical definitions. For
instance, Dunaway and McPherson (2016: 652) claim that all the plausible candidates for
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various properties, which can then be used to argue for certain metaphilosophical theses,
including some regarding semantic indeterminacy.
To defend an instance of ST4, one would need to demonstrate that any candidate
for T other than P1, P2, …, Pn is “disqualified” on grounds of either fit-with-usage or
naturalness, in the sense of failing to achieve a high enough degree of one or both of
these features to be considered a good “competitor” in the fight for reference (i.e. a good
“balancer” of fit-with-usage and naturalness). If any other candidate P fits so poorly with
our usage of T so that, whatever its degree of naturalness, it strikes a very low balance of
fit-with-usage and naturalness, then it counts as disqualified in this sense. Similarly, if P
is so unnatural so that, however well it fits with our usage, it nevertheless strikes a very
low balance of both factors, then once again it’s disqualified. ST4 should be plausible
when P1, P2, …, Pn correspond to the most intuitive and systematic positions on the
relevant topic, so that any other position would either be relatively counterintuitive or
unsystematic (or both).
Premise ST5 is based on reference magnetism. If the referent of a term is the
candidate that best balances fit-with-usage and naturalness, then it’s plausible that
indeterminate reference between several candidates results when no single candidate
determinately strikes the best balance. This is not exactly trivial, since another option is

‘morally right’ have canonical definitions that seem roughly equally complex, but I
disagree. I think certain views in normative ethics, in particular monistic theories like
utilitarianism and contractualism, fare far better with respect to naturalness than highly
intuitive rivals like Ross-style (1930) pluralism. See §5.1.1 for a sketch of such an
argument. Also, see Chapters 7 and 8 for more general arguments that semantically vague
and pluralistic theories do worse on grounds of naturalness than their more precise and
monistic rivals. Finally, see Mokriski (2020a; 2020b) for a more extensive discussion of
the application to reference magnetism and naturalness to normative ethics.
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to hold the term to be semantically defective, referring to nothing at all, when there’s no
single best candidate.168 However, as Field (1973: 470) persuasively argues in the case of
‘mass’, taking T to be denotation-less rather than semantically indeterminate yields
implausible results concerning sentences whose truth-values do not turn on which equally
good candidate is meant. For instance, if we opted for failed reference rather than
indeterminacy, the intuitively true sentences ‘Persons exist’ and ‘There’s a person sitting
in my chair’ would come out false (or at least untrue).
The previous argument schema involves a relatively straightforward way in which
multiple candidates can achieve a roughly equal balance of fit-with-usage and
naturalness, namely by the candidates doing equally well with respect to both of these
factors. Now, I will consider a less straightforward way that indeterminacy could result.
Two candidates could tie for the greatest balance of fit-with-usage and naturalness if one
of them does best with respect to fit-with-usage and the other does best with respect to
naturalness. In other words, a conflict between these two metasemantic factors could
result in a failure for one candidate to clearly come out on top.
I will now put this reasoning more explicitly, in the form of another argument
schema for the semantic indeterminacy of T:
The Argument from Semantic Conflict
(SC1) The candidate referents for term T include both P1 and P2.169

168

If we took this approach, then The Argument from Semantic Ties could be used
instead to argue for an error theory, rather than semantic indeterminacy. See §3.1 for
other naturalness-based arguments for error theory.
169
For the sake of presentation, I chose to limit this argument schema to a situation in
which there are only two highest-scoring candidates, but it could be adjusted to
accommodate a situation with more than two, where some do better with respect to fitwith-usage and others are more natural, resulting in a more-than-two-way tie.
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(SC2) Candidate P1 achieves a higher degree of fit-with-usage than P2 by a factor
of F.
(SC3) Candidate P2 is more natural than P1 by a factor of F.
(SC4) No other candidate for T achieves as high a balance of fit-with-usage and
naturalness as P1 and P2.
(SC5) If there are two candidates for a term, where one achieves a greater degree
of fit-with-usage than the other by some factor and the other achieves a
greater degree of naturalness by the same factor, and no other candidate
achieves as high a balance as either of them, then that term is semantically
indeterminate between those two candidates.
(SC6) So, T is semantically indeterminate between P1 and P2.
Premises SC1, and SC4 are more or less the same as in the previous schema, so I will
skip over these and get straight to discussing the other premises.
To clarify the remaining premises, I will use as a case study the dispute over
mereological composition in the metaphysics of material objects.170 This is an ontological
dispute, since it concerns the conditions, if any, under which composite objects exist. I
choose this case as an example because Sider (2009: 386; 2011: 69) expresses an attitude
of openness to the possibility of the semantic indeterminacy of ‘exists’ due to the sort of
conflict between fit-with-usage and naturalness described above. Sider (2011: Ch. 13)
himself favors the highly austere ontological view, mereological nihilism, according to
which no composite objects exist at all, holding the candidate existencen (corresponding
to this view) to be the most natural candidate. However, he seems to acknowledge that
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See van Inwagen (1987) for an influential statement of the problem.
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the “common sense” view, according to which ordinary composite objects (tables, chairs,
people, etc.) exist but extraordinary ones (trout-turkeys, trogs, etc.) do not,171 is overall
more intuitive.172 In other words, Sider seems to endorse the claim that the candidate
existencec (corresponding to the “common sense” view) does better with respect to fitwith-usage, while existencen is more natural.
In order for Sider to truly be endorsing instances of SC2 and SC3, he would have
to claim that each of the two candidates does better than the other with respect to its
meaning-determining constraint (either fit-with-usage or naturalness) by the same factor
F. One might worry here that it’s incoherent to suppose that there’s a common measure
by which we can compare differences in fit-with-usage and naturalness so that each
candidate can defeat the other on one of the two standards by the same factor. However,
the very framework behind reference magnetism—that of a “balance” of fit-with-usage
and naturalness—already presupposes that degrees of fit-with-usage and naturalness are
comparable. After all, this framework somehow takes a degree of fit-with-usage and a
degree of naturalness and yields a degree of the balance between them. It presupposes
that some degree of fit-with-usage can outweigh some degree of naturalness and vice
versa, so there’s no reason to suppose that two such degrees can’t perfectly “cancel out”
instead.173

171

A “trout-turkey,” which comes from Lewis (1991: 7), is a mereological fusion of the
front half of a trout and the back half of a turkey. A “trog,” which comes from Korman
(2015: 2), is a mereological fusion of a tree trunk and a dog.
172
Korman (2015) gives one of the most systematic defenses of the “common sense”
view in the literature. He attempts to show that (i) the rivals to this view are all subject to
damning counterexamples, (ii) the attempts to downplay the counter-intuitiveness of
these rivals fail, and (iii) the arguments in favor of the rivals can all be resisted.
173
One potential worry is that if such degrees are infinitely divisible (or at least highly
divisible), then it may be overwhelmingly unlikely that they would ever be exactly equal
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To be fair, it is far from clear that Sider does in fact endorse the “by (the same)
factor F” component of instances of SC2 and SC3. After all, he seems to pin his hopes on
reference magnetism, hoping that the (alleged) superior naturalness of existencen
outweighs the superior fit-with-usage of existencec so that ‘exists’ determinately refers to
the former over the latter. Thus, he is likely sympathetic towards the idea that the factor
by which existencen wins on naturalness is greater than the factor by which existencec
wins on fit-with-usage. However, he is prepared to make his “Ontologese” move (2009:
412; 2011: §5.3), in which he proposes that we shift from speaking English to a language
just like English except where ‘exists’ expresses the most natural candidate, so he at least
acknowledges the possibility that reference magnetism fails in this case. Putting Sider’s
personal proclivities to the side, we can imagine someone endorsing the corresponding
instances of SC2 and SC3. Such a person would argue that existencen achieves a higher
degree of fit-with-usage and existencec achieves a higher degree of naturalness, but
neither of these victories is by a greater factor than the other.
As I just discussed, premises SC2 and SC3 imply that the differences between the
fit-with-usage and naturalness of candidates P1 and P2 cancel each other out. In other
words, this rules out both of the following situations: (i) P1 achieves much better fit-withusage than P2, so that while P2 is slightly more natural than P1, P1 still achieves the best

so that they would perfectly cancel out. By analogy, even when two people seem to be the
same height, it’s overwhelmingly likely that one person is in fact ever so slightly taller
when we examine them really closely (down to the last nanometer). However, I see no
reason why we should take such a strictly fine-grained view of the degrees that go into
the balance of fit-with-usage and naturalness. When we have two candidates that each
defeat the other by one of these standards, and it seems as though neither does so by a
factor that clearly outweighs the other, then it seems more reasonable to me to say that
these two candidates achieve an equal balance rather than that one has imperceptively
defeated the other.
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balance of both of factors, and (ii) P1 achieves slightly better fit-with-usage than P2, but
P2 is much more natural than P1, so that P2 achieves the better balance overall. Defending
this aspect of SC2 and SC3 seems difficult, since it’s unclear what the exact weight of
these two factors relative to each other is or should be.174 However, we might think that
in cases where neither the fit-with-usage of P1 nor the naturalness of P2 clearly or
decisively outweighs the other, a tie in the overall balance of both factors might be the
most plausible thing to accept.175
As I discussed in the previous section, a thorough defense of an instance of SC2
would require an extensive survey of the arguments, objections, and responses that show
that candidate P1 does better with respect to fit-with-usage than candidate P2. Likewise, a
thorough defense of an instance of SC3 would require a detailed look at the canonical
definitions of P1 and P2 and an argument that the former is more disjunctive, complex, or
arbitrary than the latter. Since I have nothing new to add on this point here, I will turn to
the final premise SC5.
Premise SC5, just like ST5 of the previous argument schema, is based on
reference magnetism. If the referent of a term is the candidate that best balances fit-with-
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Back in §2.1, I discuss the possibility that we may have to concede that ‘more natural
than’ is somewhat vague or semantically indeterminate, since there may be various
admissible precisifications for ‘more natural than’ corresponding to different ways to
weigh the factors that contribute to gerrymanderedness (length, miscellaneousness, etc.).
We may end up having to say the same thing about ‘reference’, countenancing various
admissible precisifications corresponding to different relative weights of fit-with-usage
and naturalness. I will discuss some implications of this sort of semantic indeterminacy in
Chapter 9.
175
As I mentioned in n. 173 above, the plausibility of such “ties” depends on how finegrained a view we take of the balance between fit-with-usage and naturalness. The more
fine-grained we go, the less plausible such ties are, in the same way that the more finegrained we go when measuring people’s height, the less likely it is for two people to
count as the same height.
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usage and naturalness, then when there is no single best candidate but instead two
candidates that achieve an equal balance (and no other candidate that achieves as good a
balance), we should say that the term is semantically indeterminate between them.
Furthermore, when one of these two candidates achieves a better degree of fit-with-usage
by some factor, and the other achieves a better degree of naturalness by the same factor,
then these two candidates achieve an equal balance of fit-with-usage and naturalness.
Thus, when all of the above obtains, the term is semantically indeterminate between these
two candidates.
I have so far surveyed two argument schemas for a thesis of semantic
indeterminacy based on considerations of naturalness. Now, I will very briefly survey
two arguments for semantic determinacy based on similar considerations. I will go into
less detail, since much of the discussion would be similar to the one above. In fact, the
two argument schemas I’ll be constructing can be seen as “responses” to the two above,
where a more-or-less opposite claim about naturalness will be invoked. The Argument
from Semantic Ties argues from equal fit-with-usage and equal naturalness to
indeterminacy, so the first argument schema for determinacy I’ll construct will argue
from equal fit-with-usage and unequal naturalness to determinacy. Similarly, the
Argument from Semantic Conflict argues from unequal fit-with-usage and unequal but
opposing naturalness to indeterminacy, so the second argument schema for determinacy
that I’ll construct will argue from unequal fit-with-usage and equal naturalness to
determinacy.
To see how claims about naturalness can support semantic determinacy, first note
that, if meaning were determined entirely by fit-with-usage, then a thesis of semantic
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indeterminacy about term T would be unavoidable in cases where there are multiple
candidates that are tied with respect to fit-with-usage. However, once naturalness enters
the picture through the metasemantics of reference magnetism, we have an additional
way to secure (moderately) determinate reference, namely by one (or a few) candidate(s)
being more natural than the rest. In fact, as I discussed in Chapter 2, the thesis of
reference magnetism was originated by Lewis (1983; 1984) as a response to certain
threats of indeterminacy, such as those in Putnam (1977) and Kripke (1982).
My first argument schema for the claim of semantic determinacy applies this line
of thought directly:
The Argument from Magnetic Determinacy
(MD1) The candidate referents for term T include P1, P2, …, Pn.
(MD2) Candidates P1, P2, …, Pn achieve a roughly equal degree of fit-with-usage.
(MD3) Of candidates P1, P2, …, Pn, candidate P1 is (decisively)176 the most
natural.177
(MD4) No other candidate for T achieves as high a balance of fit-with-usage and
naturalness as P1, P2, …, Pn.
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This qualification is meant to rule out that P1 is merely the most natural by a
negligible amount, which wouldn’t make enough of a difference in the balance of fitwith-usage and naturalness.
177
For simplicity, I am discussing cases of strict or perfect determinacy, where there is a
single candidate that comes out on top with respect to the metasemantic constraints
overall (in this case, due to one candidate being the most natural). This can be relaxed for
certain cases such as those involving semantic vagueness, where there is still some
remaining indeterminacy but only over borderline cases. To borrow a phrase from Sider,
this would be just a bit of indeterminacy “around the edges” (Sider 2011: 133). Lewis
himself, when he first invoked reference magnetism, only intended to limit indeterminacy
to “tolerable” levels, which still leaves room for semantic vagueness (Lewis 1984: 66).
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(MD5) If multiple candidates for a term achieve a roughly equal degree of fitwith-usage but one of them is (decisively) the most natural, and no other
candidate for that term achieves as high a balance as any of them, then the
term determinately refers to that most natural candidate.
(MD6) So, T determinately refers to P1.
Just because T determinately refers to P1, this does not mean that every sentence
involving T will have a determinate truth-value (even setting aside other sorts of
indeterminacy such as epistemic or ontological), since there still may be other
semantically indeterminate terms in those sentences. However, T will not be the one
responsible for any of these issues, and if T is the key theoretical term of some
philosophical domain, there will be a determinately correct theory about that domain (i.e.
the one consistent with T denoting P1).
Premises MD1 and MD4 are the same as the previous schemas, so I will only
discuss the other three premises here. Premise MD2 states that the candidates in question
achieve a roughly equal degree of fit-with-usage. Here, I include the term ‘roughly’ since
they need not be exactly equal in order for one of them to achieve the best balance due to
its (decisive) superior naturalness. For instance, suppose P1 and P2 achieve a roughly
equal degree of fit-with-usage but P2 does ever so slightly better. Still, if P1 is (decisively)
more natural than P2, then it’s plausible that P1 achieves the best balance of fit-with-usage
and naturalness, in spite of its slightly worse score on fit-with-usage.178 To defend an
instance of MD2, one would need to first narrow down the range of candidates to those
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Once again, the qualification ‘decisively’ implies that the degree to which P1 is more
natural than the rest is not so small as to be negligible.
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that fit reasonably well with our usage of T. This would exclude candidates that yield an
excessive number of counterexamples and other highly counter-intuitive consequences,179
unless of course our intuitions on the matter are already riddled with so many
inconsistencies, such that even the best fitting candidates are highly imperfect. Once we
narrow down the candidates for T in this way, we’ll be left with those that do roughly
equally well on fit-with-usage.
To then defend an instance of MD3, one would sketch the canonical definitions of
these candidates and compare them. If it can be demonstrated that exactly one of them
(decisively) surpasses the rest in terms of simplicity, non-arbitrariness, or any of the other
factors relevant to naturalness, then we have good reason to believe that it is (decisively)
more natural than the rest. In Chapters 7 and 8, I’ll do something like this when
discussing how semantic vagueness and pluralism in a theory relate to naturalness.
Finally, MD5 is based on reference magnetism. If there are several candidates that
are roughly tied for fit-with-usage (where ‘roughly’ in interpreted in the way I explained

179

This seems to assume that we can quantify the number of counterexamples that a
candidate, or a theory corresponding to that candidate, faces, but one might worry that
any theory that has one counterexample necessarily has infinitely many. After all, once
one admits that the Gettier (1963) cases are genuine counterexamples to the Justified
True Belief theory of knowledge, one must admit that such a theory faces infinitely many
counterexamples, since there are infinitely many ways to fill in the details of a
hypothetical case to yield such a counterexample. However, I think there is still an
intuitive way to quantify counterexamples to a theory by counting the types of
counterexamples (where, for example, all the Gettier counterexamples fall under the
same type). For instance, the moral theory of act utilitarianism faces infinitely many
(apparent) counterexamples of a certain type—cases in which it tells you to murder one
person to save five—but also infinitely many (apparent) counterexamples of a distinct
type—cases in which an agent fails to meet act utilitarianism’s excessive demands of
altruism and yet intuitively does nothing wrong. Thus, I think there’s an intuitive sense in
which act utilitarianism faces more counterexamples than a theory that faces
counterexamples of only one of these two types.
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above) and one of them is (decisively) the most natural, and no other candidate strikes as
good a balance as any of these, then that most natural candidate strikes the best balance.
Since the referent of a term is the candidate that strikes the best balance, then that most
natural candidate is the referent of the term in question. MD5 includes the added
clarification that in the case where there’s a single candidate that best balances our two
metasemantic factors (unlike the cases we’ve considered in the previous sections), T
secures determinate reference to that candidate.
Finally, we come to my last argument schema pertaining to the issue of semantic
indeterminacy. If the previous argument schema is an answer to, or the mirror image of,
my first argument schema for indeterminacy, then this next one is the answer to the
second. If one candidate referent P achieves the highest degree of fit-with-usage for some
term T, then the only way that T could fail to determinately refer to P is if there’s some
other highly natural (and moderately well-fitting) candidate that acts as a reference
magnet. So, in the absence of such an alternative, T determinately refers to P.
To put this reasoning more explicitly, here is another argument schema for
semantic determinacy:
The Argument from Uncontested Use
(UU1) The candidate referents for term T include P1, P2, …, Pn.
(UU2) Of candidates P1, P2, …, Pn, candidate P1 achieves the highest degree of
fit-with-usage.180
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As in the previous section, I will assume that there is a single candidate that achieves
the best balance (this time by best fitting our usage) so that perfect determinacy is
achieved. More realistically, there will typically be a narrow range of candidates that fit
better than the rest, yielding only a mild degree of indeterminacy, as in the case of
semantic vagueness.
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(UU3) Candidates P1, P2, …, Pn are roughly equally natural.
(UU4) No other candidate for T achieves as high a balance of fit-with-usage and
naturalness as P1, P2, …, Pn.
(UU5) If multiple candidates for a term are roughly equally natural but one of
them achieves the highest degree of fit-with-usage, and no other candidate
for that term achieves as high a balance as any of them, then the term
determinately refers to that candidate that achieves the highest degree of
fit-with-usage.
(UU6) So, T determinately refers to P1.
Premises UU1 and UU4 are the same as before, so I will just discuss and clarify the
others.
Schematic premise UU2 claims that, of a certain class of candidates—namely
those that are roughly equally natural according to UU3—candidate P1 achieves the
highest degree of fit-with-usage. There might be a candidate outside this class that fits
even better with our usage, but only by being extremely gerrymandered in such a way
that is tailored perfectly to our (sometimes) arbitrary intuitions.181 Thus, of the candidates
that are roughly tied for naturalness, P1 fits the best with our usage. Defending an
instance of UU2 is a tall order. As I discussed in previous sections, it essentially amounts
to doing first-order philosophy—or at least, that part of first-order philosophy that
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I have in mind those properties that correspond to “list-like” theories that I discussed
back in §3.3. For instance, consider the following theory in normative ethics: “An action
is morally right iff it is on the list of all and only the possible actions for which, if we
were to carefully consider each, we would have an intuition that it’s morally right.” Such
a theory, while achieving an extremely high (and possibly maximal) degree of fit-withusage, seems wildly gerrymandered. On this theory, the property being morally right
would seem to be quite unnatural.
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involves finding the theory that best conforms to our intuitions (or strongest convictions,
considered judgments, etc.).182 In other words, one would have to survey the many
arguments, objections, and responses that are relevant to the issue, and show how the
theory that assigns P to T is, on reflection, the most intuitive overall.
Premise UU3 states that all the candidates in question are roughly equally natural,
so there is no threat to P1 from any nearby reference magnets. Once again, I include the
word ‘roughly’ to imply that even if one member of this class is slightly more natural
than any other, it is only negligibly so, in such a way that its slight edge on naturalness is
not enough to outweigh the superior fit-with-usage of P1. To defend an instance of UU3,
one would need to survey these candidates, sketch their canonical definitions, and show
that none of them is decisively simpler, less arbitrary, etc.
Finally, premise UU5, just as before, is based on reference magnetism. If there are
several roughly equally natural candidates and one of them achieves the highest degree of
fit-with-usage, and no other candidate strikes as good as good a balance of fit-with-usage
and naturalness as any of them, then that best-fitting candidate is the one that achieves the
best balance overall. Since, according to reference magnetism, a term determinately
refers to the candidate that achieves the best balance (if such there be), it follows that the
term in this case determinately refers to this best fitting candidate. This may be seen as
the “ordinary” way of securing determinacy—there is one most charitable interpretation
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Another (more controversial) aspect of doing first-order philosophy involves
appealing to theoretical virtues like simplicity or other broadly theoretical considerations,
but it’s not clear that this has any relevance to fit-with-usage, unless our usage supports
the simplicity (or otherwise theoretical “virtuousness”) of the relevant phenomenon.
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(i.e. the one that assigns P1 to T) and no funny business from any spooky reference
magnets.

4.2 Verbal Disputes
The second semantic and metaphilosophical issue that I’ll be connecting to
naturalness is the phenomenon underlying “verbal disputes.” Characterizing verbal
disputes is no simple task, and there is a sprawling literature on the matter.183 The basic
idea is that some disputes seem to be over matters of fact (e.g. Person A: ‘The paper is
due on Thursday’; Person B: ‘No, it’s due on Friday’), while others seem to be over, or at
least a result of, matters of meaning (e.g. Person A: ‘There’s a Taco Bell next to the
bank’; Person B: ‘No, there’s nothing next to the bank apart from a couple of geese’).
Very clear cases of verbal disputes are easy enough to identify and subsequently avoid,
but many unclear cases arise in philosophy,184 and so a more explicit account of what it is
for a dispute to be verbal is needed before we can decide these cases.
It is very tempting to give something like the following simple account: a dispute
between parties A and B over the truth-value of sentence S is verbal iff S contains a term
T that means something different when uttered by A and B, and the truth-value of S turns
on this difference. Alternatively, one could give the account in terms of differing
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See James (1907), Hirsch (2005), Sidelle (2007), Chalmers (2011), Sider (2011: Ch.
4), Jackson (2014), and Vermeulen (2018).
184
Some philosophical disputes that are suspected of being verbal include disputes over
free will and epistemic justification (Chalmers 2011: 530-633) and disputes over the
existence of mereological fusions and temporal parts (Hirsch 2005).
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speaker’s meaning rather than word meaning.185 However, a very influential idea about
meaning from Tyler Burge (1979) makes trouble for these proposals and similar ones.
Burge’s insight is that meaning is not a private, personal matter; instead, what we mean
and what our words mean is (often) determined by patterns of usage in our wider
linguistic community, especially the usage of experts for technical terms. According to
this view, which is often called ‘social externalism’, no man is an island, semanticallyspeaking.186
Social externalism would seem to make verbal disputes impossible when the
disputants are part of the same linguistic community, at least if we maintain the simple
account above. After all, if parties A and B are having a dispute over a sentence involving
term T, but they are part of the same linguistic community, then the meaning of T in both
of their mouths (as well as their speaker’s meaning) is the same, as determined by the
dominant pattern of usage in their community. Hence, no such dispute can be verbal
according to the simple account in which verbalness requires that the disputants mean
different things. This is a big problem insofar as some paradigm cases, or at least some
very intuitive cases, of verbal disputes can occur between members of the same linguistic
community. To borrow an example from Bennett (2009: 13), imagine a dispute between a
“purist” and a sorority girl about whether there’s a martini on the table in front of them,
when it’s an alcoholic drink in a V-shaped glass, though not one made of gin or vodka
and dry vermouth. The purist says “No,” while the sorority girl says “Yes.” This seems
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This distinction comes from Grice (1957; 1968; 1969), though the distinction need not
be drawn the way he does it. See Vermeulen (2018) for an account of verbal disputes
based on this distinction.
186
Kripke (1982) raises similar concerns. Likewise, Putnam (1973: 704) discusses the
“division of linguistic labor.”
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very clearly like a verbal dispute, even if the purist and sorority girl are members of the
same linguistic community. Intuitive examples like these show that we must revise the
simple account in light of Burge’s insight.
This is exactly what Hirsch (2005) does. He asks us to imagine alternative
possible languages corresponding to different hypothetical linguistic communities whose
patterns of usage of the term in question align with each party in the dispute. Then, his
“general characterization of a verbal dispute is one in which the controversial sentences
are most plausibly interpreted as having different truth conditions in the different
languages associated with the contending positions…” (Hirsch 2005: 72). So, borrowing
this strategy from Hirsch, let us say that a dispute between A and B over a sentence S is
verbal iff for some term T in S, T means something different in CA and CB, where CA and
CB are hypothetical linguistic communities whose patterns of usage of T are the same as
those of parties A and B respectively, and the truth-value of S turns on this difference.187
This account captures a very broad and intuitive sense of ‘verbal dispute’. It is
consistent with Burge’s insight, since the term T may (and probably does) mean the same
thing as uttered by both A and B if they are part of the same linguistic community and
hence speaking the same public language. Thus one of them might be uniquely correct.188
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I choose to characterize verbal disputes in general, rather than distinguishing merely
verbal disputes, where there is total agreement on all the relevant non-semantic facts,
from partially verbal disputes, where there is still some residual disagreement over nonsemantic facts. I am less concerned about this latter distinction in this dissertation.
188
Bennett’s (2009: 13) “martini” dispute that I discussed above seems like a compelling
example of such a case. It’s still a verbal dispute, despite the fact that the purist is
arguably correct. To use a more controversial example, Hirsch (2005) argues that
ontological disputes over the existence of arbitrary mereological fusions and temporal
parts are verbal, despite the fact that (according to him), the so-called “common sense”
position (which denies such things) is correct.
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This account is also consistent with a total rejection of social externalism, or a weakening
of its scope, since if T actually means something different for A and B, despite their
being part of the same community, clearly T will likewise mean something different in
CA and CB. Finally, the account also covers disputes that are verbal according to
Chalmers’s (2011: 522) metalinguistic account, namely those disputes that arise in virtue
of a disagreement over the meaning of words. Clearly if parties A and B disagree over the
meaning of T, and this is responsible for (at least some part of) the original dispute, their
usages will (typically)189 be different, and T will mean something different in CA and CB.
With this account of verbal dispute in hand, I will show how naturalness bears on
this issue. I will construct two argument schemas, one for the schematic conclusion that a
dispute between parties A and B involving term T is verbal and one for its negation.
Since the account of verbal dispute is stated in terms of the meaning of term T in some
linguistic community, clearly reference magnetism will make naturalness relevant to this
issue.
Let us assume that parties A and B are having a persisting dispute involving term
T. Then, their patterns of usage of T must be distinct, since there’s a dispute, but also
somewhat similar, since the dispute is persisting. If their usages were totally different—
if, for example, A were using the term ‘morally right’ as a name for Ted Sider, while B
were using it to apply to all and only red chairs—then the dispute wouldn’t persist at
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Slight caveat: there may be some cases in which two speakers disagree about the
meaning of a term but this has little to no effect on their dispositions to apply the term.
For instance, if Person A thinks ‘triangle’ means three-sided figure, while Person B
thinks it means three-angled figure, they’ll still apply the term to all the same actual and
possible things. In such a case, it’s unclear whether we should consider their usage the
same or different (since they’ll only disagree over sentences in which the term is
mentioned rather than used).
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all.190 Given this situation involving similar but distinct usages of T, similar but distinct
properties PA and PB achieve the highest degree of fit-with-usage of term T in linguistic
communities CA and CB respectively. However, given that meaning is not only a function
of usage, this is not enough to guarantee that T means something different in CA and CB.
Whether or not this dispute is verbal turns on whether or not there is a reference magnet
(i.e. a relatively natural property) in the vicinity of both communities’ usages.
This first argument schema, for the verbalness of a dispute, answers this question
in the negative, claiming there is no such reference magnet:
The Argument from Unmagnetic Divergence
(UD1) There is no single, highly natural property that achieves a reasonably high
degree of fit-with-usage of T in both CA and CB.
(UD2) If there is no single such property, then distinct properties achieve the best
balance of fit-with-usage of T and naturalness in CA and CB.
(UD3) If distinct properties achieve the best balance of fit-with-usage of T and
naturalness in CA and CB, then T means something different in CA and CB.
(UD4) If T means something different in CA and CB, then the dispute between A
and B involving T is verbal.
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There may be some disputes in which the parties’ usages are very different and yet the
dispute continues to persist. For instance, consider the dispute between an act utilitarian
and a moral nihilist (or error theorist). The former applies the term ‘wrong’ to actions that
fail to maximize utility, while the latter applies it to no actions whatsoever. However,
even with such stark differences in their dispositions to apply the term, there are still
aspects of their usage that are similar. For instance, both would probably assent to
conditionals like, “If someone knowingly does something wrong, then they are
blameworthy,” or “If something is wrong, then that gives us a reason to not do it.” After
all, there is a reason why such disputants are at least prima facie regarded as discussing
the same subject matter in spite of their quite different verdicts about cases.
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(UD5) So, the dispute between A and B involving T is verbal.
Just because the dispute between A and B involving T is verbal doesn’t mean that there
isn’t a correct answer, since one of their usages may be more aligned with the dominant
pattern of usage in their shared linguistic community. Likewise, there may be some
nearby non-verbal disputes tied up with this verbal one, so upon discovering that this
particular dispute is verbal, there’s no guarantee that A and B have nothing left to argue
about. Still, if this dispute is verbal, discovering this can help them decide how to move
forward, so the truth of an instance of UD5 is no insignificant matter.
Before I discuss the key naturalness premise, UD1, let me first clarify the
remaining ones. In premises UD1 and UD2, I am using the term ‘reasonably’ in a very
specific sense: the properties that achieve a reasonably high degree of fit-with-usage of T
are those properties for which, if any one of them were highly natural relative to the rest,
the strength of its reference magnetism would be able to overcome any slight mismatch
with usage and it would be the referent of T. On the other hand, if a property does not
achieve a reasonably high degree of fit-with-usage, then however natural it is, its
naturalness cannot outweigh its poor fit-with-usage. Given this understanding, UD2 is
more or less trivial. Even if there were a highly natural candidate somewhere nearby, its
superior naturalness would be outweighed by its poor fit-with-usage if it falls outside the
set of reasonably well-fitting candidates. Hence, without a reference magnet that fits
reasonably well for both, distinct properties PA and PB would achieve the best balance of
fit-with-usage and naturalness for CA and CB respectively. Premises UD3 and UD4
follow straightforwardly from reference magnetism and the account of verbal disputes
respectively, so I will move on to discussing UD1.
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UD1 denies the existence of a single, highly natural property that achieves a
reasonably high degree of fit-with-usage of T in both CA and CB. In other words, out of
all the candidate referents for T that score high enough on fit-with-usage so that they
stand a chance of being T’s actual referent in both CA and CB if only they got a bit of help
from reference magnetism, none of them in fact does get this help. They are all roughly
equally natural and hence not (decisively) more natural than PA and PB, the best-fitting
candidates for CA and CB respectively.191 One way of defending an instance of UD1
would be to sketch the canonical definitions of both PA and PB and then show that any
attempt at finding a simpler or less arbitrary property than either of these would stray too
far from one of the communities’ usages.192 For instance, suppose T is ‘morally right’ and
PA is the property being an action that promotes human flourishing (giving priority to
one’s nearest and dearest) without disrespecting persons. We might notice that a
property like being an action that maximizes overall happiness has a much simpler
canonical definition but fails to fit well enough—in this case, what we’ve been calling
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Likewise, in such a case, we know PA and PB are roughly equally natural. Otherwise, if
one were more natural, it would be the sort of property whose existence we’re denying,
namely a uniquely most natural property that fits reasonably well with usage of T in both
CA and CB. After all, due to the similarity of PA and PB, each fits reasonably well with the
usage of T in the opposite side’s linguistic community.
192
There’s a lingering epistemic worry that it is simply impossible to tell whether a very
natural candidate fits too poorly with our usage to best balance fit-with-usage and
naturalness. This is based on the general worry that we have no clear criteria to decide
when some degree of naturalness can outweigh some degree of fit-with-usage or vice
versa. This may lead some to adopt a skeptical attitude towards all (or most) instances of
the argument schemas I’m constructing; after all, we may never be in a position to judge
when an instance is actually sound. I will discuss these sorts of reference magnetismbased epistemic worries in greater detail in Chapter 5. For now, I will simply say that
hopefully there will be enough clear cases of fit-with-usage outweighing naturalness (or
vice versa) from which we can extract a general sense of how much relative weight such
considerations deserve in metasemantics.
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‘reasonably well’—to achieve the best balance of fit-with-usage and naturalness in CA.
Even if this weren’t true—even if this latter property did fit reasonably well with usage of
T in CA—it might not fit well enough with the usage of T in CB. If so, then distinct
properties would achieve the best balance for these two hypothetic communities and the
dispute would come out verbal.
Here we come to my final argument schema in this chapter. Just as one can argue
from one naturalness claim to the verbalness of a dispute, one can also argue from a
different naturalness claim to the non-verbalness of a dispute. Let us again assume that A
and B are having a persisting dispute involving term T, and there are no other
problematic terms involved in the dispute. Then, since they are disputing, distinct
properties PA and PB best fit the usage of T in CA and CB. This time, however, there is a
uniquely most natural property PN in the vicinity. Reference magnetism secures shared
reference of T to PN in CA and CB, and the dispute between A and B is non-verbal.
Here is the final argument schema of this chapter, this time against the verbalness
of a dispute based on the presence of a reference magnet:
The Argument from Magnetic Convergence
(MC1) There is a single, highly natural property PN that achieves a reasonably
high degree of fit-with-usage of T in both CA and CB.
(MC2) If there is a single highly natural property PN that achieves a reasonably
high degree of fit-with-usage of T in both CA and CB, then PN achieves the
best balance of fit-with-usage of T and naturalness in both CA and CB.
(MC3) If PN achieves the best balance of fit-with-usage of T and naturalness in
both CA and CB, then T means the same thing in both CA and CB.
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(MC4) If T means the same thing in both CA and CB, then the dispute between A
and B involving T is non-verbal.
(MC5) So, the dispute between A and B involving T is non-verbal.
Given the same understanding of ‘reasonably’ that I explained in the previous section,
MC2 is trivial. As long as PN fits reasonably well with usage of T in both communities,
its high degree of naturalness (relative to the rest) will outweigh any slight mismatch with
usage and consequently it will achieve the best balance in both communities.193 MC3 and
MC4 again follow straightforwardly from reference magnetism and our account of verbal
disputes. Finally, I’ll discuss MC1 by means of a case study from ethics.
As I’ve discussed previously in this dissertation, the Moral Twin Earth challenge
in metaethics raises the issue of how to account for the possibility of genuine, non-verbal
disagreement between parties whose usage of a moral term like ‘morally right’ is
somewhat distinct.194 For instance, if A is a committed deontologist, so that PA is a
“deontological” property (e.g. being an action that respects autonomy), and B is a
committed consequentialist, so that PB is a “consequentialist” property (e.g. being an
action that promotes well-being), then how could it be that T means the same thing in
both CA (our community of English speakers on Earth, let’s say) and CB (the TwinEnglish speakers on Twin Earth)? The response that some metaethicists have proposed is
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If PN were merely slightly more natural than other nearby candidates, then it would not
be trivial that its superior naturalness outweighs any mismatch with usage for both
communities. After all, there could be a slightly less natural candidate PF that fits
perfectly well with the usage in one community, in which case PN would likely not best
balance fit-with-usage and naturalness in that community due to the fact that its slight
superior naturalness cannot outweigh its inferior fit relative to PF. Hence PN must be
highly natural relative to the rest of the candidates for MC2 to be trivial.
194
See Horgan and Timmons (1991) for the Moral Twin Earth challenge.
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essentially an instance of MC1.195 They’ve argued that there is (or at least could be) a
highly natural property PN in the vicinity whose relatively high degree naturalness
secures shared reference of T for speakers in CA and CB. Obviously, whether such a
response works depends on the details, such as what the canonical definition of PN looks
like relative to other candidates and whether PN indeed fits reasonably well with the
usage of T in both CA and CB. In Part III of this dissertation, I’ll make the case that this
puts some limits on what sort of properties PN could be and consequently what sort of
philosophical theories can be correct in situations where the corresponding dispute is
non-verbal.

4.3 Chapter Summary: Naturalness in the Semantics of Philosophy
In this chapter, I’ve discussed two semantic issues that arise in metaphilosophy,
on which considerations of naturalness bear. The first is the issue of semantic
indeterminacy, where there is no fact of the matter over the correct answer to some
question due to there being some term with multiple candidates that do equally well
overall with respect to the metasemantic, reference-fixing factors. This can be either
because there are multiple equally natural and equally well-fitting candidates, or else
because there is a conflict between the superior naturalness of some candidate(s) and the
superior fit-with-usage of some other(s). The second issue is that of a dispute between
two parties being verbal, since the problematic term has different meanings in the
hypothetical linguistic communities corresponding to each party’s usage. One

195

See van Roojen (2006), Edwards (2013), and Dunaway and McPherson (2016) for this
response to the Moral Twin Earth challenge based on reference magnetism.
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naturalness-based way for this to occur is for there to be no reference magnet that fits
closely enough with both party’s usages.
These issues cannot be settled by considerations of naturalness alone, as the
arguments I’ve discussed contain premises about fit-with-usage. Defending these requires
extensive work in the relevant first-order philosophical field that I cannot hope to
accomplish in this dissertation. However, in Part III, I’ll give some arguments that
contribute to defending instances of the naturalness premises in certain cases.
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Chapter 5: Naturalness in the Epistemology of Philosophy
In this chapter, I will discuss several ways in which naturalness bears on the
epistemology of philosophy. Given the role that naturalness plays in reference-fixing,
according to the doctrine of reference magnetism, naturalness is connected to truth in
such a way that makes it a truth-conducive, and hence epistemically relevant,
consideration in theory-choice. Thus the appeal to naturalness deserves to be explicitly
acknowledged as an essential part of philosophical methodology, insofar as philosophical
terms (purport to) carve reality at its joints.
The connections between naturalness and epistemic issues that I’ll defend in this
chapter are the following. First, when reference magnetism is operative in some domain,
there are at least three theoretical virtues that can serve as guides to the truth in that
domain, namely (a certain sort of) simplicity, non-arbitrariness, and unification. Second,
the strength of certain styles of arguments, namely analogical and arbitrariness
arguments, depends on the naturalness of the properties whose instantiation they concern.
Third, if we lack the knowledge about which of certain properties is the most natural, this
can result in our inability to know which of several philosophical theories is true.
My plan for the chapter is as follows. In §5.1, I will discuss three theoretical
virtues that should be given (additional) epistemic weight given reference magnetism. In
§5.2, I will discuss how the appeal to unnaturalness—in other words, the admission that
some property is not reasonably natural—can be used to resist analogical and
arbitrariness arguments. Finally, in §5.3, in contrast to the previous considerations, all of
which seem to help us make at least some progress in resolving philosophical disputes, I
will discuss a way in which naturalness may be an obstacle to philosophical knowledge.
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In particular, if our knowledge of the naturalness facts is not as secure as we might hope,
then reference magnetism or other naturalness considerations may lead to a debilitating
form of skepticism; if we have no way of knowing what the most natural candidate for
some term T is, then we may have no way of knowing what the true theory is of the
domain whose key theoretical term is T (or knowing things that depend on what exactly
the true theory is). For each of these epistemic issues, I will construct an argument
schema, using case studies from philosophy to show how instances of these schemas
might be defended. As always, I will save a more thorough defense of actual instances for
Part III of this dissertation.

5.1 Theoretical Virtues
According to Sider (2001: 199), “the very theoretical grounds philosophers use to
decide which theory to believe—simplicity, comprehensiveness and the like—are
constitutive of which theory provides a candidate that has a more natural basis in the
perfectly natural properties and relations.” As I interpret it, the idea is that what it is for a
phenomenon X to be more natural is for X’s canonical definition to have certain virtues
such as simplicity, non-arbitrariness, etc. to a greater degree, and so it is no surprise that
we evaluate theories of X by appealing to such virtues, at least on the assumption that we
should favor theories of X according to which X is more natural. And the thesis of
reference magnetism supports this latter assumption, since (other things being equal)
more natural properties are more likely to be the referent of ‘X’.
In this section, I’ll take a close look at this alleged relationship between
naturalness and theoretical virtues. There are at least three theoretical virtues that seem to
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be connected to naturalness and hence whose relative epistemic weight is tied to truth of
reference magnetism: (a certain sort of) simplicity, non-arbitrariness, and unification.
Given that these considerations often pull in the opposite direction as conservatism, or fit
with the data, which I’ll assume (somewhat controversially) consists in (or at least
includes) our intuitions, reference magnetism entails that we ought to give these virtues
some epistemic weight along with conservatism. That is, once we admit that both charity
and eligibility play a role in determining our reference, rather than just charity, we need
to acknowledge that charity is not the end-all-be-all of theory-choice and that eligibility
as well as the theoretical virtues connected to it need to be taken seriously. Exactly how
much weight eligibility deserves is an open question, but given that there are those who
doubt whether theoretical considerations such as simplicity deserve any epistemic weight
in philosophical methodology,196 the conclusion that they deserve some is already a
significant result.

5.1.1 Simplicity
The first theoretical virtue that naturalness is connected to is a certain sort of
simplicity often called ‘elegance’, which is a measure of the number and syntactic
complexity of a theory’s basic principles.197 A theory is more elegant to the extent that it
has fewer or more syntactically concise basic principles.198 To see the connection
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For instance, see Huemer (2009) and Willard (2014) for such doubts, and see Brenner
(2017) and Bradley (2018) for responses. However, it is worth noting that the virtues
these authors discuss are not necessarily the same as those I discuss in this chapter.
197
Weatherson (2003b: 7) and Williams (2007: 371) discuss the relationship between this
sort of simplicity as a consideration in theory-choice and naturalness.
198
These factors may trade off, as when one theory has fewer but more “cobbledtogether” basic principles than a rival theory. There is a well-known difficulty of
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between elegance and naturalness, recall that one property P is more natural than another
P¢ to the extent that P has a less gerrymandered canonical definition than P¢. Factors that
contribute to gerrymanderedness include syntactical features such as length (e.g. number
of connectives), as well as disjunctiveness and extrinsicness.199 When a theory of some
phenomenon is reductive, in the sense of expressing (or entailing) a property identity
between the target property (i.e. the property the theory is analyzing) and some
(typically)200 non-fundamental property—for instance, a moral theory according to which
the property being morally right is identified with the (non-fundamental) property being
an action that maximizes overall happiness—then the elegance of the theory directly
corresponds to the comparative naturalness of the latter property.201 However, when the

determining the proper balance of different factors in theory-choice, and so it should be
no surprise that there may be some indeterminacy over which of two theories is more
elegant.
199
That the disjunctiveness of a property can in some sense be measured syntactically is
obvious, namely the extent to which its canonical definition is phrased in terms of
disjunction. That the extrinsicness of a property can also be so measured is less obvious
but still plausible. A property is extrinsic if its canonical definition is phrased in terms of
quantification and relations in a certain way. The canonical definition of a typical
extrinsic property P is plausibly of the following form: “x is P = there is a y such that x
bears R to y”. For instance, consider the following definition of the extrinsic property
being a spouse: “x is a spouse = there is a person to whom x is married.” Such a
definition could be turned into a canonical definition by replacing each term in the
definiens (e.g. ‘person’, ‘married’, etc.) with its own canonical definition.
200
The target property is typically identified with a non-fundamental property, since a
theory that identifies the target property with a fundamental one is typically
uninformative. For instance, suppose someone thinks being morally right is fundamental
and offers the following allegedly reductive theory: the target property being morally
right is identical to the fundamental property being morally right. Such a “theory” tells us
virtually nothing about moral rightness, unlike one that identifies being morally right
with a non-fundamental property like being an action that maximizes overall happiness.
However, I say ‘typically’ rather than ‘always’, since in §5.1.3 I will bring up an
exception, namely an example of a reductive theory that identifies the target property
with a fundamental one. See n. 211 for more explanation.
201
A reductive theory could take the form, “Property P is identical to property P¢,” in
which case the theory straightforwardly expresses a property identity. Alternatively, a
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theory is non-reductive—that is, when instead of expressing a property identity it merely
expresses a necessary connection between a fundamental property and the nonfundamental property on which it supervenes202—then it is less clear whether there is a
connection between the elegance of the theory and the naturalness of the latter property.
After all, if a property is fundamental and hence perfectly natural,203 then its naturalness
is not at all affected by the complexity of the property on which it (allegedly) supervenes.
That is not to say that the elegance of such fundamental theories has no epistemic import,
but only that it’s not clear that there’s an argument for it based on naturalness. For this
reason, I will focus only on reductive theories in this section.
I will here construct an argument schema for the schematic conclusion that the
more elegant reductive theory T1 is more likely to be true and should be preferred over
the less elegant reductive theory T2, other things being equal. For a reductive theory of a
property P (e.g. being morally right) that identifies P with a non-fundamental property Pa
(e.g. being an action that maximizes utility), let us call Pa the ‘analysans property’ of that
theory. Here is the argument schema:
The Argument from Natural Elegance
(NE1) Reductive theory T1 is more elegant than reductive theory T2.

reductive theory could take the form, “An object is F if and only if it 𝜙s,” where there is
an implicit assumption that to be F just is to 𝜙, so that the theory (along with the implicit
assumption) entails this property identity (i.e. being F = 𝜙ing).
202
A paradigm case of such a view is non-naturalistic realism (or “robust” realism) in
metaethics. See Moore (1903), Enoch (2011), and Parfit (2011). On such a view, the
property of, say, being morally right is fundamental and hence perfectly natural, despite
the fact that it supervenes on a non-fundamental naturalistic property (the sort of property
in principle investigable by natural science, e.g. being an action that maximizes overall
happiness).
203
See §2.2 for a defense of the identification of perfect naturalness with fundamentality
(although it is more or less stipulative on my account of naturalness).
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(NE2) If a reductive theory is more elegant than another, then the former’s
analysans property is more natural than that of the latter.
(NE3) A reductive theory is more likely to be true and should be preferred, other
things being equal, if its analysans property is more natural.
(NE4) So, reductive theory T1 is more likely to be true and should be preferred
over T2, other things being equal.
This argument schema is compatible with elegance playing merely a tie-breaking role in
theory-choice, privileging one theory over another that is otherwise equivalent with
respect to other considerations. However, given that, according to reference magnetism,
naturalness can sometimes trump fit-with-usage in addition to serving as a metasemantic
tie-breaker, considerations of elegance can also similarly override conservatism, rather
than merely break ties between equally charitable theories. A more thorough defense of
the epistemic import of elegance, including, in particular, an account of when it should
override conservatism, would require a thorough investigation of the relative weight of
eligibility versus charity in metasemantics, which is beyond the scope of this dissertation.
To clarify schematic premise NE1 and show how an instance might be defended, I
will use as a case study the dispute between an act utilitarian and a Ross-style pluralist in
normative ethics.204 I will assume that both theorists in question are reductive naturalists
in metaethics, holding that the property of being morally wrong is identical to a
naturalistic property.205 According to the act utilitarian theory, an action is morally wrong
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See Singer (1972) and Smart (1973) for defenses of act utilitarianism. See Ross (1930)
for the locus classicus of Ross-style pluralism, and see Audi (2004) for a contemporary
defense.
205
This is almost certainly not Ross’s (1930) actual metaethical view, as he is typically
characterized as a non-naturalist (Stratton-Lake 2002: xi). However, some of the things
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if and only if it fails to lead to as much overall well-being as some possible alternative.
Hence according to our reductive act utilitarian, the property being morally wrong is
identified with something like the following analysans property:
[PAU] being an action that fails to lead to as much overall well-being as some
possible alternative
To get a firmer grasp of the comparative naturalness of this property, we’d need an
account of well-being, but the above level of specificity should suffice for my purposes.
According to Ross-style pluralism, on the other hand, an action is morally wrong
if and only if it is prohibited by the balance of pro tanto (or defeasible) duties, of which
there is an irreducible plurality (e.g. to not harm, to keep one’s promises, etc.). Given the
non-absolutist nature of this view (i.e. it’s not always wrong to violate a pro tanto duty),
most pro tanto duties are associated with a number of exceptions—cases where an act
can fail to conform to the duty without being wrong—which are explained by the
presence of a stronger (in that case) pro tanto duty (as when, e.g. the only way to save
someone from severe distress involves breaking a promise). Hence, on our reductive
Ross-style pluralist’s view, the property of being morally wrong is identified with
something like the following analysans property:

he says on the matter, such as “that ‘right’ is an irreducible notion” (Ross 1930: 12), are
actually compatible with synthetic versions of ethical naturalism, which were not
discussed until decades later (e.g. Boyd 1988). On this latter sort of view, moral terms
and concepts are indefinable, not synonymous with any non-moral expressions, and yet
moral properties, which are the referents of these terms and concepts, are nevertheless
identical with, and hence reducible to, naturalistic properties. Whether he would have
held such a view is irrelevant to my point in this section, as we can simply imagine a
reductive naturalist with Ross’s first-order ethical view.
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[PRP] being an action that is {[W1 and not (E1,1 or E1,2 or … or E1,k)] or [W2 and
not (E2,1 or E2,2 or … or E2,h)] or … or [Wn and not (En,1 or En,2 or … or
En,m)]}
where each Wi is a wrong-making feature corresponding to a pro tanto duty and each Ei,j
is the jth exception to the ith wrong-making feature. For instance, W2 might be breaking a
promise and E2,3 might be saving someone from severe distress. Again, for a more
precise account of this property’s comparative naturalness, we’d need to look closely at
the properties that figure in all of the wrong-making features and exceptions, but this
description should suffice here.
It should be quite clear that the act utilitarian theory is far more elegant than the
Ross-style pluralist theory. Even without filling in more details, it is obvious that the
latter’s basic principles (which state the many pro tanto duties) are more numerous and
syntactically complex. Each basic principle on its own (e.g. “It is morally wrong to fail to
keep your promises unless...or…or…”) is highly disjunctive and when combined into one
large principle, as when expressing the property-identity, it is even more disjunctive.
Thus, this instance of NE1 seems quite difficult to resist.
In light of this case study, we can now also see why NE2 is plausible. In the case
of reductive theories such as these, which express (or entail) property-identities, the
elegance of the theory is directly proportional to the comparative naturalness of its
analysans property. As the reductive theory of moral wrongness is made syntactically
more complex, so is the canonical definition of the analysans property identified with
being morally wrong. Given that the comparative naturalness of a property is a function
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of its syntactic complexity in the canonical language, more elegant reductive theories
correspond to more natural analysans properties.
The final premise NE3 in our schematic argument says that a reductive theory is
more likely to be true and should be preferred, other things being equal, to the extent that
its analysans property is more natural. This is a consequence of reference magnetism,
according to which the referent of a predicate is the property that best balances fit-withusage and naturalness. Other things being equal (including fit-with-usage), a property P is
more likely to be the actual referent of a term T than a property P¢ if P is more natural
than P¢. And since the true reductive theory with key term T (e.g. ‘morally right’) is the
one that is consistent with T denoting its actual referent, or the analysans property that
makes the property-identity statement true, it follows that the theory that is consistent
with T denoting the more natural analysans property P rather than the less natural one P¢
is more likely to be true, other things being equal. Thus, the more natural the analysans
property of a theory is, the more likely that theory is to be true, other things being
equal.206
We shouldn’t overstate the methodological impact of this schematic argument, or
its ability to settle disputes, since it is rarely the case that two theorists will agree that
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One might complain that premise NE3 entails that a bizarre “negative charge” theory
of morality (i.e. “An action is morally wrong if and only if it has negative charge”) is
more likely to be true, other things being equal, than much more plausible ones, since the
property being negatively charged is far more natural than the analysans properties
corresponding to typical reductive moral theories. However, I think this consequence is
fine since we all recognize that other things are obviously extremely far from being equal.
The property being negatively charged fits so poorly with our usage of ‘morally wrong’
that it is nowhere near being a candidate referent for that term. Thus I think the counterintuitiveness of this consequence can be attributed to the fact that we would never
seriously entertain such a theory.
144

other things are indeed equal, even if they do happen to agree to the difference in
elegance between their two theories. On the contrary, the Ross-style pluralist, for
instance, will likely boast that her theory far surpasses that of the act utilitarian on
grounds of charity or conservativeness, and this more than makes up for the loss in
elegance. However, as theory-choice is a complicated procedure of weighing and
balancing many different factors, considerations of elegance can certainly make a
difference. The naturalness enthusiast, armed with my schematic argument, can defend
(and indeed explain) the claim that elegance matters with respect to what we should
believe against the skeptic who doubts this.

5.1.2 Non-Arbitrariness
The second theoretical virtue connected to naturalness is non-arbitrariness, which
is sometimes taken to be a component of other aesthetic virtues such as internal
coherence, non-ad hoc-ness, beauty, or symmetry (Keas 2017). However, I will choose to
speak about non-arbitrariness itself, rather than these other virtues, since the former’s
connection to naturalness is the clearest. A theory is more arbitrary to the extent that it
makes more arbitrary choices or distinctions. A choice is arbitrary when some option is
selected from a number of very similar options without any explanation for why that
option is selected over its rivals. For instance, a moral theory that entails it is wrong to
kill one person to save five lives but not wrong to kill one person to save six lives, where
there is no explanation of this difference, makes an arbitrary choice. A distinction is
arbitrary when it groups together items that are not very similar or distinguishes items
that are very similar. For instance, a moral theory that entails that it’s wrong to kill by
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pulling a trigger but not wrong to kill by pulling a lever, when the circumstances are
otherwise very similar, makes an arbitrary distinction.
I will now construct an argument schema for the conclusion that one theory
should be preferred over another due to its being less arbitrary. Once again, we will
restrict our attention to reductive theories that express (or entail) property-identities.
Here is the schema:
The Argument from Natural Non-Arbitrariness
(NA1) Reductive theory T1 is less arbitrary than reductive theory T2 without
being much more complex.
(NA2) If one reductive theory is less arbitrary than another without being much
more complex, then the former’s analysans property is more natural than
that of the latter.
(NA3) A theory is more likely to be true and should be preferred, other things
being equal, to the extent that its analysans property is more natural.
(NA4) So, reductive theory T1 is more likely to be true and should be preferred
over T2, other things being equal.
Premise NA3 is identical to premise NE3 from the previous section, so I won’t spend any
more time in this section defending it. As in the previous section, this argument applies
only to reductive theories, since non-reductive theories concern the application of a
fundamental property, and thus the property’s naturalness is already settled (i.e. it’s
perfectly natural), no matter the content of the theory.
To clarify NA1, I will once again defend an instance of it from normative ethics.
Consider the difference between the theory of maximizing act consequentialism, which

146

holds that an action is morally right if and only if it leads to the maximum (possible)
amount of good, and satisficing act consequentialism, which holds that an action is
morally right if and only if it leads to a sufficiently large (possible) amount of good (Slote
and Pettit 1984). For convenience, I’ll henceforth say that these theories say that it’s
morally right to maximize and satisfice the good respectively. According to the reductive
versions of such theories, the property being morally right is identified with the analysans
properties being an action that maximizes the good and being an action that satisfices the
good respectively.
I think it is clear that maximizing act consequentialism is less arbitrary than its
satisficing rival without being more complex. After all, the “satisficing” component of
the latter theory is far more arbitrary than maximization. There are many different
possible amounts of good that can be produced in any situation, and the satisficing theory
must make an arbitrary choice as to which of these is enough to count as satisficing.
Upon making this choice, the proponent of the satisficing theory will face many awkward
questions—questions asking for an explanation where there is none to be given. If
producing quantity Q of good is just enough to count as satisficing, why not quantity Q +
k or Q – k (where k is some small amount of good)? What is it about quantity Q versus
quantity Q – k that can make the difference between an action being right and not being
right?207 Perhaps the proponent of satisficing will have an answer, in which case, she

207

To be clear, the question is not why does the satisficer believe that the relevant
quantity has value Q rather than some other value. That question may have an easy
answer: because Q is the most intuitively plausible value for that quantity. Instead, the
question is what makes quantity Q the correct value? The lack of an answer here is what
makes the theory arbitrary, since there are other options (e.g. Q + k, Q – k, etc.) that are
extremely similar.
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might avoid the arbitrariness charge, but if not—if it is taken to just be a brute fact that
the threshold is at Q rather than Q + k or Q – k—then I think it is clear that her theory is
more arbitrary than that of the maximizer. After all, the maximizer faces no comparably
arbitrary choices or similarly awkward questions. The question, “What is it about
producing the greatest amount of good, rather than slightly less than the greatest amount,
that makes it right?” just doesn’t get the same purchase. This is because there is an
intuitively significant difference between the greatest amount and less than the greatest
amount, whereas there is no intuitively significant difference between Q, Q + k, Q – k,
etc.
Premise NC2 says that if one reductive theory is less arbitrary than another
without being more complex, then the former’s analysans property is more natural than
that of the latter. If a theory is less arbitrary without being more complex, then the
canonical definition of its analysans property will be less gerrymandered and hence the
property will be more natural. As I discussed in Chapter 2, one factor that contributes to
gerrymanderedness is how arbitrary or miscellaneous the definition’s constituents are. If
a reductive theory makes arbitrary choices or distinctions, this will show up as
arbitrariness or miscellaneousness in the canonical definition of that theory’s analysans
property.
Looking back at our two reductive theories in normative ethics, we can see that
the less arbitrary theory corresponds to the more natural analysans property. According to
(reductive) maximizing act consequentialism, the property of being morally right is
identified with the following analysans property:
[PMAC] being an action that maximizes the good
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whereas according to (reductive) satisficing act consequentialism, the property of being
morally right is instead identified with the following analysans property:
[PSAC] being an action that satisfices the good.
The latter theory, as I’ve argued, is more arbitrary than the former, and now we can see
that its analysans property is also less natural than that of the latter. The canonical
definition of PSAC includes the component satisficing, which must be distinguished from
many very similar options such as satisficing* or satisficing**, where these latter options
have slightly different standards for what counts as doing enough. PMAC is metaphysically
distinguished from its surrounding properties, while nothing distinguishes PSAC from
extremely similar properties that differ only slightly in what counts as satisficing.208
Once again, considerations of non-arbitrariness on their own are unlikely to be
decisive in theory-choice. The satisficer, for instance, will likely claim that other things
are far from equal between her and her maximizing rival, since only her theory can avoid
an intolerably demanding, and hence severely uncharitable, account of moral rightness.
Also, there may be cases in which it is far from clear which of two theories, if either, is
less arbitrary. However, what my argument schema shows is that we cannot completely

208

One might argue here that there is something that distinguishes PSAC from nearby
properties like PSAC* or PSAC** (corresponding to satisficing* and satisficing**
respectively)—namely, PSAC is the property that corresponds to exactly the appropriate
amount of good that it is right to promote, where any amount less than that is insufficient
and any amount greater than that is superfluous. However, this explanation of the choice
between PSAC, PSAC*, and PSAC** is circular, since what amount of good counts as “exactly
the appropriate amount” is determined by the property selected (rather than vice versa).
According to PSAC* (i.e. being an action that satisfices* the good), the exact appropriate
amount of good is slightly different, and any amount less that that is insufficient (by its
lights) and any amount greater is superfluous (again, by its lights). The point is that none
of these amounts of good are distinguished in any significant, theory-independent respect.
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ignore the theoretical virtue of non-arbitrariness when theorizing, at least not unless we
are prepared to give up reference magnetism.

5.1.3 Unification
The third and final theoretical virtue I’ll discuss whose epistemic fate is arguably
tied to reference magnetism is unification, or “increased informativeness by means of a
comparative increase in the different kinds of data that get explained” (Keas 2017: 17).
Unification is thus connected to explanatory power, and as such, its epistemic weight is
tied to reference magnetism due to the connection between naturalness and
fundamentality, which is connected to metaphysical explanation. A theory is more
unifying to the extent that it explains more kinds of phenomena, and a reductive theory
T—which, recall, identifies some property of interest (e.g. being morally right) with
some analysans property (e.g. being an action that maximizes utility)—will typically
(metaphysically) explain more kinds of phenomena than a reductive theory T¢ to the
extent T’s analysans property is more fundamental than that of T¢. On the definitional
conception of fundamentality that I defended in §2.2, non-fundamental properties are
definable in terms of fundamental ones, and if some property P is definable in terms of
another P¢, facts about P are definable, and thus explainable, in terms of facts about P¢.
For instance, the property being grue is definable in terms of being green, and hence facts
about what is grue are definable, and thus explainable, in terms of facts about what is
green.
If we have two candidate referents P and P¢ for some theoretical term T, then,
assuming reference magnetism, whichever is more natural is, other things being equal,
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more likely to be the actual referent of T. One way of determining which of these two
candidates is more natural is seeing whether one is more fundamental than the other. If P
is definable, and thus metaphysically explainable, in terms of P¢ (but not vice versa), then
P¢ is more fundamental, and hence more natural, than P—after all, the canonical
definition of P will contain that of P¢ within it and thus be clearly more complex. In such
a case, the theory that is consistent with T denoting P¢ is more likely to be true and should
be preferred over the one that is consistent with T denoting P.
I will here turn these considerations into an argument schema, once again for
preferring one reductive theory over another, this time on grounds of unification:
The Argument from Natural Unification
(NU1) Reductive theory T1 is strictly209 more unifying than reductive theory T2.
(NU2) If one reductive theory is strictly more unifying than another, then the
former’s analysans property is more natural than that of the latter.
(NU3) A reductive theory is more likely to be true and should be preferred, other
things being equal, to the extent that its analysans property is more natural.
(NU4) So, theory T1 is more likely to be true and should be preferred over T2,
other things being equal.
By one reductive theory being “strictly” more unifying than another, I mean that the
former can explain something the latter can’t, including facts about the instantiation of
the latter’s analysans property, but there’s nothing the latter can explain that the former
can’t (including facts about the instantiation of the former’s analysans property). Once
again, NU3 is the same premise as in the previous two sections, so I won’t review its
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I’ll clarify below what it means for a theory to be strictly more unifying than another.
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justification. I will clarify the other two premises again by means of a case study, this
time from ontology.
According to what I call ‘the conciliatory view’ in metaontology, there are a
number of different candidate meanings for ‘exists’ corresponding to the different
positions one can take on ontological questions.210 For instance, one such candidate is
existenceu, which corresponds to the mereological universalist’s position that, for any
objects whatsoever, there exists a composite object composed of just those objects.
Likewise, another such candidate is existencen, which corresponds to the mereological
nihilist’s position that there exist no composite objects whatsoever, only simples (i.e.
objects with no proper parts). Even on this conciliatory view, there may remain some
questions worth asking: for instance, which of these candidates does ‘exists’ express in
plain English, or which of these candidates ought we express by ‘exists’?
Suppose we accept the conciliatory view, and suppose that we are still interested
in what exists (or which candidate ‘exists’ expresses in English). I think that an instance
of NU1 can be defended if we consider the two rival theories, which I’ll call ‘reductive
universalism’ and ‘reductive nihilism’. According to reductive universalism, existence is
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There are a number of philosophers, including Carnap (1950), Putnam (1987), and
Hirsch (2002), who hold views about ontology similar to the conciliatory view, though
they might not put it in quite the way I do. What these theorists have in common is the
idea that ontological disputes are somehow defective, since they reject that there’s a
single, uniquely “correct” answer to ontological questions (at least for all possible
ontologists and linguistic communities). However, I should clarify that the conciliatory
view, as I understand it, is still compatible with our being able to evaluate the different
candidate meanings for ‘exist’ and perhaps find one that is somehow privileged (with
respect to naturalness, for instance). It is, hence, not as thoroughly conciliatory as some
critics of ontology would like, though it can be supplemented with the claim that there is
no privileged ontological language. In Mokriski (2020a), I distinguish between various
forms of the conciliatory view that differ in exactly how conciliatory they are.
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existenceu, and according to reductive nihilism, existence is existencen.211 I claim that
reductive universalism is a strictly more unifying theory than reductive nihilism, since the
former can explain more kinds of facts than the latter, including facts about the
instantiation of the latter’s analysans property, but not vice versa.212 Reductive
universalism can explain what existsn, but reductive nihilism cannot explain what
existsu.213 This explanatory asymmetry is a result of the fact that universalism is more
liberal, and hence inclusive, than nihilism (i.e. universalism countenances everything
nihilism does but not vice versa). Existenceu can thus be used to give a very
straightforward reductive account of existencen by means of quantifier domain restriction:
x existsn = x existsu & x is simple.214 So, assuming this reductive account of existencen,
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These theories are reductive in the sense I expressed earlier, namely that they express
(or entail) property identities. However, earlier I also stated that reductive theories
typically identify the target property with some non-fundamental property, but this case
may be an exception. That is, I will leave it open that at least one of the analysans
properties (e.g. existenceu, existencen, etc.) is taken to be fundamental, and thus a
reductive theory of existence might identify it with a fundamental property. After all, one
may have to take at least one of these “existence-like” candidates as fundamental (i.e.
indefinable) in order to use it to define the others. However, I think it still makes sense to
call these theories ‘reductive’ in some sense, since we start out by countenancing several
candidate properties (existenceu, existencen, etc.) and the theory aims to say what
existence is (in some sense, reductively analyzing it) by identifying it with one of these
candidates.
212
This argument is inspired by considerations discussed in Eklund (2009: 152-154), in
which he defends a maximally permissive ontology (within certain constraints) by
appealing to the fact that only such a view is capable of providing a systematic semantics
for all of the other possible languages that are countenanced by the conciliatory view in
metaontology.
213
Since explanation is irreflexive (i.e. nothing explains itself), reductive universalism
cannot explain what existsu, and reductive nihilism cannot explain what existsn. Thus,
each of these reductive theories takes “its own” facts as brute.
214
Another virtue of this approach is that existencen turns out to be highly natural, since
its canonical definition is highly simple and non-gerrymandered. This is faithful to the
spirit of the conciliatory view, as it would be much less conciliatory if the “existencelike” properties corresponding to the alternative possible meanings for ‘exists’ (other than
the most fundamental one) turned out to be gruesomely unnatural. In Mokriski (2020a), I
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we can explain, for instance, the fact that some particle p existsn in the following way: p
existsn because p existsu and p is simple.
On the other hand, there is no similarly straightforward way that existencen can be
used to give a reductive account of existenceu and consequently no such way of
explaining existenceu facts in terms of existencen. One might try along lines suggested by
Dorr (2005: 239) by using counterfactuals: x existsu = x would existn if composition were
instead unrestricted and everything else remained arranged exactly the way it is.
However, it is far from clear that this works, given that counterfactuals with impossible
antecedents may be vacuously true. Assuming this fails, and assuming there’s no other
method of domain “expansion” analogous to domain restriction that actually works, it
seems like, since existencen is definable in terms of existenceu but not vice versa,
existenceu can explain things that existencen can’t (including facts about the instantiation
of existencen) but not vice versa, and hence reductive universalism is a strictly more
unifying theory than reductive nihilism.
Premise NU2 says that a strictly more unifying reductive theory corresponds to a
more natural analysans property. In the case above, reductive universalism is a strictly
more unifying theory than reductive nihilism, since the former can explains more facts
than the latter, including facts about the instantiation of the latter’s analysans property
(i.e. facts about what existsn). This is because existencen is definable in terms of
existenceu (but not vice versa), and hence existenceu is more natural than existencen, since
the canonical definition of former is contained within that of the latter. In general,

defend reductive universalism on these grounds, namely that it allows for reductive
analyses of rival “existence-like” properties (like existencen) on which they are still
reasonably natural.
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whenever we have two rival theories where the former can explain everything the latter
can explain and more (but not vice versa), including facts about the instantiation of the
latter’s analysans property, this must be because the latter’s analysans property is
definable out of that of the former, and hence the former’s analysans property is more
natural than that of the latter.
Assuming that reference magnetism applies to ‘exists’, one can use my argument
schema to defend the conclusion that reductive universalism is more likely to be true and
should be preferred over reductive nihilism, other things being equal. However, one
obvious way of challenging this argument is by denying the conciliatory view in
metaontology. If there are not multiple candidates for ‘exists’ corresponding to the
different positions on ontological questions, then there are only facts about what exists,
and not the multiple kinds of facts (e.g. what existsu, what existsn, etc.) that were
allegedly only capable of being explained by the theory corresponding to the most
fundamental candidate. This would undermine the first premise, since we’d lose our
justification for claiming reductive universalism to be strictly more unifying than
reductive nihilism. Clearly, given the number of assumptions I’ve made, this particular
instance of the argument schema is highly controversial. However, in surveying this case
study, we’ve still seen how reference magnetism entails that the theoretical virtue of
unification deserves some epistemic weight in theory-choice, at least in certain contexts.

5.2 Analogical/Arbitrariness Arguments
In this section, I further explore how the connection between naturalness and
arbitrariness or similarity can impact philosophical methodology. In particular, there are
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certain styles of arguments in philosophy that appeal to similarity or non-arbitrariness,
and the cogency of these arguments turns on the naturalness of the property that they are
about. For these arguments to work, it must be assumed that the property in question is
reasonably natural, and given this, an available response to such arguments is simply to
deny this assumption. This move obviously has consequences (some of which might be
taken to be costs), which I’ll discuss at the end of this section.
I’ll begin by clarifying the two styles of arguments, analogical and arbitrariness
arguments, whose cogency is affected by considerations of naturalness.215 I’ll then show
that the same strategy, namely denying the naturalness of the property in question, can be
used to resist both of them, albeit in slightly different ways. The appeal to unnaturalness
helps to undermine the inference in analogical arguments, while it undermines a premise
in arbitrariness arguments. After discussing each type of argument individually, I’ll
construct an argument schema that can be used to resist both. Finally, I’ll conclude this
section by reviewing some consequences of implementing this strategy.

5.2.1 Analogical Arguments
Analogical arguments involve an inference from the claim that some case has
some feature to the claim that, therefore, a similar case also has the feature. The basic
structure of such arguments can be simply put in the following way:
(AN1) Object o has feature F
(AN2) Object o¢ is similar to object o.
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As I’ll discuss below, these two styles of arguments are really just two ways of
packaging the same sort of argument.
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(AN3) Hence, o¢ has F.
Put in this way, the inference is clearly not deductively valid, but it may be strong,
depending on how ‘similar’ is interpreted and what sort of feature F is. One example of
an analogical argument in philosophy comes from Singer (1993: 69-70), who argues that,
since humans’ behavior and physiology indicates a capacity to feel pain and the behavior
and physiology of non-human animals is similar to that of humans, it is reasonable to
believe that animals’ behavior and physiology also indicates a capacity to feel pain.
To see how the strength of such arguments is affected by naturalness concerns, let
us see how an analogical argument fares when the feature F is an unnatural property. Let
e1 be an emerald that we have discovered, and let e2 be an emerald that no one will ever
discover. Consider the following analogical argument:
(AG1) Emerald e1 is grue.
(AG2) Emerald e2 is similar to e1.
(AG3) Hence, e2 is grue.
Recall the definition of ‘grue’: an object is grue iff it is green and discovered before 3000
AD or blue and not discovered before 3000 AD. Premise AG1 is true, since e1 is green
and has been discovered. Premise AG2 is also true given that emeralds form a reasonably
natural kind and are reasonably similar to one another, at least intrinsically. The
conclusion AG3 is false, since e2 satisfies neither of the disjunctive conditions specified
by the definition of ‘grue’. It is not simply the fact that both premises are true and the
conclusion false that shows a problem with the inference in this argument; after all,
we’ve already admitted that analogical arguments are not deductively valid. However,
what this instance shows is that e2 is not merely some outlier—some exception that
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proves the rule. Rather, it is the fact that grue is highly unnatural—in particular, its
canonical definition is highly arbitrary and miscellaneous—that makes this inference
problematic.216 Such unnatural properties need not be shared by things that are similar
(nor divided by things that are different), hence the fact that some object o¢ is similar to
an object o that has an unnatural property P gives us no good reason to expect o¢ to also
have P.

5.2.2 Arbitrariness Arguments
Arbitrariness arguments work in a very similar way to analogical arguments. In
fact, the difference between them may be relatively superficial—the way in which they
are stated. Both seem to rely on a principle that similar cases should be treated similarly.
What makes an arbitrariness argument distinctive is that it focuses on the costs of not
treating similar cases similarly, namely arbitrariness. Insofar as a theorist is bothered by
arbitrariness concerns, such arguments should get at least some purchase with that
theorist. Following the treatment in Korman (2015: 125), the basic structure of an
arbitrariness argument is the following:217
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Slight caveat: this inference may be fine for certain unnatural properties, especially
highly conjunctive ones whose instances are in fact quite similar (but which are not very
different from its non-instances).
217
See Korman (2015: Ch. 8) for a thorough discussion of arbitrariness arguments in
ontology. Such arguments are typically wielded by defenders of revisionary positions
who argue that either (i) we should supplement our “common sense” ontology with many
bizarre objects to avoid arbitrariness, or (ii) we should eliminate “common sense” objects
from our ontology to avoid having to posit the bizarre ones on non-arbitrariness grounds.
Korman takes these arguments very seriously, though he ultimately thinks “common
sense” ontology can resist them. Hirsch (2002), on the other hand, does not take these
arguments very seriously, which makes sense given that he denies that naturalness
applies to different notions of existence. See §5.2.3 below for why denying that the
relevant property is natural is one way of resisting such arguments.
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(AR1) There is no significant, with respect to F-ness, difference between objects
o and o¢.
(AR2) If so, then: if o is F then o¢ is F.
(AR3) Object o is F.
(AR4) Hence, o¢ is F.
A difference that is significant with respect to F-ness is a difference that could explain
why some object is F while another one isn’t. For instance, a difference that seems to be
significant with respect to moral permissibility—that is, a morally relevant difference—
between kicking a kitten and kicking a stone is that one causes pain while the other one
doesn’t. In fact, lots of compelling examples of arbitrariness arguments come from
applied ethics. For instance, Norcross (2004) presents a case in which an individual, Fred,
subjects puppies to suffering and death for a medical procedure that regains him the
ability to taste chocolate after a brain injury he suffered. Given that this seems clearly
wrong, Norcross argues that it would be wholly arbitrary to not say the same thing about
consuming factory farmed animal products.218
Unlike analogical arguments, arbitrariness arguments, at least if put in the form
above, are deductively valid. Schematic premise AR1 seems to be a more precise version
of the similarity premise in analogical arguments, and premise AR2 is basically an
expression in premise form of the inference that analogical arguments make. Given their
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Norcross (2004) himself doesn’t present his argument quite so explicitly as an
arbitrariness argument, but Korman (ms: §9.6) regiments it this way for the sake of
clarity and rigor. Korman (ms: §7.1) also gives a similar treatment to an argument by
Huemer (2013) that government taxation and imprisonment are immoral based on the
claim that there are no relevant differences between this and a vigilante extorting and
kidnapping her neighbors, which seems clearly immoral.
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improved precision and the fact that they are deductively valid, arbitrariness arguments
arguably make for a more rigorous and fruitful discussion than analogical arguments.
While the inference in analogical arguments rests on an assumption that the
relevant property being F is reasonably natural, it is the first premise of arbitrariness
arguments that seems to rest on this assumption. Recall that schematic premise AR1
states that there is no significant, with respect to F-ness, difference between objects o and
o¢, where such a difference is one that could explain a difference in F-ness. The implicit
assumption behind this premise is that there are some differences that are not significant
in the relevant way—they are not enough of a difference (or the right kind of difference)
to account for a difference in F-ness. But if F-ness is an unnatural property, then even
very slight differences (and intuitively random or bizarre ones) could be significant with
respect to F-ness. For instance, the difference between emeralds e1 and e2, namely when
or if they have been discovered, doesn’t seem to be much of a difference at all, and yet it
is enough to account for a difference in grueness, due to the fact that such a property is
unnatural. Likewise, the fact that Fred harms puppies for his gustatory pleasure whereas
meat-eaters harm cows or pigs for theirs doesn’t seem to be enough of a difference to
explain a difference in moral wrongness, but it certainly could be if moral wrongness
turns out to be quite unnatural itself. Thus, if the property being F is unnatural, the
instance of AR1 will likely be false, since virtually any difference could potentially
explain a difference in the instantiation of an unnatural property.

5.2.3 The Gruesome Response
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I will now turn the considerations discussed above into an argument schema for
the schematic conclusion that any analogical or arbitrariness argument about the
application of a theoretical term T fails to justify its conclusion:
The Gruesome Response
(GR1) Theoretical term T denotes an unnatural property.
(GR2) If a term denotes an unnatural property, then any analogical or typical219
arbitrariness argument about its application fails to justify its conclusion.
(GR3) So, any analogical or typical arbitrariness argument about the application
of T fails to justify its conclusion.
Instances of this argument schema can be used to block analogical and arbitrariness
arguments, at least if one can defend the relevant instance of GR1 and is prepared to
accept the consequences of doing so, which I’ll discuss towards the end of this section.
To defend an instance of GR1, one could sketch (some portion of) the canonical
definition of the referent of T and demonstrate its complexity or arbitrariness.220 Perhaps
it can be shown to be is highly disjunctive, with disjuncts that are relatively
miscellaneous. Perhaps it is semantically vague, and, if my arguments in Chapter 7 are
successful, this indicates that the property is relatively unnatural. Or perhaps its canonical
definition is stated in terms of other properties that we know to be relatively unnatural.
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See below for a discussion of what counts as a “typical” arbitrariness argument.
Of course, we couldn’t write down the full canonical definition or write it down in full
detail, since that would likely settle exactly which things have the property and which
things don’t, in which case we wouldn’t be entertaining analogical arguments for the
claim that something has the property (we’d already know what’s in its extension).
However, we may be able to show that there’s complexity or arbitrariness in the portion
of the canonical definition that we can know, even given our limited information about
its complete extension.
220
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Alternatively, one could defend the property’s (relative) unnaturalness appeal to other
considerations that are indicative of unnaturalness, such as being a (relatively) weak
reference magnetic.
Premise GR2 follows from considerations I discussed above, which I’ll briefly
review here. If F-ness is unnatural, then the premises in an analogical argument about Fness do not give you good reason to accept the conclusion. The fact that some object o¢ is
similar to an object o that is F gives us no good reason to expect o¢ to be F, since
unnatural properties need not be shared by similar objects. Likewise, if F-ness is
unnatural, then we have no good reason to accept the first premise in any typical
arbitrariness argument about F-ness, where a typical arbitrariness argument is one in
which we do not already know the extension of F-ness.221 For instance, if F-ness is
grueness, then we could argue that there is no significant, with respect to grueness,
difference between two emeralds discovered before 3000 AD, and since the first is grue,
the second is also grue. However, this only works because we already know the extension
of grueness. When it comes to typical arbitrariness arguments, on the other hand, we do
not already know the extension of F-ness, and since even very slight (or seemingly
random) differences between objects o and o¢ could be enough to explain a difference in
the instantiation of an unnatural property between them, we won’t ever have a good
reason to think there’s no significant, with respect to F-ness, difference between o and o¢.
Since, in the case of both analogical and arbitrariness arguments about unnatural

221

Such arbitrariness arguments are the typical ones, since if we already knew the exact
extension of F-ness—in other words, which objects are F and which are not—it wouldn’t
make much sense to construct or entertain arguments that some object is F.
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properties, either the inference or the first premise is unjustified, it follows that both sorts
of argument fail to justify their conclusions.
Before concluding this section, I’ll briefly discuss the “costs” of making this
move to resist analogical and arbitrariness arguments222—though whether these are
genuinely costs depends on the subject matter, since these consequences may seem
wholly appropriate for certain subjects (e.g. the question of what counts as a game).
Given that making this move involves claiming that the property in question is unnatural,
one would thereby be committed to giving up some of the benefits that come from
reasonably natural properties. In particular, one would have to deny that reference
magnetism applies, or at least significantly downplay its weight in reference-fixing, and
doing this may lead to a significant degree of indeterminacy and a greater proneness to
verbal disputes (for reasons discussed in Chapter 4). The less natural the property in
question, the less it is metaphysically distinguished from its semantic competitors in the
battle for reference. Thus, if there are many nearby properties that fit with our usage
roughly equally well, the term may end up being highly indeterminate in reference, which
will lead to there being no fact of the matter about the answer to many questions
involving it (including, perhaps, which of the popular rival theories is true). Likewise, if
we encounter a theorist whose usage better matches a distinct candidate, our disputes
with that theorist involving the term may end up being verbal, due to the lack of a
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It may seem weird to speak of “making this move” to resist certain arguments. After
all, either you believe that your subject matter is unnatural or you don’t. However, there
may be cases where you are agnostic about the naturalness of your subject matter and
open to be persuaded either way. Insofar as you are faced with analogical or arbitrariness
arguments that you think are not compelling, making an instance of The Gruesome
Response is one possible way to answer them.
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reference magnet. The Gruesome Response thus comes with significant
metaphilosophical implications and, consequently, may be too much to stomach.

5.3 Naturalness-Based Skepticism
The final epistemic issue that I claim is tied to considerations of naturalness is the
issue of skepticism, which is typically taken to be the view that we don’t (or perhaps
can’t) have knowledge or justified beliefs about some domain. Common forms of
localized skepticism include religious and moral skepticism—that is, none of our beliefs
about God or morality are justified—and while there are few adherents of more
globalized forms, such as those that deny justification to all or a large subset of our
beliefs, addressing these latter forms is generally regarded as a worthwhile exercise in
philosophical reasoning. Skepticism is often regarded as a challenge to overcome, and if
the appeal to naturalness in philosophical methodology brings with it a new challenge—
the challenge of naturalness-based skepticism—then the naturalness enthusiast needs to
take it seriously. In the previous sections of this chapter, naturalness functioned as a
methodological tool for making some progress in philosophy. It is only fair that I also
consider how it might be an obstacle to philosophical knowledge.
There are two forms of naturalness-based skepticism that I will discuss in this
section.223 The first is skepticism about some domain based on considerations of
reference magnetism. If reference magnetism is operative in some domain D, then the
true theory of D is whichever theory is consistent with its core theoretical term T
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For what it’s worth, one might consider these two as really just the same form of
skepticism arrived at in two different ways.
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denoting the property P that best balances fit-with-usage of T and naturalness. However,
if we have no way of knowing the naturalness facts in general, or in this case in
particular, then even if we can narrow down the range of candidates for T to those that
are roughly tied with respect to best fitting with our usage of T, we may still have no way
of knowing which of these properties is the most natural and hence is P itself (the one
that achieves the best balance). Similarly, even if we have some knowledge of the
naturalness facts, we may have no way of knowing exactly how to balance fit-with-usage
and naturalness to determine which property achieves the best balance.224 Consequently,
we would have no way of knowing the true theory of domain D or other truths that turn
on what the true theory of D is.
The second form of skepticism is not based on reference magnetism being
operative but instead based on the “revolutionary strategy” that is motivated by a failure
of reference magnetism in some domain.225 If reference magnetism in domain D fails to
secure our reference for term T to the most natural candidate Pn, because Pn fits too
poorly with our usage, and instead T ends up actually denoting a less natural candidate P
(one that presumably achieves a high degree of fit-with-usage), then the naturalness
enthusiast may put forward the following proposal for linguistic reform: we ought to
change the referent of T from P to Pn, so that our term better carves at the joints. For
instance, Sider (2009: 412; 2011: §5.3) acknowledges the possibility that ‘exists’ may
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A special case of this latter sort of skepticism would be skepticism about whether
reference magnetism is operative at all, since that essentially involves giving naturalness
zero weight in the balance. Korman (2015: §5.5.2) raises this sort of worry against those
who would invoke reference magnetism in ontology.
225
I will discuss this so-called revolutionary strategy in more detail in §6.3. See Korman
(2015: Ch. 6) for critical discussion.
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end up denoting the much less natural property existence instead of the more natural
existencen, since the former’s far superior fit-with-usage may be just too much to
overcome, even by the latter’s superior naturalness. However, Sider proposes that, in the
“ontology room,” we should switch from speaking English to Ontologese, a language
exactly like English except where ‘exists’ denotes existencen instead of existence.226
Then, we can carry on doing ontology in this superior language, whose structure better
maps on to the structure of reality. In general, one could make this revolutionary move
for any domain whatsoever, if one suspects that the actual referent P of domain D’s core
theoretical term T is not the most natural candidate Pn. One would then advocate that we
change the referent of T from P to Pn and shift our attention from domain D to domain
Dn—where domain D concerned the instantiation of P, Dn concerns the instantiation of
Pn. However, once again, if our knowledge of the naturalness facts is not secure, then we
may have no way of knowing which candidate is Pn. If so, while our knowledge of
domain D may remain unimpeded, we may have no way of knowing about the new
domain Dn, or what is true in our new, allegedly superior language.227
In what follows, I will develop argument schemas along these lines. First, in
§5.3.1, I will develop an argument schema for the schematic conclusion that we have no
justified beliefs about matters that depend on what exactly the truth theory of D is, based
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This is an oversimplification, as changing the meaning of ‘exists’ would also force us
to change the meaning of other terms that are analytically connected to ‘exists’, such as
‘all’ (e.g. “There exists an F” is analytically equivalent to “Not all things are not F.”)
More carefully, the language of Ontologese would be just like English except with a
systematic shift in reference for ‘exists’ and all terms analytically connected to it. So
‘exists’ would change from denoting existence to existencen, ‘all’ would change from
denoting everything to everythingn, etc.
227
This argument is inspired by considerations discussed in Korman (2015: 83-90).
166

on considerations of reference magnetism. Then, in §5.3.2, I will develop one for the
schematic conclusion that we have no justified beliefs about domain Dn, based on
considerations pertaining to the revolutionary strategy. Both argument schemas will rely
on the pessimistic assumption that we lack certain justified beliefs about naturalness, and
while I’m not necessarily sympathetic to this assumption in many cases, I will say a bit to
motivate it in the most compelling cases.

5.3.1 Magnetism-Based Skepticism
If reference magnetism is operative in some domain, then, as I’ve discussed in the
previous sections in this chapter, considerations of charity and eligibility, rather than
charity alone, must be our guide to truth in that domain. But if we have no way of reliably
tracking eligibility (or how it is supposed to balance against charity), then we have no
reliable guide to many truths in that domain. Putting these thoughts into argument form:
The Argument from Unknown Magnets
(UM1) We have no justified beliefs about which of the several roughly228 best
fitting candidates for T, P1, P2, …, Pn, is the property Pb that best balances
fit-with-usage and naturalness, and we are aware of this.229
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I include the qualifier ‘roughly’, since they need not all be tied for being strictly the
best fitting. After all, on reference magnetism, naturalness can outweigh some mismatch
with usage.
229
This second conjunct is important to circumvent certain theories of justification, such
as reliabilism, according to which we can be justified in some belief B simply in virtue of
being reliable, whether or not the beliefs on which B is based are themselves justified.
However, even on these views, once we become aware that our belief B is based on
something unjustified, this typically gives us a defeater that undermines our justification
for B.
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(UM2) If we have no justified beliefs about which of the several roughly best
fitting candidates for T, P1, P2, …, Pn, is the property Pb that best balances
fit-with-usage and naturalness, and we are aware of this, then we have no
justified beliefs about claims that turn on which of P1, P2, …, Pn is the
referent of T.
(UM3) So, we have no justified beliefs about claims that turn on which of P1, P2,
…, Pn is the referent of T.
The claims that turn on which of P1, P2, …, Pn is the referent of T include what the true
theory of the relevant domain is (whose key theoretical term is T), but also many other
claims, such as those that would be true if T’s referent is P1 but false if T’s referent is P2.
If an instance of this schema is sound, we may still have some justified beliefs left over
regarding claims whose truth-value would be the same no matter which of P1, P2, …, Pn
is the referent of T. For example, the claim that torturing children is morally wrong may
be true no matter which of the roughly best fitting candidates for ‘morally wrong’ is its
referent, though perhaps this is not the case for the claim that eating meat is morally
wrong, in which case we would have no justified beliefs about this latter claim (if the
relevant instance of this schema is sound).
Schematic premise UM1 could be defended in at least three ways, which I’ll
discuss in order of what I take to be increasing plausibility. First, one may adhere to a
very general form of naturalness skepticism, which holds that we have very few justified
beliefs about naturalness, including beliefs about the connection between naturalness and
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phenomena such as fundamentality, similarity, and simplicity.230 Or, even if we have
some justified beliefs about these connections (perhaps some of them are analytic), we
may have relatively few justified beliefs about things like fundamentality, similarity, and
simplicity themselves.231 However, given the defenses I gave of such connections in
Chapter 2, I find such a strong form of naturalness skepticism to be relatively
unmotivated—or at least, no better motivated then skepticism about any other purported
phenomena studied in metaphysics or philosophy more generally (e.g. existence,
knowledge, moral permissibility, etc.).232 As such, this argument schema would lose its
distinctiveness as a form of naturalness-based skepticism and could just be subsumed into
a general form of skepticism about metaphysics, philosophy, the a priori, etc.
A more promising, to my mind at least, way of defending UM1 would be to show
that, even once we narrow down the range of candidates for T to those that are roughly
the best fitting, we have no way of forming justified beliefs about which of the remaining
candidates is the most natural. Perhaps we simply can’t tell which candidate is favored by
considerations of simplicity, non-arbitrariness, fundamentality, etc. After all, while some
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I say ‘very few’ rather than ‘none’, since we may still have some very trivial justified
beliefs about naturalness, such as that naturalness is a property (typically of properties) or
that naturalness is not a color.
231
See Hirsch (1993: 70-74) for a critical discussion of skepticism about similarity in
particular.
232
One might object here that the notion of naturalness (unlike that of existence,
knowledge, moral permissibility, etc.) is quasi-technical and ill-defined, and so a strong
form of skepticism regarding its application is more warranted. However, I think that the
distinction between natural and unnatural (or gerrymandered) properties is deeply
intuitive—just see how people react to hearing about grueness for the first time—as are
the notions of fundamentality, similarity, and simplicity. The fact that the term
‘naturalness’ is not a term of ordinary language does not entail that the concept of
naturalness is not part of our ordinary conceptual scheme.
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differences in naturalness are clear, others are far from clear. For instance, it seems quite
clear that the property of reductive act utilitarianism,
[PRAU] being an action that maximizes overall well-being
has a less gerrymandered canonical definition, and is hence more natural, than the
property of reductive rule utilitarianism,
[PRRU] being an action that is required by the rules whose general internalization
maximizes overall well-being.
However, it is far from clear how the naturalness of PRRU compares with that of the
property of reductive contractualism,233
[PRCT] being an action that is required by the rules that no person could
rationally reject.
Perhaps careful attention to the canonical definitions of all of the properties that are
components of PRRU or PRCT can help us make progress on this question, but it’s still
possible that, in the end, we will be left with these two competing properties, the
naturalness of which, relative to each other, is simply unknown. If both properties are
among the roughly best fitting properties for the term ‘morally required’ from normative
ethics, then we may end up in a position where we have no justified beliefs about claims
that turn on which theory, rule utilitarianism or contractualism, is true.234
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See Scanlon (1998) for the normative ethical theory of contractualism, though his
version is non-reductive.
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Bennett (2009) argues for a form of skepticism about ontology along similar lines,
namely that there are few good grounds to choose one prominent ontological theory over
any other. However, towards the end, she admits that, “the epistemic impasse can only be
broken, if it can be broken at all, by reflection on broader theoretical and methodological
questions” (2009: 74). This distinguishes her from someone defending an instance of my
schema, since such a person is arguing that reflection on theoretical and methodological
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The final, and arguably most compelling, way of defending UM1 is to poke and
prod at the notion of achieving the “best” balance fit-with-usage and naturalness. Even if
we are completely secure in our knowledge of how the candidate theories are ranked with
respect to fit-with-usage as well as how they are ranked with respect to naturalness, we
may be left totally in the dark with respect to the question of how to weigh these two
factors up against each other, or, equivalently, what counts as securing the “best”
balance. For instance, perhaps the reductive act utilitarian and reductive rule utilitarian
can readily agree that the former’s theory does worse on fit-with-usage but better on
naturalness. They agree on (and, we can assume, are justified in believing in) the facts
about the fit-with-usage ranking and naturalness ranking individually, but they disagree
on (and, it seems, have no justified beliefs about) the facts regarding the balance-of-fitwith-usage-and-naturalness ranking. If we have no justified beliefs about how exactly to
balance these factors (including whether naturalness deserves any weight at all), then we
may have no justified beliefs about which property achieves the best balance.
Although I’ve already sketched it at the beginning of §5.3, I will here briefly
review the justification for schematic premise UM2. UM2 says that if we have no
justified beliefs about which of the best fitting candidates for T best balances fit-withusage and naturalness and we are aware of this, then we have no justified beliefs about
claims that turn on which of these candidates is the referent of T.235 This is based on
reference magnetism, according to which the referent of a term is the property that best

considerations (i.e. reference magnetism and naturalness) actually leads to the epistemic
impasse, rather than breaks it.
235
Let’s also assume that we are aware of reference magnetism (i.e. that reference is
determined by fit-with-usage and naturalness).
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balances fit-with-usage and naturalness. If we have no justified beliefs about which
property best balances these factors, and we are aware of this lack of justification, then
this undermines our justification for any claim that turns on which of these candidates T
picks out.
How compelling instances of this argument schema are will obviously vary from
case to case, depending on how compelling instances of the first premise UM1 are. I
don’t currently see any general strategy for rejecting them all, nor do I think that we
should. For now, I will admit that some instance of UM1 may be true. In particular, in
those cases in which it’s not clear which of several, overall intuitive theories does best
with respect to naturalness, or which of the several theories that achieve a decent balance
of fit-with-usage and naturalness achieves the best balance. Unfortunately for the
naturalness enthusiast who would like the appeal to naturalness to make some progress
on philosophical issues, it may be the seemingly intractable disputes—such as what the
correct theory of moral rightness is—for which this is the case. However, even if so, this
still leaves the possibility of ruling out theories that clearly do extremely poorly with
respect to naturalness, which is progress in itself. I will make this sort of case against
“common sense” moral theories (and theories with a similar structure) in Chapter 8.
Thus, even when instances of this naturalness-based skepticism obtain, it may not be as
methodologically debilitating as it initially seems.

5.3.2 Revolution-Based Skepticism
If reference magnetism in domain D fails to secure our reference of term T to Pn,
the most natural candidate for T, and instead T ends up referring to the less natural

172

candidate P, then the revolutionary naturalness enthusiast will advocate for changing the
referent of T from P to Pn and thus shifting our focus from D (which concerns the
instantiation of P) to Dn (which concerns the instantiation of Pn). However, if we lack the
relevant justified beliefs about naturalness, then we will lack certain justified beliefs
about domain Dn—in particular, about exactly which property is Pn. Along these lines, we
get the following argument schema:236
The Argument from Lost Anchors
(LA1) We have no justified beliefs about which property is Pn, the most natural
candidate for T, and we are aware of this.
(LA2) If we have no justified beliefs about which property is Pn, the most natural
candidate for T, and we are aware of this, then we have no non-trivial237
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Korman (2015: 83-90) comes very close to defending an instance of this schema
against the Sider-style revolutionary strategy in ontology. Korman illuminates his
argumentative strategy using the following analogy: if a revolutionary epistemologist
advocates changing our focus from knowledge to the most natural propositional attitude
𝜙 and proceeds to reinterpret the “brain in a vat” skeptical argument in terms of 𝜙 instead
of knowledge, then we seem to have no way of assessing the premises in this new
argument. While we have plenty of intuitions regarding knowledge, our intuitions seem to
be completely silent regarding 𝜙. By analogy, Korman argues, once we shift our attention
from existence to existencef (the most natural/fundamental candidate), we have no way of
assessing the premises in the reinterpreted versions of the familiar arguments in ontology,
such as arbitrariness arguments (see Korman 2015: Ch. 8) or the argument from
vagueness (see Korman 2015: Ch. 9). These arguments all have premises concerning
“what exists,” and so once we reinterpret the arguments to be about existencef, our deeply
held convictions about existence become utterly useless. To be fair, Korman may be
defending a weaker form of naturalness-based skepticism than I’m considering in this
section, since he only seems to be claiming that, once the revolutionary move is made
and our attention shifted to ontologyf, we can no longer justify our beliefs by the familiar
arguments of ontology. However, Korman (2015: 89-90) does seem rather pessimistic
about any other purported way of knowing about existencef, and so it may not be
completely inaccurate to interpret him as endorsing an instance of my schema.
237
I’ll clarify which justified beliefs count as “non-trivial” below.
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justified beliefs about domain Dn, or what’s true in the superior language
in which T denotes Pn.
(LA3) So, we have no non-trivial justified beliefs about domain Dn, or what’s
true in the superior language in which T denotes Pn.
By ‘non-trivial’, I mean beliefs other than ones that are true on every candidate. For
instance, given the intuitive conceptual role associated with ‘morally right’, no color
property is a candidate for that term (since a possible referent must be capable of playing
this role to count as a candidate, which color properties cannot do). Thus we could still
have some justified beliefs about Pn, but they would be relatively trivial, such as that Pn is
not a color. Furthermore, the conclusion of this argument schema also doesn’t touch our
justification for beliefs about the original domain D, so even if an instance is sound, we
may be able to go on as before theorizing about D. However, it puts the revolutionary
theorist in an awkward position, as her alleged conceptual ethical improvement (i.e. the
fact that she now speaks a superior language) leads directly to epistemic paralysis.
Defending an instance of LA1 is in some ways easier, and other ways more
difficult, than defending an instance of the previous schematic premise UM1. First, LA1
mentions nothing about the “best balance” of charity and eligibility, so any worries about
what counts as the appropriate balance are irrelevant. Hence, we cannot justify LA1 by
appealing to these worries, which I’ve admitted are quite compelling, and so it is in this
way more difficult to defend than UM1.
In another way, however, defending an instance of LA1 is easier than defending
one of UM1. For UM1, the range of candidates we were considering and trying to
evaluate only included the ones that are roughly tied for best fitting our usage. For LA1,
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on the other hand, we are considering all candidates for T whatsoever. So, unlike before,
we cannot appeal as much to charity in order to disqualify some relatively poorly fitting
candidates from the battle for the reference of T, and since there is less to go on, it’s
easier to defend the claim that we lack the relevant justified beliefs. As Korman (2015:
83-90) argues in response to the revolutionary move in ontology, once we shift our
attention from P of domain D to Pn of domain Dn, we can no longer appeal to our old
intuitions and the old arguments, all of which were about P and not Pn.238 In making the
revolutionary move, we “lose our anchor” (Korman 2015: 89), so to speak. All we have
left is the minimal criterion for being a candidate for T—which may not be very helpful,
since there’s typically a candidate corresponding to most prominent theories on the
matter—and considerations of naturalness. If we are left with several reasonably natural
candidates but we have no justified beliefs about which of them is favored over the others
by considerations of simplicity, non-arbitrariness, or fundamentality, then we have no
justified beliefs about which property is Pn.
Premise LA2 says that if we have no justified beliefs about which property is Pn,
the most natural candidate for T, and we are aware of this, then we have no non-trivial
justified beliefs about domain Dn, or about what’s true in the superior language in which
T denotes Pn. I won’t here defend the claim that this new language really is superior—I’ll
save that for the next chapter on conceptual ethics. However, the justification for the rest
of this premise is quite clear. The domain Dn is stipulated to be the one that concerns the
instantiation of Pn, so clearly the lack of (non-trivial) justified beliefs about which
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See my n. 236 above for more discussion of Korman’s (2015: Ch. 6) epistemic
challenge to the revolutionary strategy in ontology.
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property is Pn, as well as our awareness of this lack of justification, will leave us with no
(non-trivial) justified beliefs about Dn.
As I said in response to the previous argument schema for naturalness-based
skepticism, I think some instances of The Argument from Lost Anchors will be quite
compelling, in particular when we are left with multiple, reasonably natural candidates,
none of which seems clearly superior with respect to simplicity, non-arbitrariness, or
fundamentality. Whether Korman’s (2015: Ch. 6) instance against revolutionary
ontologists like Sider (2009) is sound, however, is far from clear to me. If an argument
like the one I made in §5.1.3 about the superior (strict) unity, and hence fundamentality,
of the more inclusive candidate existenceu relative to existencen could be made more
rigorous and general, then perhaps Korman’s attack on revolutionary ontologists could be
resisted. Unfortunately, pursuing that matter here is beyond the scope of this dissertation.

5.4 Chapter Summary: Naturalness in the Epistemology of Philosophy
In this chapter, I’ve discussed several epistemic issues that are connected to
considerations of naturalness. First, I’ve argued that reference magnetism entails that we
should give at least some epistemic weight to three theoretical virtues, namely those of
elegance, non-arbitrariness, and unification. Second, I’ve shown that the appeal to
unnaturalness can be used to resist analogical and arbitrariness arguments. Finally, I’ve
argued that considerations of naturalness, either due to reference magnetism or the
revolutionary strategy, can lead to skepticism about philosophical theory.
It is these epistemic implications of naturalness that are among the most
significant—in the sense of being impactful to us and our interests—metaphilosophical

176

implications that I’ll be discussing in this dissertation. After all, philosophers who care
deeply about their target field of inquiry inevitably also care deeply about what they
should believe about their target field of inquiry. Thus, it is with these epistemic
implications in particular that the naturalness enthusiast can be most effective in getting
philosophers to appreciate the appeal to naturalness in metaphilosophy.
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Chapter 6: Naturalness in the Conceptual Ethics of Philosophy
In this chapter, I will discuss several ways in which naturalness bears on the
conceptual ethics of philosophy—that is, on normative and evaluative issues regarding
linguistic and conceptual choices in philosophy.239 As I discussed and defended in §2.6,
naturalness is relevant to how we should use terms or what concepts we should express,
where this ‘should’ is used in a sense that is non-instrumental and relevant specifically
within the context of inquiry—what I’ll call ‘the conceptual ethical sense’. For instance,
holding pragmatic considerations (e.g. convenience) fixed, even if we could theorize
using concepts like grue instead of ones like green, describing whatever we need to
accurately, it seems as though there is a sense in which we still should use the latter over
the former. In general, when we have several candidate meanings for a term, where each
of these candidates can play the relevant role in our thought and discourse, it seems as
though that term should express the most natural one.240
The connections between naturalness and conceptual ethical issues that I’ll defend
are the following. First, whether or not our theoretical language should include a
(denoting) term as a primitive depends on whether or not it denotes a perfectly natural
property (or entity). Second, whether or not a question is substantive (in a distinctively
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I take there to be a difference between normative and evaluative claims, where the
former make some prescription (e.g. you ought to choose A over B) and the latter make
some evaluation (e.g. A is better than B). Some theorists may group all such claims under
one category. Nothing I say in this chapter will turn on this choice.
240
As I explained in §2.6, when there is a conflict between what you should do in the
conceptual ethical sense and what you should do in other senses (e.g. self-interested,
moral, epistemic, etc.), there may be no (determinate) fact of the matter about what you
should do all-things-considered. Furthermore, it may sometimes be the case that you
should do something in the conceptual ethical sense that you shouldn’t do in the merely
pragmatic sense (e.g. because it would be really inconvenient). Thus, in some cases, you
may be forced between making a conceptual ethical or a pragmatic mistake.
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normative, conceptual ethical sense) depends on whether it contains a term with multiple
equally natural candidate referents. Third, whether or not we should (in the context of
inquiry) change the meaning of a term depends on whether it currently expresses its most
natural candidate.
My plan for the chapter is as follows. In §6.1, I’ll discuss the issue of whether or
not we should take some philosophical term as primitive. In §6.2, I’ll discuss the issue of
whether or not some philosophical question or dispute is substantive. Finally, in §6.3, I’ll
discuss the issue of whether or not we should change the meaning of some philosophical
term. As usual, I will develop several argument schemas that can be used to advance
some conceptual ethical claim about philosophy. To clarify each schema, I will survey
case studies from philosophy in which an instance either is or could plausibly be
defended. In the next couple chapters, I will go further in defending some instances of my
own.

6.1 Primitivism
The first conceptual ethical issue I’ll connect to naturalness is the question of
whether or not some philosophical term should be taken as primitive (i.e. as an undefined
component of one’s language).241 This is distinct from the non-normative and purely
semantic question of whether the term in fact is primitive. For instance, the term
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The question of whether something should be taken as primitive applies to concepts as
well as words, since concepts can be defined in terms of other concepts (e.g. the concept
of grue is defined in terms of the concept of green), but I will focus here on the linguistic
issue. Also, to clarify, I will continue using the common locution ‘takes as primitive’, but
this should not be misinterpreted as meaning believes to be primitive. Rather, it means
actually adopts as primitive.
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‘bachelor’ is arguably not primitive but rather defined as something like ‘unmarried
man’. In contrast, the terms ‘exists’ and ‘not’ are arguably primitive; they admit of no
definition in other terms (at least not without a change in meaning). However, even when
a term happens to be primitive in ordinary language, there is the further conceptual
ethical question of whether it should be primitive, at least in an ideal theoretical language
whose purpose is to give a comprehensive description of reality. For instance, according
to some metaethicists, there is at least some moral term, say ‘permissible’, that is
primitive and thus not definable in terms of any non-moral expressions.242 However,
given the insights drawn from work on the semantics of natural kind terms (e.g. Putnam
1975; Kripke 1980), this does not entail that the property of being permissible is not
identical to some complex property like being an action that maximizes overall
happiness. And if this property identity thesis is true, then that means that we don’t need
the primitive expression ‘permissible’ in order to express this property. A language just
like ours except that took ‘permissible’ as a non-primitive expression, defined as ‘an
action that maximizes overall happiness’, would be capable of expressing all the facts, at
least in the sense of saying that certain objects have certain properties.243 Now, nothing
I’ve said so far entails that this alternative language would be better than English.
However, that such a language would be possible (and not expressively impoverished)
makes it the case that the question of primitivism for ‘permissible’—i.e. whether it
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This is what many take to be the appropriate lesson to draw from Moore’s (1903)
“Open Question Argument,” at least where the term ‘good’ is concerned.
243
Of course, another option is to cease employing the term ‘permissible’ entirely, rather
than change its meaning. But insofar as the term is already deeply embedded in our
discourse, the proposed linguistic change would allow us to continue using it to express
the same property as before, just without the ideological cost of an additional primitive
concept in our conceptual framework.
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should be primitive even if, as a matter of fact, it is—is one worth asking (and not already
settled by “ought implies can”).244
Once we understand the question of primitivism, we can begin to think about
what sort of considerations bear on this issue. Sider (2011: vii-viii, §4.5) offers us the
following proposal: our primitives should correspond to the perfectly natural properties
(relations, objects, etc.). Burgess and Plunkett (2013a), in their discussion of how
conceptual ethical issues rear their head in metaphysics, describe this proposal in the
following way,
The basic facts about the world that ground or give rise to the rest of its
features have some determinate structure, so the language we use to catalog
these facts – as Ted Sider puts it, ‘to write the book of the world’ – should
have expressions for all and only the components of that structure… a good
deal of contemporary debate in and about fundamental metaphysics
involves a claim in conceptual ethics: roughly put, that the concepts we use
to characterize the ground floor of reality should carve perfectly at its joints
(Burgess and Plunkett 2013a: 1093).
The idea is, when it comes to our language for theorizing, we should have primitive
(denoting)245 expressions that denote all and only the perfectly natural, or fundamental,
entities.
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If some term is primitive, and if that meant that it is impossible to not take it as
primitive, then, from “ought implies can,” it follows that it’s not the case that we ought
not take it as primitive, or, equivalently, we may take it as primitive.
245
Insofar as some terms are not in the business of denoting anything, this principle may
not be applicable to them.
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To understand the motivation behind this proposal, let us turn to the following
bold proclamation made by Sider (2011) at the very beginning of his preface to Writing
the Book of the World,
The world has a distinguished structure, a privileged description. For a
representation to be fully successful, truth is not enough; the representation
must also use the right concepts, so that its conceptual structure matches
reality’s structure. There is an objectively correct way to “write the book of
the world” (Sider 2011: vii).
Sider’s idea is something like the following. Our language and conceptual framework is
structured in some way. We think and speak using certain primitives and complex terms
derived from these primitives. The world also has a certain structure. Certain entities are
fundamental, or perfectly natural, and other entities are definable in terms of the
fundamental ones. Given this metaphysical picture, and given that representations are
successful only when they match reality, the following conceptual ethical claim seems
compelling: The structure of our (theoretical) language and conceptual framework
should match the structure of reality. Lewis (1983) also draws this comparison between
semantic primitives and perfectly natural properties (construed as universals), saying, “A
satisfactory inventory of universals is a non-linguistic counterpart of a primitive
vocabulary for a language capable of describing the world exhaustively” (Lewis 1983:
346), though he does not seem to make the further normative claim, that the latter should
match the former.
If the structure of our theoretical language should match the structure of reality,
then that suggests the following principle: in an ideal theoretical language, a term T
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should be (linguistically)246 defined in terms of a term T¢ if and only if the referent of T is
(metaphysically) definable in terms of the referent of T¢.247 For instance, ‘grue’ should be
defined in terms of ‘green’ (rather than the other way around or taken as primitive), since
grueness is definable in terms of greenness. From the general principle, it follows that a
term T should be primitive if and only if T’s referent is perfectly natural or fundamental
(i.e. indefinable).248 The primitives in such a language, used to define all other terms, will
end up denoting all and only the fundamental entities, out of which all other entities are
(metaphysically) definable. Such a language will perfectly map on to the structure of
reality.
We can turn the above considerations into an argument schema to be wielded
against a theorist who we think illegitimately takes some theoretical term T as
primitive—that is, takes it as primitive though it shouldn’t be—or else one who is
considering taking T as primitive. Since we are using the conceptual ethical sense of
‘should’ that applies specifically within the context of theorizing, I will restrict the
discussion to theoretical terms. This schema expresses a distinctively metaphysical
complaint against the use of certain primitives, whereas often such complaints are purely
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There are two concepts of definability expressed in this principle and in this section
more broadly. The first is that of a word being linguistically defined in terms of other
words, and the second is that of a property (or other entity) being metaphysically
definable in terms of other properties (or entities). I will omit the labels ‘linguistically’
and ‘metaphysically’ when it is clear which sort of definability is being expressed.
247
This principle should be restricted to terms that are genuinely referring.
248
By ‘term’ here, I am referring to only simple expressions. Thus, the expression ‘the
particle that Einstein was always talking about when we ate bagels’ is not a term as such,
and thus this principle does not entail that it should be primitive even if it happens to pick
out a fundamental entity. However, a simple expression that refers to such a fundamental
entity should be taken as primitive.
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psychological or semantic—for instance, that the primitives are “unintelligible” (Sider
2011: viii). Here is the schema:
The Argument from Imperfect Primitives
(IP1) Theoretical (denoting)249 term T does not denote a perfectly natural
property (or entity).
(IP2) A theoretical (denoting) term should be primitive only if it denotes a
perfectly natural property (or entity).
(IP3) So, T should not be primitive.
If an instance of this schema is sound, and if T is already taken as primitive, then we must
make a linguistic reform to our language. In particular, we should either redefine T in
more basic terms—we can do this without changing T’s referent, as my above discussion
of ‘permissible’ shows—or else give it a new referent or remove it from our language
entirely.250 I will briefly sketch some ways in which we might be able to defend an
instance of IP1 before I review the motivation for IP2 and consider some objections to it.
IP1 states that T does not denote a perfectly natural, or fundamental, entity. Often,
such a claim is defended on grounds of ontological parsimony. Positing fundamental
entities is taken to be especially costly (Schaffer 2015), and hence we should only do so
if completely necessary—if there seems to be no possible way to (metaphysically) define
the purported entity out of other fundamental ones. In the next chapter, I will discuss and
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By ‘denoting’ here, I mean a term that purports to denote something.
The claim that we should stop using some term T entirely is called ‘eliminativism
about T’ by Burgess and Plunkett (2013b: 1103). This is a distinctively conceptual ethical
usage, whereas elsewhere, ‘eliminativism’ is interpreted as the ontological claim that
certain sorts of (purported) ordinary objects don’t in fact exist. For instance, see Korman
(2015) for this latter usage.
250
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defend an argument that suggests that semantically vague terms do not denote perfectly
natural properties, and considerations of parsimony play a role in that argument.
However, some philosophers (e.g. Huemer 2009; Willard 2014) have challenged the
thought that the appeal to parsimony is appropriate in metaphysics and philosophy more
generally. Thus, defending an instance of IP1 may not be so easy. However, if the appeal
to parsimony is appropriate, then a typical way of arguing for IP1 is to show that the
referent of T does seem to be definable in terms of other entities, and thus it is
unnecessary to take it to be perfectly natural and incur the ontological cost of doing so.251
Sider defends (something close to) an instance of IP1 for whatever the core term
of metaphysical modality is taken to be, for instance ‘possible’ (Sider 2011: Ch. 12),
using considerations of parsimony.252 He says, “Since modality is unneeded for the most
fundamental inquiries, it too is metaphysically nonfundamental, however conceptually
fundamental it may be” (Sider 2011: 267). Whether we should ultimately accept Sider’s
argument, or the general “dispensability” principle on which it is based—that is, we
should take something to be fundamental only if it is needed for the most fundamental
inquiries—it demonstrates at least one way in which metaphysicians have tried to make
the case against the perfect naturalness of some phenomenon.
Premise IP2 says that theoretical terms should be primitive only if they denote
perfectly natural properties (or entities). Again, this is motivated by the thought that the
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See Sider (2011: §7.6) on the process of sketching “toy” metaphysical reductions,
which help to convince us that the real reductions are possible and also show us roughly
how the entity fits into fundamental reality.
252
He phrases it a bit differently, since he holds that fundamentality primarily applies to
concepts rather than entities. However, when he engages in property-talk and speaks
loosely, he affirms that no modal properties are fundamental.
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structure of our language should match the structure of reality. Suppose we have two
terms T1 and T2 (at least one of which must be taken as primitive) with respective
referents P1 and P2, and suppose that P1 is (metaphysically) definable in terms of P2,
which is fundamental. Then, suppose we are deciding which of the following three
options to take: (A) define T1 in terms of T2 and take T2 as primitive, (B) define T2 in
terms of T1 and take T1 as primitive, or (C) define neither in terms of the other and take
them both as primitive. Premise IP2 would have us choose Option A, which seems
right.253 After all, Option B seems “metaphysically backwards,” where the structure of
our language would be going against the structure of reality. For instance, a language in
which ‘green’ was analyzed in terms of ‘grue’ seems in some sense defective or at least
rationally criticizable.254 Option C, while not as bad as Option B, still fails to be faithful
to the aim of matching the structure of reality, as well as being worse with respect to
ideological economy (i.e. the fewer undefined terms or concepts we employ, the better).
We don’t need to take both T1 and T2 as primitive, so we shouldn’t.
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As I mentioned above, this is merely in the non-instrumental conceptual ethical sense
of ‘should’. There may be other, instrumental or non-conceptual-ethical reasons (e.g.
convenience) to choose a different option. For instance, it may be extremely difficult for
us to speak directly in terms of T2. By analogy, there may be some cases in which doing
what you epistemically should do (e.g. responsibly gathering evidence and updating your
beliefs accordingly) is extremely inconvenient and not what you should do in a pragmatic
or self-interested sense.
254
Hirsch (1993) discusses similarly bizarre languages at length, although he finds it
difficult to justify the claim that there is something wrong with them, however intuitive it
may be. However, he fails to consider that it may be just a brute conceptual ethical fact
that natural concepts are valuable, the way it may be a brute epistemic fact that true
beliefs are valuable. As I discussed in §2.6, insofar as the chain of explanation for
evaluative facts must terminate somewhere, with something being valuable for its own
sake with no further evaluative explanation, the conceptual ethical value of
metaphysically natural concepts or meanings seems like as good a place as any.
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In the next chapter, I will discuss some connections between naturalness and
semantic vagueness and argue, among other things, that semantically vague terms do not
denote perfectly natural properties. This claim, together with the argument schema
discussed in this section, has the potential to yield broad metaphilosophical implications.
After all, many central theoretical terms from philosophy are at least arguably vague (e.g.
‘permissible’, ‘justified’, ‘person’, etc.), and yet they often seem like they are primitive.
Thus, if I am correct, our philosophical language may need a great deal of reform.

6.2 Substantivity
The second conceptual ethical issue that I will connect to naturalness is the issue
of whether a certain question is substantive.255 According to the account of substantivity I
will adopt, which is inspired by that of Sider (2011: §4.2), a nonsubstantive question is
one whose answer turns on which of several roughly equally good candidate meanings is
meant by at least one of its terms, where ‘good’ is interpreted in the distinctively
conceptual ethical sense.256 For instance, the question, “Is the pope a bachelor?” is
nonsubstantive in this sense, since it turns on whether ‘bachelor’ means unmarried-man
or unmarried-man-eligible-for-marriage, and furthermore, these candidate meanings are
roughly equally good in the relevant sense—neither seems like an especially bad or
defective meaning relative to the other. On the other hand, the question, “Is particle p an
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I construe questions linguistically here, as sentences (or perhaps sets of sentences,
corresponding to their possible answers) rather than as propositions (or sets thereof).
256
I include the qualifier ‘roughly’, because there may be some cases in which it’s simply
not obvious whether one candidate is better than another, but it’s obvious that neither is
much better than the other. Such questions still seem nonsubstantive, even if one
candidate turns out to be a tiny bit better.
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electron?” is substantive, even though it turns on whether ‘electron’ means electron or
electron-that’s-not-identical-to-particle-p or electron-enountered-before-3000-AD-orproton-not-so-encountered, since one of these candidate meanings is clearly much better
than the others. These are clear cases, since I expect most readers to agree that there is a
decisively “best” candidate meaning in the latter but not the former case. However, more
difficult cases arise in philosophy. For instance, some might argue that the questions,
“Can a person survive teleportation?” or “Is a fetus a person?” are nonsubstantive, since
they turn on which of several equally good meanings for ‘person’ are meant. Whether
that’s indeed the case turns on considerations of naturalness, as I’ll soon explain.
Since this account of substantivity is interpreted in terms of candidate meanings
being “better” than others (in the conceptual sense), it is a distinctively conceptual ethical
phenomenon, in contrast to the issue of verbal disputes (which I discussed in §4.2), which
is purely a semantic (and non-normative) phenomenon. In fact, these issues are
orthogonal to each other. A dispute over a certain question can be nonsubstantive without
being verbal in the sense I discussed in §4.2, if both parties’ usages of the problematic
term are close enough so that the same property for each achieves the best balance of
charity and eligibility (and thus the two hypothetical linguistic communities
corresponding to each of their usages mean the same thing), even though there’s another
candidate meaning that is just as good (though doesn’t fit well with their usages).
Likewise, a dispute can be substantive while still being verbal, if both parties’ usages are
different enough (so their corresponding linguistic communities mean different things)
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even though there is one candidate meaning that is much better than the rest.257 However,
since the comparative naturalness of candidate meanings is directly relevant to both
whether there is a best candidate (as I’ll soon explain) and whether a single candidate
achieves the best balance of charity and eligibility, nonsubstantivity and verbalness often
go hand in hand.
So, what makes one candidate better than another in the sense relevant to
substantivity? As expected, Sider proposes that the relevant standard is naturalness (Sider
2011: 46). This fits with our intuitive idea of the substantivity of a question being a
matter of whether its answer is, in some sense, fixed by us or fixed by the world.
Substantive questions are supposed to be deep, turning on facts about nature’s joints,
while nonsubstantive ones are shallow, (at most) turning on how we happen to carve up
reality. The discovery that a question is nonsubstantive should make us more tolerant of
those who give a different answer from the one we give. While one of us might be
uniquely correct—that is, be speaking truly in the public language—this is merely
because we happen to live in a linguistic community with a certain dominant usage; a
community with a different usage corresponding to a distinct but equally natural
candidate would do no worse at reflecting reality’s structure.
I will here construct an argument schema that can be used to argue for the
nonsubstantivity of a certain question Q. I will then sketch how instances of some of the
premises could be defended, using a case study I’ve discussed before, namely Sider’s
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One way for this to be the case is if there is a failure of reference magnetism to secure
shared reference to the most natural, and hence best, candidate, due to its mismatch with
usage being too great. I discussed such cases in §5.3.2, and I’ll discuss them some more
in §6.3.
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views on personal identity. Finally, I will motivate the core premise that connects
naturalness to candidate meanings being better than one another. Here is the schema:
The Argument from Nature’s Indifference
(NI1) The answer to question Q containing theoretical term T turns on which of
several candidates P1, P2, …, Pn is meant by T.
(NI2) Candidates P1, P2, …, Pn are roughly equally natural.
(NI3) If candidates are roughly equally natural, then they are roughly equally
good.
(NI4) A question is nonsubstantive if and only if its answer turns on which of
several roughly equally good candidates is meant by a term it contains.
(NI5) Hence, Q is nonsubstantive.
If an instance of this schema is sound, then a linguistic reform is in order. In particular,
we should eliminate theoretical T from our theoretical language and replace it with
several more specific terms T1, T2, …, Tn that clearly and determinately express the
equally good candidates,258 which avoids the risk of asking and answering nonsubstantive
questions.259 This conceptual ethical proposal is motivated by the same idea I discussed
in the last section: the structure of our language should match the structure of reality, so,
if nature’s joints don’t privilege one candidate over another, then neither should our
language.
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There is no ideological cost to adding multiple terms to the language provided that
they are defined terms, rather than primitives. On the other hand, if the equally good
candidates are all perfectly natural properties (or entities), then the added terms should be
primitive, given the considerations discussed in the previous section, and the ideological
costs are worth it, given that we need to refer to them somehow.
259
This is a similar proposal to the one Chalmers (2011: §4) advances as a means of
resolving (or perhaps dissolving) verbal disputes.
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Schematic premise NI1 says that the answer to question Q containing term T turns
on which of several candidates for T is meant. Consider the question, “Can a person
survive teleportation?” and consider the two candidates for ‘person’ that I discussed in
§4.1, namely being-a-bodily-continuous-person-like-entity and being-a-psychologicallycontinuous-person-like-entity. The answer to this question turns on which of these two
candidates is meant by ‘person’; the answer is “No” on the former and “Yes” on the
latter, since the person-like entity that emerges from the teleportation device will be
psychologically continuous but not bodily continuous with the person-like entity who
enters it. Thus, we have here a true instance of NI1.
As I discussed in §4.1.1, Sider thinks an instance of NI2 is defensible in this case.
In other words, he thinks neither of these candidates is (much) more natural than the
other, and hence they are roughly equally natural. Once again, recall his analogy:
“Denying this would be like saying that Victorian houses comprise a more natural kind
than Tudors” (Sider 2001: 13). As I mentioned previously, I find it far from obvious that
this analogy is apt—only a sketch of each canonical definition could convince me—but I
have nothing more to add at this point.
Premise NI3 is the core conceptual ethical premise of this argument. It states that
candidates are roughly equally good (in the conceptual ethical sense) if they are roughly
equally natural. Recall that, in using the conceptual ethical sense of ‘good’, we are
evaluating candidate meanings for a theoretical language whose purpose is to give a
comprehensive description of reality, rather than, say, one whose purpose is merely to
communicate with convenience or express things that we most care about. Once again, I
think NI3 can be justified by Sider’s idea that the structure of our theoretical language
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should match the structure of reality. If two candidates are roughly equally natural, then
two terms that express those candidates do roughly equally well with respect to tracking
the structure of reality. To further justify the connection between naturalness and
conceptual ethical value, Sider adds, “Joint-carving thought does not merely have
instrumental value. It is rather a constitutive aim of the practice of forming beliefs, as
constitutive as the more commonly recognized aim of truth,” (Sider 2011: 61).260
Although he states it in terms of beliefs, or the concepts that constitute those beliefs, the
same could be said for the terms that express those concepts: namely, it is a constitutive
aim of employing theoretical terms that they denote natural properties, thus expressing
reasonably fundamental features of reality that make for genuine similarities and
differences between things.261 Two terms that express (roughly) equally natural
properties meet this constitutive aim (roughly) equally well, and thus the meanings of
these terms are (roughly) equally good.
One way of rejecting NI3 is to find some feature other than naturalness that could
make a difference to the relative conceptual ethical value of two or more candidates. In
other words, there might be some way in which a candidate could be better (in the
conceptual ethical sense) than another even if they are equally natural. For instance,
perhaps one candidate is the one our language already expresses and hence the one we
care deeply about, and perhaps we should be conceptual ethical conservatives where
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In this section (Sider 2011: §4.5), Sider uses the label ‘epistemic value’ for what I’m
calling ‘conceptual ethical value’, namely the sort of non-instrumental, non-moral value
that is relevant to linguistic and conceptual choices. I discuss the difference in my own
uses of these two labels back in §2.6.
261
Hirsch (1993: 53), in his discussion of strange alternative languages, states a similar
principle, which he calls ‘The Classificatory Joints Principle’: a general word ought to
express a natural property.
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possible (i.e. favor our currently expressed candidates by default). However, I think this
proposal would fail to capture the sense of one candidate being “better” than another that
is especially relevant to substantivity, since a question is intuitively substantive in the
intended sense when it has an answer that is in some sense privileged by the world rather
than us (our interests, traditions, etc.). The question “Is particle p an electron?” still seems
substantive even if some community of speakers happens to care more about electronsencountered-before-3000-AD than electrons. Perhaps the best way forward is to relativize
the notion of substantivity to different standards, some of which may be tied to our
interests. The sort of substantivity that I am discussing here, then, is a distinctively
metaphysical one, where the sole standard is naturalness.
In the next chapter, I will argue that many questions containing semantically
vague terms are (metaphysically) nonsubstantive, since their answers turn on several
equally natural, and hence equally good, candidate meanings. If my argument is sound,
then this should deflate a great many philosophical questions, since, as I mentioned in the
previous section, many philosophical terms are arguably vague.

6.3 The Revolutionary Strategy
The final conceptual ethical issue that I will connect to naturalness is the issue of
whether we should change the meaning of some philosophical term. Once again,
assuming that our theoretical terms ought to denote natural properties, this issue arises
when we realize that some theoretical term we employ does not denote the most natural
candidate available. This occurs in the sort of cases I discussed in §5.3.2, where reference
magnetism fails to secure our reference of term T to the most natural candidate Pn, due to
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this candidate not fitting well enough with our usage of T. In such cases, we should
change the meaning of T so that T does denote Pn. Following a similar usage in Burgess
(1983: 97), I call the conceptual ethical thesis that we should change the meaning of T,
‘Revolutionism about T’.262
I will here construct an argument schema for the thesis of revolutionism about T. I
will then clarify each premise by means of a case study from metaontology, namely
Sider’s discussion of ‘exists’, which is one of the most famous (or perhaps infamous)
instances of this revolutionary move in philosophy. Here is the schema:
The Argument from Natural Revolution
(NR1) Theoretical term T does not denote its most natural candidate Pn.
(NR2) T should denote its most natural candidate Pn.
(NR3) If a theoretical term does not denote what it should, then we should change
its meaning so that it does.263
(NR4) So, we should change the meaning of T so that it denotes Pn.
If an instance of this schema is sound, and if we attempt to satisfy the conceptual ethical
obligation expressed in the relevant instance of NR4,264 then we must be very careful not
to make the mistakes that I discussed in §5.3.2 and that Korman (2015: Ch. 6) warns us
about. Namely, we need to ensure that we are not relying on our old intuitions about the
old subject matter in forming beliefs about what is true in our new and improved
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See Burgess and Plunkett (2013b) and Korman (2015) for further discussion of
instances of this conceptual ethical thesis.
263
I’ll explain the relevance of this seemingly trivial premise below.
264
By ‘conceptual ethical obligation’, I merely mean something we (conceptually
ethically) should do. There may be other theorists for whom the connection between
‘obligation’ and ‘should’ is not so close.
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language. While I do not think the shift from focusing on, say, existence to existencef
amounts to a complete and total change of subject, the way, for instance, a shift from
focusing on moral permissibility to epistemic justification would be—after all, existencef
is still an “existence-like” property—we cannot simply use the old, familiar arguments
without careful reflection on how considerations naturalness affect the justification for
the new interpretations of each premise. Exactly how this process would go is a difficult
matter, and pessimism over its prospects motivates the naturalness-based skepticism I
discussed in §5.3.2.
Schematic premise NR1 says that term T does not denote its most natural
candidate Pn. Defending an instance of this takes three steps. First, one would clarify the
conceptual role associated with T and show that property Pn can play this role, and thus it
counts as a candidate for T. Second, one would show that, given our usage of T, Pn
simply does not fit well enough to be T’s actual referent. And finally, one would argue
that Pn is more natural than all other candidates, perhaps by showing that its canonical
definition is far simpler or less arbitrary than those of all other candidates, or else by
arguing that Pn is more fundamental than the rest. I will now turn to a case study to make
this discussion more concrete.
While it is not entirely accurate to call Sider an outright proponent of
revolutionism about ‘exists’, since he is still somewhat optimistic about the strength of
reference magnetism being enough to secure our reference of ‘exists’ in English to the
most natural candidate existencef (Sider 2009: 409-410), he does adopt the revolutionary
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strategy as a “Plan B” in case his “Plan A” fails (Sider 2009: 411-416).265 His tentative
case for making the revolutionary move in ontology proceeds in several steps. He first
discusses some of the criteria for being candidate meaning for ‘exists’ (Sider 2009: 391392). These include, among other things, being both inferentially and materially
adequate, where the former amounts to ensuring that the core inference rules of
quantification theory come out truth-preserving on an assignment of reference to that
candidate, and the latter amounts to ensuring that the candidate can somehow “account
for” empirical facts, like those about the distribution of matter in some region of space.
For instance, both existencen and existenceu (the candidates corresponding to
mereological nihilism and universalism respectively) are arguably materially adequate,
since they can account for facts, albeit in different ways, like those about the “chair-like”
distribution of matter in some region of space. For instance, where a language that
employs the former candidate will say, “There exist simples arranged chair-wise,” one
that employs the latter will say, “There exists a chair.” A possible referent that fails to
somehow account for these sorts of facts would be disqualified as a candidate.
Next, Sider acknowledges the very real possibility that ‘exists’ does not express
the most natural candidate existencef in English. He says,
Suppose that, fundamentally, there are very few things. Suppose… that
there exist, in the fundamental sense, nothing but subatomic particles. Given
such a sparse ontology, the most plausible view about natural language
quantifiers might be that they do not carve at the joints… The English ‘there
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Despite the fact that he has at times explicitly called it a “Plan B” (Sider 2011: 74),
there are also times where Sider seems to prefer the revolutionary approach. For instance,
see Sider (2013: §3; 2014: 565).
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is’, according to such a semantics, would not express fundamental
quantification (Sider 2011: 171).
Here he supposes that existencef is existencen (or some other austere candidate) and
acknowledges that, given how poorly it fits with our usage of ‘exists’, this candidate
might not be the one we express in English—after all, it makes such platitudes as “There
are people” and “I exist” come out false.
Finally, he actually sketches some considerations to suggest that existencef really
is existencen. His main reason in favor is ideological parsimony, saying “…nihilism lets
us eliminate parthood from fundamental ideology; set-membership can take up the slack”
(Sider 2011: 292 n. 2). In other words, he takes a holistic approach to thinking about the
fundamental language and argues that existencen is the most fundamental “existence-like”
candidate since it allows us to deny the fundamentality of mereological relations, which
helps us cut down on primitives in our fundamental language. The superior ideological
parsimony of his account of the fundamental language, he assumes, is a reason for
believing it to be correct.266
Schematic premise NR2 says that T should denote its most natural candidate
Pn.267 A theoretical language in which T denotes Pn is better than one in which T denotes
a less natural candidate, since the former better reflects the structure of reality than the
latter. The aim of theorizing is to properly reflect reality, and while one way of reflecting

266

He defends this epistemic principle, as well as mereological nihilism, in Sider (2013:
especially §1).
267
While I stipulated that I’m using ‘should’ in the distinctively conceptual ethical sense,
this claim is no mere tautology, as the claim that what we should (in this sense) denote
are natural properties (as opposed to unnatural ones) is intended as a substantive thesis
requiring a defense.
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reality is having true beliefs, yet another is employing terms and concepts that denote
more natural properties. Sider takes this thought one step further and argues that debates
over the instantiation of more natural properties are also more worthwhile. He says (using
boldface to indicate the fundamental notion), “…if ‘there exists’ in English does not
express existence, then a debate over existence is much more worth having than a debate
over existence. The goal of inquiry is to discern the distinguished structure of the world,
and we would do that more directly by investigating existence than by investigating
existence” (Sider 2009: 413).
One way to resist NR2 is to argue, once again, that there is some other sort of
conceptual ethical value that can outweigh considerations of naturalness in the relevant
context. For instance, perhaps conservativeness—being faithful to ordinary or traditional
usage—is more important than naturalness. Alternatively, one might be skeptical that we
have any sort of conceptual ethical obligations whatsoever. In other words, perhaps one
can deny that we should refer to more natural properties, and hence that T should refer to
Pn, by denying that there is anything we (non-instrumentally) should refer to over
anything else. However, just as the best response to the moral skeptic is to trot out
uncontroversial moral claims that are difficult to deny—for instance, that it’s morally
wrong to torture children for fun—one can similarly respond to the conceptual ethical
skeptic using the sort of compelling examples that Hirsch (1993) discusses—for instance,
that, even ignoring pragmatic considerations, we really should use terms like ‘green’ and
‘circular’ that denote reasonably natural properties rather than their gruesome
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counterparts, ‘gricular’, ‘grincular’, and ‘ngrigular’.268 While this may not convince the
skeptic—typically nothing can do that—it may convince the fence-sitters to resist the pull
of skepticism. A similar such argument may work against the conceptual ethical
conservative as well, insofar as it seems plausible that a bizarre linguistic community
with such terms should, in spite of tradition, reform their language in favor of one that
better reflects reality’s structure.
One final objection to NR2 is to say that, while it is worth having a term in our
language that expresses the most natural candidate Pn, we should simply introduce a new
term T¢ for this candidate and leave T alone.269 However, recall that there is a conceptual
role associated with T, which is determinative of which possible meanings count as
candidates for T. The use of T itself to express one of these candidates is already deeply
ingrained in our linguistic practices. It seems unavoidable for us to go on associating the
word ‘existence’, for instance, with the “existence-like” role in our thought—notice how
just now I needed to use the old term to pick out the relevant role. The best candidate for
T is the one that ought to play the relevant role in our thought, and this requires replacing
the old candidate, which we should no longer be expressing, with the superior one in our
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Recall, from my discussion of these terms in Chapter 1, that ‘gricular’, ‘grincular’, and
ngricular’ refer, respectively, to the properties being green-or-circular, being green-ornot-circular, and being not-green-or-circular (Hirsch 1993: 5).
269
Korman (2015: 70), although not very sympathetic to the revolutionary strategy in
general, recommends that the would-be revolutionary theorist do this instead, so as to
avoid confusing her interlocutors or herself when discussing the new interpretations of
the familiar arguments. I agree that this may be a more practical strategy—more
conducive to theorizing with clarity and avoiding confusion. However, I still think there
is a context in which we can relax such pragmatic concerns when thinking about what an
ideal theoretical language looks like, where considerations of naturalness take
precedence.
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discourse. So, insofar as we are inclined to continue using T itself to express whatever
plays this role, we should use T to do it, rather than a new term.270
Finally, premise NR3 says that, when a theoretical term fails to denote what it
should, we should change its meaning so that it does. I thought it worthwhile making this
an explicit premise in the argument, since there is an objection to it worth considering,
based on a fairly popular view in metasemantics, namely sematic externalism, which is
the view that the meaning of our terms is partly determined by something external to
us.271 The worry is that, whatever we think we should mean by our terms, it is actually
impossible, or extremely difficult, for us to change their meaning, at least in the way
typically envisioned by proponents of the revolutionary strategy.272 For instance, Sider
(2009) intends to execute the revolutionary strategy in ontology by means of linguistic
stipulation; we simply stipulate that, in the ontology room at least, ‘exists’ expresses
existencef (Sider 2009: 412). However, according to semantic externalism, what our
terms mean is not necessarily settled (entirely) by our semantic intentions. External
factors, such as causal relations between properties and our usage of terms or the usage of
other members in our linguistic community (especially experts), play a significant role in
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It could be argued that the considerations I discuss in this paragraph are merely
pragmatic, so the ‘should’ expressed therein is not the conceptual ethical ‘should’. That
may be true, but in the original objection, the considerations against having T express the
most natural candidate (and in favor of introducing a new term instead) are also merely
pragmatic. Thus this should not be taken to be an objection to the conceptual ethical
thesis that a term should (in the conceptual ethical sense) express its most natural
candidate. To reiterate what I’ve said before, there is no contradiction in the claim that
we should (in the conceptual ethical sense) do something that we should not (in the
pragmatic sense) do.
271
See Putnam (1975), Kripke (1980), and Burge (1979) for influential discussions.
272
See Ludlow (2014), Cappelen (2018), and Koch (2018) for discussions of and
responses to this challenge to conceptual ethics based on considerations of semantic
externalism.
200

determining reference, so it’s possible that our attempts to change the meanings of terms
by fiat are doomed to fail, as the terms will continue to express their original referents
regardless. If so, then perhaps we’re never obligated to change the meaning of our terms,
since we can’t (assuming “ought implies can”).
I think the best response to this objection is that of Koch (2018), which is to
suggest that the objection overstates our lack of control over the meaning of our terms on
semantic externalism. While any single linguistic stipulation made by an individual
revolutionary theorist may not be on its own efficacious in changing the term’s meaning,
neither is, plausibly, any individual agent’s action on its own efficacious in addressing
collective action problems like climate change, and yet this practical difficulty doesn’t
make us reject our environmental obligations outright. Similarly, we may still have a
conceptual ethical obligation to change the meaning of some term even if such a change
can only be successfully implemented by collective effort over the long term. The task of
the revolutionary theorist is not to change the term’s meaning herself, but to advocate a
policy that, if adopted by enough of her peers, can by carried out in the long term.
In Chapter 8, I will defend an instance of this schema, conditional on certain
assumptions about our usage of terms. Even if the assumptions are correct and the reader
is convinced, I am under no illusions that any such revolutions will be brought about any
time soon. However, by being aware of and open to the possibility of such linguistic
reforms, we can do our part in advocating for those that seem appropriate, until they gain
enough proponents to be successfully implemented.

6.4 Chapter Summary: Naturalness in the Conceptual Ethics of Philosophy
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In this chapter, I have discussed issues in conceptual ethics that are tied to
considerations of naturalness. These were the issues of whether we should take some
term as primitive, whether a question is substantive, and whether we should change the
meaning of some term. The main assumption of this chapter, underlying the schemas I
constructed, is the idea that we ought to carve nature at its joints, or employ theoretical
terms and concepts that denote more natural properties. The motivation for such an
assumption is the thought that properly reflecting reality, which is the goal of theorizing,
requires more than simply believing truly—we must also use the more natural terms and
concepts, so that the structure of our representations conforms to the structure of the
world.

202

Part III
Applications
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Chapter 7. Naturalness and (Semantic) Vagueness
In the previous four chapters, or Part II, I developed argument schemas for certain
metaphilosophical claims based on considerations of naturalness. Although I discussed
how instances of the premises that appeal to naturalness might be defended, I did not yet
defend any instances of my own. In this chapter and the next, I do just that. In this
chapter, I discuss the relationship between naturalness and vagueness—or, at least,
semantic vagueness—and defend two theses. My first thesis is that all of the candidate
referents for a semantically vague term along its sorites sequence—those candidates that
differ only in where they place the cut-off point—are equally natural. My second thesis,
which follows from the first along with an assumption based on considerations of
ontological parsimony, is that semantically vague terms do not denote perfectly natural
properties. These two theses, as I’ll explain, have broad metaphilosophical implications,
given the connections I’ve established in Part II and given the fact that vagueness is
(arguably) widespread in philosophical discourse.
In §7.1, I will give a concise introduction to vagueness, motivate the semantic
account of vagueness, and then survey the extent to which vague language is present in
philosophical discourse. In §7.2, I will defend my two theses. In §7.3, I will discuss the
metaphilosophical implications of my theses by reviewing some of the connections I
discussed in Part II that, together with the two theses of this chapter as well as some
additional plausible assumptions, yield significant metaphilosophical conclusions. While
many of the connections from Part II may have seemed rather abstract, in this chapter I
intend to demonstrate that the appeal to considerations of naturalness can actually make a
difference in philosophical theorizing.
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7.1 Short Introduction to Vagueness
Arguably the most common, and relatively neutral, way to characterize vague
terms is to say that they admit of borderline cases and are “sorites susceptible.”273
Consider, for instance, the term ‘bald’. It admits of borderline cases, in the sense that
there are some people to whom it does not clearly apply, nor does it clearly not apply.
Likewise, the term is susceptible to the sorites paradox. That is, due to the vagueness of
‘bald’, the following three claims are individually plausible but apparently inconsistent
(assuming everyone has a finite number of hairs): (i) Someone with zero hairs on his
head is bald; (ii) If someone with n hairs on his head is bald, so is someone with n+1
hairs; and (iii) Not everyone is bald.
There are roughly three families of theories about the nature of vagueness that
diagnose vagueness as a semantic, epistemic, and ontological phenomenon
respectively.274 First, according to the semantic view, vagueness is semantic
indecision;275 our linguistic practices are not determinate enough to settle on a unique
extension for vague predicates, so they are instead indeterminate in reference between
several precise extensions, or admissible precisifications, which are the “acceptable”
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I here assume that vagueness is a species of indeterminacy that is specifically
characterized by susceptibility to the sorites paradox. Thus, terms that are indeterminate
but not sorites susceptible are not vague (at least in the intended sense).
274
See Russell (1923) and Lewis (1986: 212) for the semantic view, Williamson (1994)
and Sorenson (2001) for the epistemic view, and Smith and Rosen (2004) and Barnes
(2010) for the ontological view. I say ‘roughly three’ because there may be some views
that don’t fit neatly into one of these categories, and there are mixed views according to
which some vagueness is of one sort, and other vagueness is of another sort.
275
Though in another sense, we could say that vagueness results from a certain semantic
decision—namely the decision to not bother settling on a unique referent.
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(relative to our semantic intentions) ways of making it precise. So, on this account,
‘bald’, for instance, is indeterminate in reference between properties like having-nomore-than-45,106-hairs-on-one’s-head, having-no-more-than-45,107-hairs-on-one’shead, etc.276 Second, according to the epistemic view, vagueness is a sort of irremediable
ignorance about the exact extensions of our terms; vague predicates do determinately
pick out precise properties (e.g. ‘bald’ picks out exactly one of the above precisifications)
but it is unknowable exactly which ones. Finally, according to the ontological view,
vagueness is “in the world itself” and not a result of our imperfect representations. Vague
predicates pick out unique properties, but those properties themselves are indeterminate
or have fuzzy borders, or else they figure in states of affairs such that it is indeterminate
whether these states of affairs obtain.
Supervaluationism is a popular approach to the semantics of vague terms, one that
is very congenial to the semantic account of vagueness.277 On this approach, a sentence
containing a vague term is determinately true (false), or true (false) simpliciter, if and
only if it is true (false) on every on every admissible precisification. So, for instance, the
sentence “I am bald,” (as uttered by me) is determinately false, since it is false on every
admissible precisification for ‘bald’ (and ‘I’, since it is arguably a vague matter where my
parts begin and end, both spatially and temporally). This is intuitively correct, since I
have a full head of (long, flowing) hair and am thus a clear case of a non-bald person. On
the other hand, the sentence “George Constanza is bald,” is neither determinately true nor
determinately false (at least if uttered by Elaine when George was a mere borderline case
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For simplicity’s sake, let’s ignore the fact that baldness is not just a function of the
number of hairs on one’s head but also of how they’re distributed.
277
See Fine (1975: §3) and Sorensen (2018: §5) for a good overview.
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of a bald person—or “balding,” as she put it), since it is only true on some admissible
precisifications (the slightly more liberal ones) and false on others (the slightly more
restrictive ones).

7.1.1 Motivating the Semantic Account
The view that all vagueness is semantic, which I’ll henceforth call ‘the semantic
account’, is often thought of as the dominant view, despite growing interest in its
rivals.278 I will here say two things to motivate it, though I will not provide a systematic
defense. First, the semantic account may seem plausible in light of the implausibility of
its two main rivals.279 The epistemic account is highly counterintuitive, since it is
implausible to think that something could fix our reference to exactly one of the sharp
properties rather than another. Our linguistic practices seem too messy and
undiscriminating to settle on such sharp properties for vague terms, and there seems to be
nothing special about any one of these properties themselves to explain why it wins the
semantic competition. The ontological account, on the other hand, is often charged with
being unintelligible or incoherent.280 While it is not difficult to comprehend the idea of a
mismatch between our representations and the world, it is more difficult to fathom what it
could mean for the facts or the world itself to be “unsettled.”
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Dietz and Moruzzi (2010) call it ‘the received view’ in their introduction.
From here on, I will use the labels ‘the epistemic account’ and ‘the ontological
account’ for the claims that at least some vagueness is epistemic and ontological,
respectively.
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See, for instance, Lewis (1986: 212) and Horgan (1994: §6). Though see Barnes
(2010) for a powerful defense of its intelligibility and coherence.
279
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However, such concerns aren’t likely to move many, especially those attracted to
the epistemic or ontological views, so I will offer another common motivation.281
Considerations of simplicity and unification support the semantic view in the following
way. It seems plausible that at least some vagueness is semantic. For instance, forget for
a moment about philosophically controversial terms (‘permissible’, ‘person’, ‘exists’,
etc.) and consider the more mundane term ‘bald’. It seems like a plausible candidate for
being semantically vague; it seems like our usage underdetermines exactly to which
people of varying amounts (and arrangements) of hair it applies.282 And if some
vagueness is semantic, then the semantic view, which says that all vagueness is semantic,
will be simpler and more unifying. It countenances only one, rather than two or more,
kinds (or sources) of vagueness and countenances only precise entities (properties, states
of affairs, etc.) rather than both precise and vague entities (as does the ontological
view).283
Clearly this is far from conclusive,284 and the semantic account still has many
opponents. However, the metaphilosophical implications of naturalness and vagueness
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See Eklund (2011: 157) and Sud (2018: §1.3) for arguments like this.
Though a defender of ontological vagueness would say, instead, that it seems like the
unique property that our usage fixes for the term simply has borderline cases.
283
Barnes (2010: §3) claims that the semantic view is reductive, reducing facts about
vagueness to facts about reference and truth, whereas the ontological view is nonreductive, taking vagueness to be fundamental feature of reality. If she’s correct, then this
gives us another reason for preferring the semantic view to the ontological one, though
Barnes herself is not bothered by the ontological view’s lack of reductive ambitions.
284
Admittedly, the unification argument may cut both ways. If we have good enough
reason to countenance some ontic vagueness, perhaps for properties like personhood or
moral rightness, then considerations of unity may pressure us to say that all vagueness is
ontic. Furthermore, if there is genuine ontic indeterminacy according to our best scientific
theories (e.g. quantum mechanics), this may lessen our resistance to the sort of ontic
indeterminacy countenanced by the ontological view of vagueness.
282
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are most striking on the semantic view, so I will assume it moving forward. Those who
are more sympathetic to its rivals are welcome to consider my discussion of the
relationship between naturalness and vagueness as restricted to semantic vagueness. This
also opens an avenue of resistance for any of my metaphilosophical conclusions
concerning vague terms: simply say that the term in question is epistemically or
ontologically, rather than semantically, vague.

7.1.2 Vagueness in Philosophical Discourse
The study of vagueness is a promising line of inquiry for those interested in
metaphilosophy, since many philosophical terms (just like many terms in general) are
arguably vague. Thus, if we are able to say something interesting about the nature of
vagueness, we have the potential to say something interesting about much of
philosophical language. I will now very briefly survey some of the central philosophical
terms that are arguably vague.
Consider the philosophical terms ‘permissible’, ‘justified’, and ‘exists’. Each
seems to meet the two above-mentioned criteria for being vague, possessing borderline
cases and being susceptible to the sorites paradox.285 To see the former, note that many of
the terms that refer to features that are relevant the application of ‘permissible’,
‘justified’, and ‘exists’ are themselves vague, and this results in borderline cases of
permissible actions, justified beliefs, and existing things. For instance, it seems
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However, it should be noted that the vagueness of ‘exists’ is a highly controversial
matter, unlike the vagueness of ‘permissible’ or ‘justified’. In fact, many popular views in
ontology are motivated by their (alleged) ability to avoid the consequence that ‘exists’ is
vague. See Korman (2015: Ch. 9) for discussion.
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permissible to break a promise to a friend in order to prevent a bad enough outcome, and
so there will be a borderline case of a permissible action when it is indeterminate whether
the outcome is bad enough. Similarly, it seems like a belief you have is not justified if
(you encounter evidence that) the process that led to it is sufficiently unreliable, and so
there will be a borderline case of a justified belief when (you have evidence that) it is
indeterminate whether the process is reliable enough. Finally, it seems like a composite
artifact, like a hammer, exists when its parts are sufficiently (spatiotemporally and/or
causally) unified, so there will be a borderline case of an object existing when it is
indeterminate whether the (would-be) parts are unified enough.286
It is not difficult to show that the three above terms are also subject to the sorites
paradox. For instance, consider a series of cases of someone breaking a promise in order
to prevent some outcome, where the badness of the outcome is gradually increased and
everything else is kept constant. At the beginning of such a series, we seem to have a
clear case of an impermissible action, and at the end, a clear case of a permissible one.
Similarly, it seems clearly unjustified to believe that Bob is in Santa Barbara based on a
visual experience as of a Bob-looking figure from three hundred meters away, but it
seems clearly justified from three meters away. Thus, we can get a sorites series simply
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One might suspect that it is the term ‘hammer’ or mereological vocabulary like ‘part
of’ or ‘compose’ that is the true source of the vagueness here. However, while it’s true
that those terms are also arguably vague, there is still reason to say ‘exists’ itself is vague.
After all, the above sorites sequence ranges from a clear case where exactly N objects
exist (where N is the number of would-be proper parts) to a clear case in which exactly
N+1 objects exist (where the additional object is the new whole hammer). Such
numerical sentences can be expressed using only the existential quantifier, variables, the
identity symbol, and Boolean connectives (without the term ‘hammer’ or any
mereological vocabulary). The existential quantifier seems to be the most plausible
culprit for any vagueness in such sentences.
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by gradually changing the distance of the believing subject from the experienced subject
matter. Finally, consider a series of cases where the (would-be) parts of a hammer are
gradually brought together until a hammer is constructed.287 At the beginning, it seems
clear that there does not exist a composite object made of those parts, while at the end, it
seems clear that there does.288
Even if we quibble with any of the above examples, it shouldn’t be too difficult to
come up with others. In addition to the above three philosophical terms, here are others
that are at least arguably vague (this list is by no means exhaustive): ‘person’, ‘rational’,
‘conscious’, ‘beautiful’, ‘true’, ‘refers’, ‘good’, ‘blameworthy’, ‘virtuous’, ‘free’, and
‘possible’. Avoiding vagueness in philosophical discourse is extremely difficult, as much
of ordinarily language in general is vague, and so any time we give an account of some
philosophical phenomenon using ordinary language, there is a significant chance of its
being phrased in vague terms. Furthermore, there are typically various gradable factors,
such that the application of the above philosophical terms depends on “the right amount”
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A typical sorites sequence for a vague predicate consists in a series of objects, each of
which differs only slightly from surrounding objects in the sequence, ranging from an
object to which the predicate clearly applies to an object to which the predicate clearly
does not apply. However, a sorites sequence for ‘exists’ may need to be constructed
differently, instead ranging from a case or circumstance in which the sentence “Exactly n
objects exist” is clearly true to a case or circumstance in which “Exactly n+1 objects
exist” is clearly true. The problem with the original model is that it may be incoherent to
suppose that there are objects to which ‘exists’ doesn’t apply, unless one adopts some
form of Meinongianism according to which there are objects that don’t exist.
288
This is at least true on our ordinary, folk usage of ‘exists’, though as I mentioned in n.
285 above, many popular views in ontology reject this. Mereological universalism, for
instance, holds that the composite object exists even at the beginning of the sequence
(though perhaps it’s not yet a hammer), and mereological nihilism holds that no such
composite object exists even at the end of the sequence. If such views are false and this is
a genuine case of vagueness, one might hope to pin this vagueness on terms other than
‘exists’, such as ‘composite’ or ‘made of’. However, see n. 286 above for why this is not
so easy.
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of that factor being present—not too much and/or not too little—and such a situation
always brings with it sorites susceptibility. Hence, vagueness is extremely pervasive in
philosophical discourse just like it is pretty much everywhere else (perhaps with the
exception of mathematics and fundamental physics).

7.2 Two Theses Connecting Naturalness and Vagueness
Several writers on vagueness and naturalness have already discussed some
purported connections between these phenomena.289 A common assumption, though not
one shared by all these authors, is that the vagueness of a predicate is good evidence that
its referent is not very natural.290 I agree, but given that ‘not very natural’ can be
interpreted in various ways (e.g. less-than-perfectly natural, no more natural than certain
other properties, etc.), it is worth making the claim more precise. I will thus disambiguate
the above claim into two theses and defend them both. First, in §7.2.1, I will defend the
thesis that all of the candidate referents for a (semantically) vague predicate along its
sorites sequence are equally natural. Then, in §7.2.2, I will defend the thesis that
(semantically) vague predicates do not denote perfectly natural properties. After
defending these two theses, I will explain their metaphilosophical significance in §7.3.

7.2.1 Thesis One (VEN): Vagueness and Equal Naturalness
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See Weatherson (2003b: 17), Cameron (2010), Sider (2011: 137), Dorr and
Hawthorne (2013: §4), and Sud (2018).
290
For instance, Weatherson (2003b: 17) and Dorr and Hawthorne (2013: 61) seem to
make this assumption.
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My first thesis connecting naturalness and vagueness concerns the relative
naturalness of the candidate referents for a semantically vague term along its sorites
sequence:
(VEN) The candidate referents for a semantically vague predicate along its sorites
sequence are all equally natural.291
By ‘candidate referents along its sorites sequence’, I mean all the precisifications that
differ only in their placement of the cut-off point, including ones that are inadmissible, or
ruled out by our usage for being too stringent or too liberal.292 For instance, having-nomore-than-2-hairs-on-one’s-head is such a precisification for ‘bald’; it is inadmissible,
since it is ruled out by our usage for being far too stringent—after all, some clear cases of
bald people have more than two hairs on their head. However, I am excluding the
precisifications that occur at the very beginning and end of the sequences, since these do
(typically) seem different in kind and less gerrymandered than those that actually lie
along the sequence (e.g. having no hair seems less gerrymandered than having no more
than 5 hairs). So, I claim that, for any vague predicate, all of its precisifications along its
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Cameron (2010) argues against this thesis, though his argument is explicitly based on
assuming the epistemic view of vagueness. According to the epistemic view, one
(admissible) precisification is the unique referent of a vague term, though it is
unknowable which one. Since it’s implausible that our messy linguistic practices could
fix our reference so precisely, Cameron suggests that we have good reason to believe that
exactly one precisification is more natural than the rest and it is reference magnetism,
rather than (solely) our linguistic behavior, that fixes the unique referent. However, since
I am assuming the semantic view of vagueness in this chapter, Cameron’s main
motivation for denying my thesis doesn’t apply.
292
I am excluding “gerrymandered” precisifications such as, for instance, having-nomore-than-45,106-hairs-on-one’s-head-and-being-from-Brazil-or-having-no-more-than45,107-hairs-on-one’s-head-and-not-being-from-Brazil for ‘bald’. Clearly such a
precisification, if it counts as one, is less natural than ordinary ones. From here on in this
section, the precisifications I am discussing are only those that differ from the admissible
ones only in virtue of where they fall along the sorites sequence.
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sorites sequence (exclusively between either end), whether admissible or inadmissible,
are equally natural.
I will give two arguments for VEN, one based on considerations of
gerrymanderedness and the other based on reference magnetism. Here is the first
argument:
The Cut-Off Placement Argument
(CP1) The only (intrinsic) difference between all the candidate referents for a
semantically vague term along its sorites sequence is where exactly they
place the cut-off point.293
(CP2) If the only (intrinsic) difference between all the candidate referents for a
semantically vague term along its sorites sequence is where exactly they
place the cut-off point, then they’re all equally natural.
(CP3) So, all the candidate referents for a semantically vague term along its
sorites sequence are equally natural.
I’ll defend each premise below.
First, CP1 is based on the fact that a sorites sequence consists of properties (or
candidate referents of some other ontological category) that are extremely similar to one
another, where each differs only ever so slightly from the next one in the sequence. It’s
not as if you can construct a sorites sequence out of properties with radically different
natures and structures from each other—for instance, where one is a highly disjunctive
color property, the next in the sequence is an extrinsic socially-constructed property, the
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I include the qualifier ‘intrinsic’, since it’s conceivable that the candidate referents
might differ in extrinsic respects that are irrelevant to how natural they are, such as being
Bob’s favorite candidate referent or being a candidate referent expressed in textbook X.
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next is an intrinsic property from fundamental physics, etc. Rather, a sorites sequence is
constructed by taking properties that are exactly similar in all (intrinsic) respects except
one, where that one respect is a dimension along which they vary. For instance, the only
(intrinsic) difference between all the candidate referents for ‘bald’ is the exact number of
hairs allowed on one’s head until one no longer instantiates it.294
Next, CP2 is based on the idea that the location of the cut-off point is irrelevant to
how gerrymandered (complex, arbitrary, etc.) the property’s canonical definition is and
hence how natural it is. It’s not as if there’s a special cut-off point that would make its
corresponding property less gerrymandered, and hence more natural, than its surrounding
competitors.295 After all, if that were the case, then it would be easy to reject the
inductive step of the sorites paradox (e.g. “If a person with n hairs is bald, so is a person
with n+1 hairs”) and accept the special, least gerrymandered cut-off point as the location
where the term goes from determinately applying to determinately not applying.296
Rather, it is the fact that there appears to be no special cut-off point—all seem equally
arbitrary—that makes the sorites paradox so problematic in the first place.
So, from CP1 and CP2, it follows that all the candidate referents for a
semantically vague term along its sorites sequence are equally natural. The equal
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Once again, as I explained above, this is really an oversimplification, since baldness is
also a function of how one’s hair is distributed. This shows that the dimension along
which precisifications vary can be a complex function of a variety of factors, though it is
still a dimension of similarity along which adjacent cases differ only minimally.
295
However, placing the cut-off point at the very beginning or end of the sequence may
seem less gerrymandered than placing it at any arbitrary location along the sequence,
which is why, as I mentioned above, I’ve excluded those candidates from the scope of my
thesis.
296
If we thought there was a special cut-off point but were unable to determine exactly
where it is, then we should accept the term as epistemically, rather than semantically,
vague.
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arbitrariness of all the cut-off points is evidence of the equal naturalness of all their
corresponding candidate referents.
Before presenting my second argument for VEN, it is worth briefly pausing here
to consider an objection. One might worry that, if we are considering the set of all
precisifications for a semantically vague term along its sorites sequence, including
inadmissible ones (though excluding those at either end of the sequence), then we might
“accidentally” end up with a highly natural one in this set, one that is more natural than
the rest. For instance, take the vague term ‘small’ (used in the context of describing
finger-sized objects). It seems like most of the precisifications for this term (in this
context), whether admissible or inadmissible, are relatively arbitrary length properties
like being-no-larger-than-4.45-cm, being-no-larger-than-4.46-cm, etc. But if we consider
extremes, ones that are obviously inadmissible, we might end up with a property like
being-no-larger-than-the-Planck-length. Such a property may be highly natural, given
that it is a physically significant unit of length definable in terms of fundamental physical
constants. Hence it may be (much) more natural than the rest of the precisifications for
‘small’.297
The response to this is the same response that Sider (2011: 32) gives when
considering the possibility that there is a physically significant line (perhaps due to an
underground chasm) running through the Ural Mountains, right around where the
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Other potential examples where a vague term might (again “accidentally”) have one
highly natural precisification is the term ‘flat’ on its ordinary usage and its precisification
perfectly flat or the term ‘light’ (mass-wise) on its ordinary usage and its precisification
having zero mass. However, these cases arguably occur at the very beginning or end of
their respective sorites sequences, in which case my thesis excludes them. If not, then the
response I give below to the example of ‘small’ seems to equally apply to these.
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boundary between Europe and Asia should be (by sheer coincidence).298 Even if
reference magnetism applies to the term ‘Europe’, this line doesn’t automatically become
the determinate boundary of Europe, since even if this candidate boundary is more
natural than the other relatively arbitrary candidate boundaries, its superior naturalness is
“of the wrong sort” (Sider 2011: 48) for the term ‘Europe’—its significance is physical
rather than geographical or political. Perhaps we should say that being of the wrong sort
disqualifies a property from being a candidate referent for the relevant term after all,
since a property like being Europe should be (directly) definable in geographical or
political, rather than physical, terms.299 Alternatively, following Sider, I could amend my
thesis VEN so that it says that the relevant candidates for vague predicates are all equally
natural except those that are of the wrong sort. This thesis will retain its significance
provided that, also following Sider (2011: 32, 48), we amend our accounts of reference
magnetism, substantivity, and other naturalness-dependent phenomena so that the
naturalness of a candidate is only relevant if it is of the right sort. Such amendments are
plausible, since the coincidental presence of a natural property of the wrong sort is
intuitively irrelevant when it comes to reference-fixing, substantivity, and the like.
However, I will ignore this complication for the rest of this chapter.
My second argument for VEN, based on considerations of reference magnetism,
is more complex. Here it is:300
The No Magnetic Precisifications Argument
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Sider (2011: 48) credits this example to John Hawthorne.
I say ‘directly definable’, since geographical and political phenomena may themselves
be definable in terms of physical phenomena.
300
This argument is based on one discussed in Sud (2018: §2.3).
299
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(NM1) No admissible precisification balances fit-with-usage and naturalness
better than any other.
(NM2) All admissible precisifications fit equally well with our usage.
(NM3) If no admissible precisification balances fit-with-usage and naturalness
better than any other and they all fit equally well with our usage, then
they’re all equally natural.
(NM4) So, all admissible precisifications are equally natural.
(NM5) If all admissible precisifications are equally natural, then all candidate
referents along the sorites sequence are equally natural.
(NM6) So, all candidate referents along the sorites sequence are equally natural.
I’ll once again defend each premise.
NM1 is based on the metasemantics of reference magnetism and an assumption
about how semantically vague terms work. According to reference magnetism, the
referent of a term is the candidate that best balances fit-with-usage and naturalness, and
semantic vagueness (or indeterminacy in general) is what results when no unique
candidate achieves the best balance (Weatherson 2003a: 3). For a semantically vague
term, our usage can rule out all the inadmissible precisifications, and the naturalnessconstraint can rule out extremely gerrymandered ones, but we are still left with a set of
multiple candidates (the admissible precisifications) that are all tied with respect to the
reference-determining factors (i.e. fit-with-usage and naturalness), which explains why
the semantically vague term is indeterminate in reference between them.
MN2 should be plausible once we recall that the admissible precisifications are
the ones between which our usage doesn’t discriminate. The whole idea behind semantic
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vagueness is that it’s (at least primarily) a result of our linguistic indecision—the failure
of our usage to narrow down the range of candidate referents to a unique one, leaving us
with a set of multiple admissible ones. If some of the admissible ones fit with our usage
better than others, then that should render the worse-fitting ones no longer admissible.
Thus, it seems plausible to say that all the admissible ones fit equally well.
MN3 is very straightforward. After all, if no admissible precisification balances
fit-with-usage and naturalness better than any other, and if they are all tied with respect to
one of these two factors (fit-with-usage), then they must also be tied with respect to the
other factor (naturalness). So, from premises MN1-MN3, we get the subconclusion MN4,
that all the admissible precisifications are equally natural.
The final premise, MN5, is based on the idea that, when it comes to all the
precisifications along the sorites sequence, the difference between being admissible and
being inadmissible is just a matter of usage (and hence not of naturalness). After all,
inadmissible precisifications along the sorites sequence are ruled out as inadmissible—as
determinately not the referent of the term in question—in virtue of being too liberal or
stringent relative to our usage. There doesn’t seem to be anything special about the
admissible precisifications in themselves—in particular, vis-à-vis naturalness—that
distinguishes them from the inadmissible ones.301 So if all the admissible precisifications
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It is worth mentioning that Dougherty (2014: 13-14) challenges this thought by
considering a possible view of semantic vagueness on which semantically vague terms
have multiple extensions that are natural kinds (and hence reference magnets). Though he
doesn’t say so explicitly, it appears as though, according to this view, of all the
precisifications for a semantically vague term along its sorites sequence, there is a subset
of precisifications that are more natural than the rest, and this (along with their equal fitwith-usage) explains why the term is semantically indeterminate between them. On this
view, admissibility is a function of both usage and naturalness (rather than just usage, as I
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are equally natural, it seems as though all the precisifications along the sorites sequence,
whether admissible or inadmissible (though, recall, excluding those at either ends of the
sequence), are equally natural.
Before concluding this section, it is worth addressing an objection to NM1 based
on a suggestion defended by Sud (2018). For a semantically vague term, there still could
be a candidate that best balances fit and naturalness (contrary to what NM1 says),
provided that it is a vague matter which candidate it is, and this could only be the case if
‘most natural’ is itself semantically vague.302 Then, there could be one uniquely most
natural candidate referent for a semantically vague term along its sorites sequence, and
hence one candidate that best balances fit and naturalness, but since it’s indeterminate
which of several candidates is the most natural, the term is indeterminate in reference
between those candidates and thus still semantically vague.
However, I think we should reject the claim that ‘most natural’ is semantically
vague in this way. While back in §2.1 I did discuss the possibility of some slight semantic
indeterminacy in ‘more natural than’, due to indeterminacy over how the several factors
that contribute to gerrymanderedness (complexity, arbitrariness, etc.) are weighed against
each other, this sort of indeterminacy won’t suffice for the suggestion presented here.
This suggestion requires the following: ‘most natural’ has admissible precisifications
most natural1, most natural2, …, and for any semantically vague term with admissible
precisifications P1, P2, …, P1 is the most natural1, P2 is the most natural2, and so on. Each
admissible precisification for ‘most natural’ would then require a corresponding

assumed above). However, he doesn’t give an argument for this view, since his purpose
is merely to outline many possible views of vagueness.
302
Sud (2018: §2.3) defends a similar claim, though about ‘perfectly natural’ instead.
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admissible precisification for ‘least gerrymandered’, such that P1 is the least
gerrymandered1, P2 is the least gerrymandered2, and so on. However, while this is
coherent, I think it’s unmotivated and implausible. It’s not clear what the difference could
be between the various admissible precisifications for ‘least gerrymandered’ that would
lead to this result. It’s not as though they are a result of assigning different weights to the
factors that contribute to gerrymanderedness as I mentioned above—for instance, where
least gerrymandered1 gives slightly more relative weight to complexity, least
gerrymandered2 to arbitrariness, and so on for the other factors—since there would be no
reason to expect this to result in P1 being the least gerrymandered1, P2 the least
gerrymandered2, and so on. After all, P1, P2, … (the admissible precisifications for a
semantically vague term) all seem equally complex, arbitrary, etc. Furthermore, it seems
like there are not enough factors that contribute to gerrymanderedness to maintain this,
since we would need a new factor for every admissible precisification Pi of the original
vague term. So, while accepting this sort of semantic vagueness of ‘most natural’ is a
possible way to resist my argument, it seems rather unpromising.
If the arguments of this subsection are successful, I will have established my first
thesis VEN, that the candidate referents for a semantically vague term along its sorites
sequence are all equally natural. Whenever we have a semantically vague predicate and
we are considering the various candidates along its sorites sequence (each of which
draws the cut-off point in a different place), there are simply no natural joints—no
metaphysically privileged or distinguished candidates—in the vicinity. I will now go on
to use my thesis VEN, along with some additional assumptions, to argue for my second
thesis, this time regarding vagueness and perfect naturalness.
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7.2.2 Thesis Two (VIN): Vagueness and Imperfect Naturalness
My second thesis connecting vagueness and naturalness now concerns perfect
naturalness, rather than relative naturalness:
(VIN) Semantically vague terms do not denote perfectly natural properties.303
I’ll give one argument for this thesis, based on my first thesis VEN as well as
considerations of ontological parsimony. Here’s the argument:304
The Parsimonious Joints Argument
(PJ1) All precisifications along the sorites sequence of a semantically vague term
are equally natural.
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One aim of Sud (2018) is to show how this thesis can be resisted. I won’t review his
argument here except to say that it requires taking ‘perfectly natural’ to itself be
semantically vague. However, for similar reasons as I discussed above regarding ‘most
natural’, I this we should resist this move. Given my account of naturalness, on which
perfect naturalness is metaphysical indefinability, the vagueness of ‘perfectly natural’
would require ‘metaphysically definable’ to also be vague, which requires multiple
admissible precisifications definable1, definable2, etc. But it’s not clear what these
different definability relations amount to or how they’re different. Furthermore, the
acceptance of these multiple precisifications splinters the picture of reality as having a
hierarchical structure—of having basic features that “give rise” to the rest—into many
different pieces. Some properties would be indefinable1 and yet still definable2
(definable3, etc.). It’s not clear how to make sense of, for instance, the dispute between
dualism and physicalism on this picture, since it makes little sense (to me at least) to
think of mental phenomena as fundamental1, in the sense that they’re not definable1 in
terms of physical phenomena, but not fundamental2, in the sense that they are definable2
in terms of physical phenomena. Finally, there are difficult questions regarding how all
the definability relations are related to one another with respect to all of the definability
relations. Is each definability relation indefinable in its own sense but definable in each
different sense in terms of each different definability relation? For instance, is
definability1 indefinable1 and yet definable2 in terms of definability2? What would such a
definition2 look like? These are just some of the difficulties that would arise from taking
‘perfectly natural’ to be semantically vague or otherwise indeterminate.
304
This argument is based on considerations discussed in Sud (2018: §2.1).
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(PJ2) If they’re all equally natural, then either they’re all perfectly natural or none
are.
(PJ3) They’re not all perfectly natural.
(PJ4) So, none of the precisifications along the sorites sequence are perfectly
natural.
(PJ5) If none of the precisifications along the sorites sequence are perfectly
natural, then semantically vague terms don’t denote perfectly natural
properties.
(PJ6) So, semantically vague terms don’t denote perfectly natural properties.
PJ1 is my first thesis VEN, so I won’t spend any additional time defending it here. PJ2 is
straightforward: if they’re all equally natural, then one can’t be perfectly natural when the
others are not, since that would amount to a difference in naturalness, so either they’re all
perfectly natural or none are. I’ll now defend the other two premises, PJ3 and PJ5.
PJ3 is the premise based on considerations of ontological parsimony. To see this,
let’s first remind ourselves of the relationship between naturalness and fundamentality
that I defended in §2.2, namely that perfect naturalness just is fundamentality (i.e.
metaphysical indefinability). That is, the perfectly natural properties are the indefinable
ones that define the rest (and relative naturalness is a function of how gerrymandered
these definitions are). Not only do I think this is the correct account of the relationship
between naturalness and fundamentality, but I also think it is a dialectically appropriate
assumption to make in the context of this section, since those who want to resist VIN and
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maintain that some semantically vague terms denote perfectly natural properties typically
care most about defending the fundamentality of such properties.305
Given this connection between naturalness and fundamentality, we can support
PJ3 by appealing to ontological parsimony (Sud 2018: 252-253).306 Following Schaffer
(2015), I assume that the appropriate parsimony constraint holds that fundamental entities
should not be multiplied beyond necessity, or beyond what is necessary to explain all the
facts.307 Likewise, the number of brute necessary connections between fundamental
properties should be kept to a minimum. These considerations militate against the
proposal of taking all the precisifications of a semantically vague term (along its sorites
sequence) to be perfectly natural. As Sud (2018) explains,
…ideally, the perfectly natural properties form a minimal reductive basis –
no proper subset of the perfectly natural properties adequately reduces (or
metaphysically explains) all of the facts… But positing a whole range of
perfectly natural properties to serve as potential referents for, say, ‘wrong’
would massively multiply the number of brute necessary connections
between perfectly natural properties. And in this case, there is no
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See Sud (2018: §1.2) for a survey of theorists who want to establish the perfect
naturalness, and hence fundamentality, of certain philosophically significant properties.
306
Like the appeal to theoretical virtues in general, the appeal to parsimony in
metaphysics is quite controversial. Those who are skeptical of its application can
reinterpret my conclusion in this section as conditional on the assumption that parsimony
matters (and in the way that I say it does).
307
This is a modification of Occam’s Razor that Schaffer calls ‘The Laser’. He defends
The Laser by analogy with ideological parsimony, or what he calls ‘conceptual
economy’. If a theorist takes a concept as primitive, then she incurs an ideological cost.
However, such a theorist incurs no new cost when she merely defines a new concept out
of prior accepted ones. Similarly, a theorist only incurs an ontological cost when positing
fundamental (i.e. indefinable) entities, since non-fundamental ones are definable out of
prior accepted entities.
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substantial countervailing reductive payoff: we do not require the entire
range of perfectly natural properties to reduce facts about normativity,
personal identity, or the special sciences (Sud 2018: 252-253).
Taking all the precisifications to be perfectly natural not only greatly multiplies the
number of fundamental properties but also the number of brute necessary connections
between fundamental properties.308 Insofar as considerations of ontological parsimony
get any purchase on us whatsoever, we should affirm PJ3, and thereby deny that they’re
all perfectly natural.
The final premise PJ5 says that if none of the precisifications of a semantically
vague term along its sorites sequence are perfectly natural, then semantically vague terms
don’t denote perfectly natural properties. After all, consider any semantically vague term
T: on all of T’s admissible precisifications (which are a subset of all the precisifications
along its sorites sequence), T fails to denote a perfectly natural property. Hence, it’s
determinately false that T denotes a perfectly natural property. Generalizing, we get VIN:
semantically vague terms don’t denote perfectly natural properties.

7.3 Metaphilosophical Implications of Naturalness and Vagueness
My two theses connecting naturalness and vagueness have some
metaphilosophical implications, given the relationships between naturalness and the
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Some of these brute necessary connections between perfectly natural properties would
include the following (assuming that ‘wrong’ is semantically vague and all of its
precisifications are perfectly natural): necessarily, if an action is wrongi, then it is also
wrongj, where wrongnessj is a slightly more stringent precisification for ‘wrong’ than
wrongnessi. Every sorites sequence would have countless such brute necessary
connections.
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metaphilosophical issues that I discussed and defended in Part II of this dissertation. I
will here give a brief survey of some of these implications, without summarizing in great
detail the work already done in Part II.

7.3.1 Implications of Thesis One (VEN)
Recall that VEN says that the candidates for a semantically vague term along its
sorites sequence (excluding those at the very beginning and end) are all equally natural.
The following are several implications of VEN. First, it seems plausible that at least some
of these candidate referents are relatively unnatural. Take for instance, one of the
arbitrary-seeming precisifications for ‘permissible’ along its sorites sequence (whether or
not it is admissible)—a precisification that permits breaking certain moral constraints
(e.g. to keep one’s promises, to not harm, etc.) only when the moral cost of not doing so
reaches a certain threshold. As I’ll discuss in greater detail in the next chapter, such a
candidate seems like its canonical definition will be extremely complex and arbitrary.
And if this candidate is relatively unnatural, then so are all the other candidates along the
sorites sequence, given VEN. This includes all the admissible precisifications. And since,
“Permissibility is relatively unnatural,” is true on all admissible precisifications for
‘permissibility’, it follows that, determinately, permissibility is relatively unnatural.
Generalizing, assuming VEN, if at least some of the candidates for a vague predicate
along its sorites sequence are relatively unnatural, then they all are, and hence
(determinately) that predicate denotes a relatively unnatural property.
Next, VEN has implications regarding the issue of verbal disputes, which I
discussed in §4.2. If parties A and B are engaged in a dispute involving the application of
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a semantically vague term T, then that dispute is verbal if it turns on the location of the
cut-off along the sorites sequence.309 This is because, if we imagine communities of
speakers CA and CB whose usage of T is that of A and B respectively, these communities
will mean different things by T, since, as VEN states, the candidate referents along T’s
sorites sequence are all equally natural. There is no “reference magnet” in the vicinity to
secure both communities’ reference to the same property; hence their reference diverges.
Finally, VEN is relevant to the issue of substantivity, which I discussed in §6.2.
Recall that a question is nonsubstantive when its answer turns on which of several
equally natural candidates are meant by its terms. Lots of questions involving
semantically vague terms—in particular, those questions whose answers turn on the
location of the cut-off along the sorites sequence—will turn out to be non-substantive,
since, given VEN, their answers will be sensitive to a choice between several equally
natural candidates.310 Such questions, as I’ve emphasized before, may still have correct
answers, but their answers are merely a function of our linguistic behavior (i.e. our
dispositions to apply the term along the sorites sequence) rather than nature’s joints.
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Some potential examples of such disputes include disputes over how much of our
excess resources we are morally required to donate to the needy, disputes over when an
outcome is bad enough to justify violating a (pro tanto) duty (e.g. against lying or
breaking promises) in order to prevent it, disputes over whether a certain embryo counts
as a person, and disputes over whether a certain individual is informed enough to count as
having given informed consent for something.
310
To give a concrete (potential) example, consider the question, “Is it permissible for
Bob to break his promise to Patricia in order to prevent Dina’s distress?” Assuming
‘permissible’ is semantically vague (and in the relevant way), the answer to this question
turns on the location of the cut-off along the sorites sequence for ‘permissible’ ranging
from a case like this where Dina is experiencing a great deal of suffering (where
‘permissible’ clearly applies) to a case in which Dina is experiencing only slight
discomfort (where ‘permissible’ clearly doesn’t apply).
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7.3.2 Implications of Thesis Two (VIN)
Recall that VIN says that semantically vague predicates do not denote perfectly
natural properties. The following are several implications of VIN. First, one might think
that if vague predicates do not denote perfectly natural properties, then they will end up
denoting relatively unnatural properties, since the canonical definitions of such properties
will end up being relatively gerrymandered. Consider a typical admissible precisification
for a semantically vague predicate. Such a property seems like its canonical definition
will be extremely complex and arbitrary (notwithstanding our inability to explicitly
produce such a definition on the spot). Thus, VIN may support the claim that the
referents of vague predicates are not only less-than-perfectly natural but also relatively
unnatural.
Second, recall the issue of error theory that I discussed in §3.1. If we have nonnegotiable semantic intentions that our theoretic term T denotes some property that is
natural to some specified degree (e.g. perfectly natural, reasonably natural, etc.), then, if
no candidate referent for T can meet this standard, T fails to refer, resulting in an error
theory about T (assuming it purports to refer). So, if we have non-negotiable semantic
intentions that T denotes a fundamental or perfectly natural property, and if it is nonnegotiable (again with respect to our semantic intentions) that T is semantically vague,
then VIN entails an error theory about T.311
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One field where this might be particularly relevant is ethics. As I discuss in §3.1,
many ethicists think that our semantic intentions regarding at least some core ethical term
(e.g. ‘good’, ‘right’, ‘ought’, etc.) are such that we intend it to express a perfectly natural
property. Furthermore, as I discussed above in §7.1, it is extremely difficult to avoid the
conclusion that moral terms are vague.
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Second, we have the issue of reductionism, which I discussed in §3.2. Since
perfect naturalness just is fundamentality, if a term T fails to denote a perfectly natural
property, then it fails to denote a fundamental property. So, if T is vague, then VIN
entails that its referent is non-fundamental. This creates some tension between nonreductive theories—or theories that hold their core property to be fundamental—and the
project of giving a reasonably intuitive account of the relevant phenomenon, which often
requires being phrased in vague terms.
Third, VIN can help us respond to some of the naturalness-based skeptical
worries that I discussed in §5.3. Recall the worry that, once we make the revolutionary
move with a term T and change our focus from its actual referent to its fundamental
candidate (if such there be), we cannot rely on the old intuitions and arguments. We
might worry that, at this point, we have nothing to go by, since it is often not clear which
of several candidates is the fundamental one. However, VIN can help us make a bit of
progress on this question, since we can then rule out any candidate corresponding to a
theory that entails T is semantically vague.312
Finally, we have the issue of primitivism that I discussed in §6.1. I argued that
only terms that denote perfectly natural properties should be taken as primitive, at least
when it comes to an ideal theoretical language whose purpose is to give a comprehensive
description of reality. So, VIN entails that we should not take semantically vague terms
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For instance, “common sense” moral theories (like the ones I’ll discuss in the next
chapter) and “common sense” ontological theories (that countenance ordinary objects but
not extraordinary ones) typically require the vagueness of ‘permissible’ and ‘exists’
respectively, for the reasons I discussed at the beginning of this chapter. Insofar as this
vagueness is diagnosed as semantic, VIN applies to the candidates corresponding to such
theories, and we can rule out such candidates as fundamental.
229

as primitive in such a language. This puts pressure on theorists whose theoretical terms
are semantically vague to seek out reductions, at least insofar as they intend to contribute
to such a description of reality.

7.4 Chapter Summary: Naturalness and Vagueness
In this chapter I’ve discussed some ways in which naturalness relates to semantic
vagueness. In particular, I’ve defended two theses VEN and VIN, which have several
metaphilosophical implications given the connections I’ve established in Part II. If my
conclusions in this chapter and Part II are correct, then philosophers must be wary of the
potential semantic vagueness of their theoretical terms, as this vagueness may commit
them to certain metaphilosophical positions they would prefer to avoid.
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Chapter 8: Naturalness and (First-Order) Pluralism
In this chapter, I will defend a certain connection between naturalness and the
properties that correspond to certain first-order pluralistic theories in philosophy.313 Let
us restrict ourselves to theories that aim to express necessary and sufficient conditions for
the application of some theoretical term (i.e. theories of the form, “For all x, x is F iff x is
𝜙” where ‘F’ is the theoretical term in question) but are also reductive, in the sense of
committing to a property-identity (e.g. being F is identical to being 𝜙). A property
“corresponds to” such a theory, then, if it would be the referent of that theory’s key
theoretical term if that theory were true. So, for instance, the property permissibleAU (i.e.
being an action that maximizes overall well-being) corresponds to the moral theory of act
utilitarianism (i.e. “An action is permissible iff it maximizes overall well-being”), since it
would be the referent of ‘permissible’ if the theory were true.
By ‘pluralistic’, I mean those theories that give an account of the relevant
phenomenon, for instance moral permissibility, in terms of an irreducible plurality314 of
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By ‘first-order’, I mean a theory about some subject matter itself, for instance moral
permissibility or epistemic justification. A second-order theory, then, is a theory about
the branch of inquiry itself, for instance, about its methodology or about the meaning of
its terms. Second-order pluralism about some domain is roughly the view that there are
multiple “equally good” theories about the domain, or perhaps the denial that there is
exactly one true theory. For instance, ontological pluralism (see, e.g., Eklund (2009) for
discussion) countenances a plurality of ontological languages corresponding to the
dominant theories in ontology and denies that any of them is privileged. So, both sorts of
pluralistic theories, first-order and second-order, countenance a plurality of some kind,
but the former countenances a plurality of components in its answer to a philosophical
question, while the latter countenances a plurality of (in some sense, correct) answers.
This chapter is mainly about first-order pluralistic theories, though towards the end I will
discuss some implications regarding the issue of second-order pluralism.
314
It is the plurality itself that is irreducible, and so even if some factor (e.g. promoting
well-being) is reducible to something else (e.g. causing a net balance of pleasure over
pain), the several distinct factors are not all reducible to the same thing.
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factors that must be weighed and balanced against each other to determine whether the
property is instantiated. As stated above, the pluralistic theories that are my target are
reductive, in the sense that they hold the target property to be non-fundamental—
reducible to a complex construction of the plurality of factors—and thus they are
committed to a property-identity (between that property and the complex construction
itself). Furthermore, the target theories are also objectivist, in the sense that they identify
the target property with this complex construction itself, rather than with an attitude- or
response-dependent property (of the sort I discussed in §3.3) that is nevertheless sensitive
to the plurality of factors. I’ll explain the relevance of this later.
For the sake of concreteness, I will make my arguments in terms of a particular
first-order pluralistic theory, namely the “common sense” moral theory most famously
defended by Ross (1930), though I intend my arguments to generalize to other first-order
pluralistic theories that are structurally similar. I will defend two theses connecting such
theories and naturalness. First, I will defend the thesis that the properties that correspond
to such theories are always relatively unnatural—in particular, they are significantly less
natural than the properties that correspond to their monistic rivals, or those theories that
give an account of the phenomenon in terms of a single factor. Second, I will defend the
thesis that the properties that correspond to the distinct, rival such (pluralistic) theories of
the same phenomena are all roughly equally natural.315 That is, in any domain in which
there is such a pluralistic theory about some phenomenon, there are in fact several (and
indeed countless) distinct pluralistic theories about that phenomenon, where each such
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As I’ll clarify below, for a theory to count as this sort of theory, it must have a similar
(complex) structure.
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theory gives a slightly different list of relevant factors or a slightly different way of
balancing them, and the properties that correspond to these theories are all roughly
equally natural. These two theses have some metaphilosophical consequences, given the
connections established in Part II, which I will discuss later.
My plan for the chapter is as follows. In §8.1, I will clarify the features of the
relevant sort of first-order pluralistic theories that are my target by giving a brief
overview of Ross’s moral theory, which is a paradigm case. In §8.2, I will defend my two
theses. In §8.3, I will discuss the metaphilosophical implications of my two theses by
reviewing some connections from Part II. Once again, I hope this chapter will
demonstrate how the appeal to naturalness can make a significant impact on first-order
philosophical theorizing.

8.1 Rossian Pluralism
I will be relatively liberal in my interpretation of Ross’s (1930) moral theory,
given that my ultimate goal is to defend claims about a certain type of theory (and their
corresponding properties), rather than claims about what Ross actually thought.316
According to the theory of moral permissibility that I will henceforth call ‘Rossian
pluralism’ (or ‘RP’ for short), an action is morally permissible if and only if it does not
violate an undefeated duty. As stated, there is nothing obviously “pluralistic” about such
a theory; it gives an account of permissibility in terms of one factor, namely failing to
violate an undefeated duty. However, the theory is incomplete, since it gives an account
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More contemporary defenders of such a moral theory include Nagel (1979) and Audi
(2004).
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of one moral phenomenon in terms of another, whereas the aim of the sort of reductive
moral theory we’re considering is to give the account in terms of non-moral phenomena.
To complete the theory, we need to specify what the defeasible duties are, and this is
where the pluralistic component comes in. According to RP, there is an irreducible
plurality of defeasible, or pro tanto,317 duties, including a duty to keep one’s promises, to
help those in need, to not harm, to promote the interests of those to whom one bears a
special relationship, etc. The plurality is irreducible in the sense that there is no
overarching duty or morally relevant factor from which they are all derived or in which
they are all grounded; according to RP, there is no such fundamental, unifying factor
behind moral permissibility.
To better understand such a view, let us see some of its implications regarding
particular cases. Suppose you make a promise to meet a friend for dinner, and suppose
that there are no other morally relevant factors present in the case. Then, according to RP,
it is not permissible for you to fail to meet your friend, since doing so would violate the
pro tanto duty to keep your promises, which has remained undefeated. However, suppose
that as you drive to meet your friend for dinner, you come across someone on the side of
the road who is suffering greatly and may die without your help. Also suppose that you
are the only one in a position to help, but that if you stop to do so, there is no way for you
to keep your plans with your friend. Since, according to RP, there is a defeasible duty to
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Ross (1930) unfortunately chose to label these as ‘prima facie duties’, which suggests
that they merely seem to be duties but may end up being morally irrelevant upon
reflection. It is often acknowledged that they are more accurately called ‘pro tanto
duties’, since they are considerations that count in favor of there being a duty proper but
that might be outweighed by countervailing considerations (Kagan 1989: 17 n. 13;
Hooker 1996: 534 n. 6).
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help those in need, we have here a conflict of defeasible duties. In this case, there is no
way to satisfy both the duty to keep one’s promises and the duty to help those in need. In
order to resolve such a conflict and determine which action is permissible, RP assigns
relative weights to each defeasible duty. Let us suppose, as is plausible, that the duty to
help the needy person defeats the duty to keep your promise, at least in this case. Then, it
is permissible for you to break your promise, since you would no longer be violating an
undefeated duty.
The above scenario shows that, in addition to specifying the (potentially long) list
of defeasible duties, RP must also assign relative weights to each duty in order to account
for and resolve such trade-offs. The fact that RP’s duties are defeasible in this way makes
it non-absolutist, in the sense that there are certain act-types whose instances are typically
not permissible (e.g. lying, stealing, harming, breaking promises, etc.) but are permissible
in certain exceptional cases when there is a stronger countervailing duty—in other words,
it does not say that it is always impermissible to violate a duty (lie, steal, harm, etc.), as
an absolutist view would say. This feature allows RP to capture our moral judgments
fairly well, since many general moral principles such as “It’s not permissible to break a
promise,” or “It’s not permissible to harm an innocent person,” often have intuitive
counterexamples upon reflection. Assuming the list of duties and their relative weights
are appropriately tailored to our intuitions, RP captures our moral judgments extremely
well—so well that it is often described as the best regimentation of “commonsense
morality” (Skelton 2012). However, as I’ll argue in the next section, the non-absolutist
aspect of pluralism is a significant source of unnaturalness.
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While I am using the label ‘RP’ to refer to one specific pluralistic theory of
permissibility—one with a specific list of defeasible duties and a specific assignment of
relative weights to each—there are countless views just like RP that differ only very
slightly. For instance, consider the view RP* that is exactly like RP except that it adds
one extra defeasible duty to the list (perhaps, say, a duty to be loyal to one’s fellow
citizens). Or, consider the theory RP** that is even closer to RP, with the exact same list
of defeasible duties but with a slightly different assignment of relative weights to one
such duty. For example, while RP permits breaking promises only to help someone who
is needy to at least degree D, RP** permits it when the person is needy to at least degree
D – k (where k is some small degree of neediness). Such a theory is extremely similar to
RP, only differing in its verdicts about a small set of cases.
Now that I have given a rough overview of a particular first-order pluralist theory,
let us see how such a view differs from its monistic rivals. A monistic theory of moral
permissibility gives an account of this phenomenon in terms of exactly one non-moral
factor, though this factor can be relatively complex. I will give four examples. First,
according to divine command theory, an action is permissible if and only if it is not
prohibited by God.318 Second, according to hedonistic act utilitarianism, an action is
permissible if and only if it leads to at least as much overall happiness as any other
available action. Third, according to a version of rule utilitarianism, an action is
permissible it and only if it is permitted by the code of rules whose internalization by the
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If God does not exist, such a theory implies that nothing is prohibited by God, which
entails that everything is permissible.
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majority of people has the maximum expected value in terms of well-being.319 And
finally, according to Scanlon’s (1998: 153) contractualism, an action is permissible if and
only if it is permitted by any set of principles that no one could reasonably reject as a
basis for free and informed general agreement.320
While there are a variety of monistic theories of permissibility, what they have in
common is that they give an account of permissibility in terms of one unifying,
reasonably non-disjunctive/conjunctive factor (e.g. the will of God, happiness
maximization, conformance to the optimal or reasonable rule set, etc.).321 While such a
factor can be somewhat complex, as is clearly the case for the rule utilitarian theory and
Scanlon’s contractualism, it is nowhere near as complex a factor as would result from
attempting to interpret RP as a monistic view. That is, while a proponent of RP could
state her theory of permissibility in terms of one factor applying, such a factor would be
something like: “not-being-an-instance-of-breaking-a-promise-(unless-in-exception-A1or-A2-or-…)-and-not-being-an-instance-of-harming-(unless-in-exception-B1-or-B2-or…)-and-…” The fact that it is extremely contrived to think of this construction as a single
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This is based on Hooker’s (2000: 32) rule consequentialism, though his theory may
not technically count as a version of monism, since he adds priority to the worst off as a
relevant factor alongside overall utility.
320
The latter two theories, rule utilitarianism and contractualism, are still stated in terms
of evaluative or normative phenomena, namely well-being and reasonableness
respectively. In order to follow through on being genuinely reductive in the sense I’ve
been discussing, such theories would need to give accounts of these evaluative or
normative phenomena in suitably non-moral terms.
321
While rule utilitarianism and contractualism end up with a plurality of moral rules,
they are still monistic theories in the relevant sense because what makes a given set of
moral rules the correct one is a single factor, namely utility-maximization or rationalacceptability respectively.
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factor shows that the distinction between monistic and pluralistic theories that I am
attempting to draw is relatively intuitive.
Recall that my target in this chapter is the sort of first-order pluralistic theory that
is structurally like RP and is also reductive and objectivist. The former means that its
target property, in this case that of moral permissibility, is held to be non-fundamental.322
The reason I exclude non-reductive versions of first-order pluralism is that, once we say
that the relevant property is fundamental, the question of its relative naturalness is
settled—it is simply perfectly natural. Thus, assuming the non-reductive view of moral
permissibility, the (purported) properties corresponding to various first-order theories
(e.g. act utilitarianism, contractualism, Rossian pluralism, etc.) all come out as equally
natural,323 however unnatural the non-moral property is on which the (purported)
fundamental moral property supervenes. The only further question is whether such
(purported) fundamental properties really exist.
The sort of first-order theory in question is also objectivist, in the sense that the
moral property is identified with the complex construction of the plurality of factors itself
rather than a response-dependent property like being disposed to produce attitude A in
subjects S in conditions C.324 It is possible to adopt such a subjectivist view and still
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As I discussed in Ch. 5 n. 205, this is likely not Ross’s (1930) actual metaethical
position, though there’s some room for interpretation.
323
A similar situation may also arise with theories that are reductive in the sense of
reducing permissibility to something else but where that something else is still irreducibly
moral. For instance, consider two views that reduce permissibility to promoting wellbeing and promoting virtue respectively, where well-being and virtue are then taken to be
irreducible. The properties that correspond to such theories seem like they’d end up being
tied for naturalness, insofar as both well-being and virtue are perfectly natural.
324
Whether some of the monistic views I mentioned count as objectivist or subjectivist is
unclear, since some of them seem to reference certain responses (of God or people).
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count as a Rossian pluralist in some sense, if you hold that it is exactly the list of features
specified by RP that tends to produce attitude A in the relevant circumstances (and to the
degree specified by RP’s account of the relative weights), but it unclear whether such a
view properly counts as monistic or pluralistic. On the one hand, the property of moral
permissibility is being reduced to a single factor, namely the disposition to produce the
relevant reaction, and yet it is tempting to describe such a view as holding multiple sorts
of things to be fundamentally valuable (i.e. multiple sorts of things produce the relevant
response). Exactly how to classify such a view is more a matter of bookkeeping—the
important thing is that such a view is excluded from my argument, for reasons that will
become clear later in this chapter.
Before I move on to make my arguments, I want to briefly mention some other
domains within which this (first-order) monist/pluralist distinction makes sense, and
hence within which there may be pluralistic theories that are structurally similar enough
to RP to be subject to my theses. I’ll give three examples. First, in value theory, there are
the objectivist list theories of well-being, which hold well-being to consist not simply in a
single component such as pleasure or desire-satisfaction but in several components that
must be weighed and balanced against each other to determine how well or badly one’s
life is going overall.325 Second, in epistemology, there are theories of justification that
have been labeled ‘deontological’, according to which being epistemically justified in
one’s beliefs is a matter of not violating certain distinctively epistemic duties (e.g. to not

However, how exactly to classify them in this regard is mainly a matter of bookkeeping,
and nothing I say will turn on it.
325
Proponents of the objective list view of well-being include Parfit (1984) and Hooker
(2000).
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believe without adequate evidence, to not be irresponsible with one’s evidence, to seek
the truth, etc.).326 Insofar as one countenances an irreducible plurality of (pro tanto)
epistemic duties, rather than just one (e.g. to maximize the ratio of true to false beliefs),
such a view counts as a version of first-order pluralism. Finally, in metaphysics, on what
has been called ‘the Special Composition Question’, or the question of what relation must
objects bear to one another for them to compose a new object, there is a certain answer,
namely the series-style answer, that counts as a form of first-order pluralism.327
According to this view, there is no single, simple such relation that explains why
composition occurs; rather the answer is disjunctive and posits a different relation for
different kinds of objects: “the xs compose a new object iff the xs are of kind K1 and bear
relation R1 to each other or the xs are of kind K2 and bear R2 to each other or …” For
instance, according to one version of such a view, “lump-like” objects (e.g. clumps of
dirt) only need to be bonded together in some fashion to compose a new object, whereas
other sorts objects (e.g. water droplets and bits of debris) need to be unified by an event
(e.g. the occurrence of a hurricane) in order to compose a new thing (e.g. the hurricane
itself) (Carmichael 2015).
The details of these first-order pluralistic theories will obviously be quite
different, and hence it would be extremely difficult to speak in general about the relative
naturalness of the properties (or relations) that correspond to all such theories. For this
reason, I will stick to the paradigm case of first-order pluralism that is RP and then
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See Alston (1988) and Nottelmann (2013) for discussion of the deontological
conception of justification.
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See van Inwagen (1990) for an overview of the question and some proposed answers,
including the series-style answer, which he rejects. See Silva (2013) and Carmichael
(2015) for defenses of the series-style answer.
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generalize to theories that are “RP-like”—that is, similar to RP in the relevant ways,
namely complexity and arbitrariness.328 At worst, if it turns out that there are not many
theories (or interesting/plausible ones) that are similar enough to RP to count as “RPlike”, I will at least have defended certain claims about a fairly influential theory in
normative ethics (one that, as I stated before, is compelling enough to have earned the
label ‘commonsense morality’).

8.2 Two Theses Connecting Naturalness and Pluralism
The two theses I will defend are claims about the relative naturalness of the
properties that correspond to “RP-like” first-order pluralistic theories that are reductive
and objectivist. First, I will defend the unnaturalness of such properties, relative to the
properties that correspond to monistic views. Second, I will defend the roughly equal
naturalness of different properties corresponding to distinct, rival “RP-like” theories of
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One might worry that this characterization of “RP-like” theories makes the theses I’m
defending in this chapter completely trivial. After all, I’m arguing that the properties
corresponding to “RP-like” theories are unnatural—that is, have gerrymandered (i.e.
complex and arbitrary) canonical definitions—but I’m characterizing “RP-like” theories
as those that are complex and arbitrary (like RP). So, it may seem as though I’m simply
defending the tautology that complex and arbitrary theories are complex and arbitrary.
However, this is a mischaracterization for a couple of reasons. First, I am taking a class
of theories (those that are “RP-like”) and making a claim about the properties
corresponding to those theories. Since one could conceivably say that, while the theories
are complex and arbitrary, their corresponding properties are not, my claim that they are
is not trivial. Second, my theses depend on the traditional account of comparative
naturalness that I defended back in Chapter 2 (i.e. a property is more natural to the extent
that its canonical definition is less gerrymandered), and since this account of naturalness
can be coherently denied, the theses based on it are not trivial. Finally, even if it is
unclear what other theories turn out to be “RP-like”, I will at least have defended theses
about the property corresponding to a particular moral theory, namely RP itself. The
claim that such a property is unnatural is, while quite plausible, not completely trivial
(and certainly no mere tautology).
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the same phenomenon, those that are similar in structure but somewhat different in detail.
In each case, I will defend the relevant thesis about RP specifically, before discussing
how the considerations generalize to “RP-like” theories.

8.2.1 Thesis One (PUN): Pluralism and Unnaturalness
My first thesis concerning naturalness and first-order pluralism can only be stated
in somewhat vague terms. Recall that a property P corresponds to a theory T whose key
theoretical term is E if P would be the referent of E if T were true. I will regiment my
first thesis as the following:
(PUN) The properties that correspond to “RP-like” first-order pluralistic theories
are much less natural than those that correspond to their typical monistic
rivals.
I will not discuss in detail exactly what makes a pluralistic theory “RP-like”, so I will
leave it relatively open exactly which pluralistic theories are structurally similar enough
to RP to be subject to my thesis. Some examples of such theories I mentioned earlier are
objective list theories of well-being, deontological views of epistemic justification, and
series-style theories of composition, though even versions of these may not end up being
“RP-like” if they are considerably simper than RP (which, as we’ll soon see, is wildly
complex).329 I will also leave it relatively open exactly which monistic theories count as
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This is where the details of the pluralistic theory matter greatly when it comes to
determining whether it is subject to my thesis. For instance, in Carmicheal’s (2015)
series-style answer to the Special Composition Question, there are only two elements in
the series, which means that the relation that explains when composition occurs,
according to his view, may not come out as all that unnatural (relative to alternative
proposals). The fact that the irreducible plurality of factors only contains two such factors
makes it considerably simpler than RP and thus not very “RP-like”.
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“typical”, though I take the four examples I mentioned previously to be representative.
We can exclude theories that no one would ever seriously entertain but that are
technically monistic, such as a theory that says an action is permissible if and only if it
maximizes the number of yellow paperclips that exist in dorm rooms in North America.
The property corresponding to such a theory is clearly highly unnatural, and while it’s not
obvious how its naturalness compares to the property corresponding to RP, such a
comparison is irrelevant.330
Let us now turn to RP specifically. Recall that, according to RP, an action is
permissible iff it does not violate an undefeated duty, where defeasible duties include the
duty to keep one’s promises, to help the needy, to not harm, etc. Suppose for a moment
that the duties were in fact not defeasible and RP were an absolutist view according to
which it is always impermissible to violate a duty. The property of being morally
permissible, according to RP, would then be something like:
[PRP] being an action that is (not W1 and not W2 and … and not Wn)
where each Wi is an act-type corresponding to some wrong- (or impermissible-) making
feature. For instance, W1 might be breaking a promise, W2 might be failing to help
someone in need, etc. Now let us reintroduce the defeasibility of the duties in order to
account for RP’s non-absolutist character. The relative weights that must be assigned to
each defeasible duty determine a set of exceptions to each, as it is permissible to violate a
duty only when there is a stronger duty, the satisfaction of which requires a violation of
the weaker one. If we incorporate the exception clauses directly into our account of RP’s
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The property corresponding to the yellow paperclip theory fits so poorly with our
usage of ‘permissible’ that it stands virtually no chance at being the referent of
‘permissible’, no matter its naturalness.
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moral property, the property of being morally permissible, according to RP, looks
something like:
[PRP¢] being an action that is [(not W1 or E1,1 or E1,2 or … or E1,k) and (not W2 or
E2,1 or E2,2 or … or E2,l) and … and (not Wn or En,1 or En,2 or … or En,m)]
where each Ei,j is the jth exception to the ith wrong-making feature. For instance, where W2
is breaking a promise, E2,1 might be helping someone in dire need.
A proponent of RP may complain that her theory does not entail that PRP¢ is the
property of being morally permissible, despite being necessarily coextensive with it.
Instead, she may insist that the moral property is only adequately captured in terms of the
list of defeasible duties with assigned relative weights themselves; the exception clauses
to each duty are a consequence, but not a component, of the theory. If so, the property of
being morally permissible, according to RP, may instead be something like:
[PRP¢¢] being an action that does not violate any of the following duties except
when necessary to satisfy a stronger one: <D1,S1>,<D2,S2>,…,<Dn,Sn>
where each <Di,Si> is a pair consisting of a defeasible duty (in non-moral terms) and its
assigned degree of relative strength. For instance, <D1,S1> and <D2,S2> may correspond
to the defeasible duties to keep one’s promises and to help those in need respectively,
where S2 > S1. However, such duties are stated far too generally, since it’s implausible
that helping the needy always outweighs keeping promises (e.g. when the promise is of
great significance and the needy person is only negligibly so). To adequately capture this
fact, the duties need to be much more specific. Perhaps instead, D1 is the duty to keep a
promise that is significant to degree X, and D2 is the duty to help someone who is in need
to at least degree Y. All of this shows that we should not overlook how enormously long
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and complex the definition of PRP¢¢ will have to be. Even if RP is described as having
only ten or fifteen duties when the duties are stated in very general terms (e.g. keeping
promises, helping the needy, etc.), it is clear that n in the definition of PRP¢¢ will have to
be many orders of magnitude larger when the duties are described with adequate
specificity.
Now, let us see what the properties look like that correspond to RP’s monistic
rivals, using the four examples discussed previously. First, according to divine command
theory, the property of being morally permissible is something like:
[PDC] being an action that is not prohibited by God
Second, according to hedonistic act utilitarianism, the property of being morally
permissible is something like:
[PAU] being an action that leads to the greatest possible amount of happiness
Third, according to rule utilitarianism, the property of being morally permissible is
something like:
[PRU] being an action that is permitted by the set of rules whose internalization by
the majority of people has the greatest expected value in terms of well-being
Finally, according to Scanlon’s contractualism, the property of being morally permissible
is something like:
[PCT] being an action that is permitted by the set of rules that no person could
reasonably reject as a basis for free and informed agreement
As I mentioned before, in order to follow through on giving a fully reductive account of
being morally permissible, one would have to replace any moral terms such as ‘well-
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being’ with their non-moral (synthetic) analyses.331 Similarly, lots of other details need to
be filled in, such as what exactly constitutes “internalization” as referenced in PRU.
However, the above should do for our purposes.
I claim that the property that corresponds to RP, whether that be PRP¢ or PRP¢¢, is
much less natural than the properties that correspond to typical monistic theories,
including PDC, PAU, PRU, and PCT.332 Recall that one property is more natural than another
to the extent that the canonical definition of the former is less gerrymandered than that of
the latter, where gerrymanderedness is a function of both complexity (e.g. length,
disjunctiveness, etc.) and the miscellaneousness of its components (e.g. inclusion of
dissimilar components and exclusion of similar ones). While I haven’t actually stated the
canonical definitions of any of these alleged moral properties explicitly, since my
descriptions are in terms of what are arguably less-than-perfectly natural properties or
relations (e.g. actions, happiness, well-being, promises, etc.), such canonical definitions
can be obtained by plugging in the canonical definitions of each of these properties into
the definitions I have provided.333 However, as I already discussed and defended in §2.1,
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Following through on such reductions may reintroduce an element of pluralism into
the theory, since, for example, a popular view of well-being is the pluralistic objectivist
list theory that I mentioned above. While it may become unclear whether such a view still
deserves to count as monistic, what matters for my purpose here is the fact that as a view
becomes more pluralistic, its corresponding property thereby becomes much less natural.
332
Recall that we are excluding from consideration atypical monistic theories such as the
one based on maximizing yellow paperclips in North American dorm rooms.
333
What I have provided are real definitions, which are (synthetic) definitions of certain
entities (typically properties) in terms of more fundamental ones. See Rosen (2015) and
Correia (2017) for discussion. A canonical definition is a limiting case of such a real
definition, in which a property is defined in terms of the most fundamental ones (i.e. the
perfectly natural ones).
246

we can typically gauge the gerrymanderedness of such canonical definitions even when
we only have access to the ordinary language definitions.
With all this in mind, I think it’s quite clear that the canonical definitions of both
PRP¢ and PRP¢¢ are much more gerrymandered than those of PDC, PAU, PRU, and PCT. While
the latter might contain, as components, the canonical definitions of quite complex
phenomena such as happiness, well-being, agreement, etc., the canonical definitions of
both PRP¢ and PRP¢¢ contain all (or most)334 of these components as well—after all, there
are duties pertaining to promoting happiness or well-being and fulfilling agreements—
plus a whole lot more. In addition to being clearly much longer and more complex, the
canonical definitions of both PRP¢ and PRP¢¢ also include components that are relatively
miscellaneous, since the whole point of RP is to countenance many different kinds of
duties that cannot be unified by some more fundamental feature. Furthermore, RP
includes a significant amount of arbitrariness, since the relative weights assigned to each
duty are values chosen from countless other possible values. For instance, the pro tanto
duty to keep one’s promises has a certain, very specific weight, which determines that
certain cases are exceptions (i.e. cases of permissible promise-breaking) while others are
not. The line between the exceptions and the non-exceptions will be quite arbitrary, for
instance permitting promise-breaking to prevent an outcome that is bad to degree D but
not one that is only bad to degree D – k (where k is a small degree of badness). Such
arbitrariness is a symptom of the fact that the canonical definitions of PRP¢ and PRP¢¢
include certain components while excluding very similar ones. In the case of PRP¢, certain
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One exception to this may be rule utilitarianism’s notion of internalization, which may
be highly complicated and yet not necessarily included in RP.
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exception clauses are included when other very similar ones are excluded, and in the case
of PRP¢¢, certain highly specific duties are included when other very similar ones are
excluded. All of this contributes to the gerrymanderedness of the canonical definitions of
PRP¢ and PRP¢¢.
In light of all this, I conclude that the canonical definitions of both PRP¢ and PRP¢¢
are much more gerrymandered than those of PDC, PAU, PRU, and PCT (which, again, I take
to be representative of typical monistic rivals in general). Hence the former properties are
much less natural than the latter. Thinking more generally, I think the same pattern will
emerge if we examine any proposals for “RP-like” theories in other domains. The
canonical definitions of the properties that correspond to such theories will be much more
gerrymandered than those that correspond to their monistic rivals. Since the former will
include many of the same components of the monistic properties plus a lot more, they
will be much longer and more complicated. Furthermore, insofar as the pluralist must
account for trade-offs between the different factors, this will lead to arbitrary canonical
definitions whose components are relatively miscellaneous, drawing arbitrary lines where
one factor defeats another and including certain components while excluding very similar
ones. Once again, the details of pluralistic theories in different domains may differ quite
drastically, which may limit the scope of my thesis PUN.
I think the only sort of theorist who may be in a position to resist PUN is one that
we might call a ‘hyper microphysicalist’, who takes an extremely austere view of the
perfectly natural and an extremely reductionist view of everything else. According to
such a theorist, the only perfectly natural properties are certain microphysical ones, and
the canonical definition of any property that is less-than-perfectly natural is a long
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(plausibly infinite) disjunction of realizations stated in microphysical terms. For instance,
the canonical definition of being a person on such a view is of the form being P1 or P2 or
…, where each Pi is a complete specification of a possible person in purely microphysical
terms. Perhaps on such a view, the canonical definitions of being permissibleRP and being
permissibleAU cannot be distinguished vis-à-vis gerrymanderedness, since both are
infinitely long disjunctions of the form being A1 or A2 or …, where each Ai is a complete
specification in microphysical terms of a possible action that is permissible according to
the theory.
However, while I don’t have a decisive argument against hyper microphysicalism,
it’s not clear that we have good reason to accept such a view. Whatever degree of
ontological parsimony it has, which admittedly is quite high, this virtue is plausibly
outweighed by its inability to account for intuitive distinctions among the less-thanperfectly natural properties, including paradigm cases such as being green vs. being grue.
According to such a view, the canonical definitions of being green and being grue are
simply extremely long disjunctions of all the green and grue things, respectively,
specified completely in microphysical terms. It’s not clear that this captures how much
more gerrymandered the latter should be compared to the former, and thus how much less
natural being grue is than being green.335 Furthermore, the view arguably fails to
adequately capture what the bearers of such highly disjunctive properties have in
common (Rosen 2015: 193). Intuitively, green things share something much more
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However, recall that complexity is not the only factor that contributes to
gerrymanderedness. Another factor is the miscellaneousness of its constituents, so it’s
still possible that these two equally complex canonical definitions may still differ in their
degree of gerrymanderedness.
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significant in common than grue things do, but it is difficult to maintain this if being
green is not much more natural than being grue.

8.2.2 Thesis Two (PEN): Pluralism and Equal Naturalness
My second thesis concerns the relative naturalness of the properties that
correspond to distinct, and hence rival, “RP-like” theories of the same phenomena. I will
regiment it as follows:
(PEN) The properties that correspond to all rival “RP-like” first-order pluralistic
theories of the same phenomena are roughly equally natural.
Once again, the qualifier ‘RP-like’ makes this thesis somewhat vague, and thus the scope
of this thesis depends on how many pluralistic theories are sufficiently similar in
structure to RP. For instance, a theory that technically counts as pluralistic may have only
two components, but such a theory has a much simpler structure than that of RP and is
hence different enough so it’s not intuitively “RP-like”.
The sort of “RP-like” theories I have in mind when I say ‘rivals’ are theories like
RP, RP*, and RP**, which I described in §8.1. Recall that RP* is a theory exactly like
RP except that adds one extra pro tanto duty (or, if the duties are made highly specific,
RP* adds a relatively small set of similar ones), and RP** is a theory exactly like RP
except that it tweaks the relative weight of one of its pro tanto duties. Theories such as
RP, RP*, and RP** all end up being quite similar, differing in their permissibilityverdicts over only a relatively small class of cases.
Other pluralistic theories that I consider to not be “RP-like”, and thus are
excluded from consideration here, are those that are just like RP except for being tweaked
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in an extremely gerrymandered way. For instance, suppose that RP does not contain a
duty to be loyal to one’s fellow citizens. Perhaps RP* is exactly like RP except that it
includes this additional duty. Whether there is such a duty may be controversial, but the
addition of such a duty does not constitute a gerrymandered tweak. On the other hand,
consider the theory RPtwist, which is exactly like RP except with the addition of a duty to
be loyal to any French person born on a Tuesday. Such a tweak is extremely
gerrymandered, and it certainly seems as though the canonical definition of the property
that corresponds to this bizarre theory will be much more gerrymandered even than those
of PRP¢ or PRP¢¢, adding a significant amount of arbitrariness and miscellaneousness.
Now that I have clarified the scope of my thesis somewhat, I will here defend the
claim that the properties that correspond to such rival “RP-like” theories are roughly
equally natural. First consider the difference between RP and RP* and their
corresponding properties, permissibleRP (which is either PRP¢ or PRP¢¢) and permissibleRP*.
Clearly the canonical definition of permissibleRP* will be a bit longer, since RP* contains
an additional duty, but only slightly so. Also, the proponent of RP* would probably argue
that the components of this canonical definition are less miscellaneous in virtue of not
excluding a component that is relevantly similar to the other duties it countenances. If
this is so—if the canonical definition of permissibleRP* is slightly longer than that of
permissibleRP but has components that are slightly less miscellaneous—then neither will
be much more gerrymandered than the other. Hence, permissibleRP and permissibleRP* are
roughly equally natural.
This point is even more clear if we consider the difference between RP and a
theory RPalt, which is exactly like RP except that it omits one of its defeasible duties and
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adds a different one in its place. In this case, assuming the new duty that replaces the old
one is roughly equally complex, and roughly as similar to all the other duties as the old
one is, the canonical definitions of permissibleRP and permissibleRPalt will be roughly
equally gerrymandered, and hence these properties are roughly equally natural.
Finally, I think the case for PEN is strongest when we consider the difference
between RP and RP**, which differ only on the relative weight they assign to one
defeasible duty. Suppose the only difference is that, while RP permits breaking promises
only to help someone who is needy to at least degree D, RP** permits it when the person
is needy to at least degree D – k (where k is some small degree of neediness). It seems as
though such a change doesn’t affect the complexity of the canonical definition at all but
rather only shifts a set of exception clauses from one duty to another. That is, RP has a
certain set of exceptions to the duty to help the needy, namely when the needy person is
needy to a degree less than D and helping the person would require breaking a promise.
When we shift to RP**, this set of exceptions is removed—you are now not permitted to
fail to help such a person if they are needy to at least D – k—but a new set of exceptions
is added, now to the duty to keep one’s promises, namely when breaking a promise is
necessary to help someone needy at least to degree D – k. If there is any difference in
gerrymanderedness at all in the canonical definitions of permissibleRP and
permissibleRP**, it will be extremely minute, to the point of being basically negligible. As
such, these two properties look roughly equally natural.
Thinking in general about the properties that correspond to rival “RP-like”
theories about the same subject matter, I believe the same pattern will emerge. Rival “RPlike” theories about the same phenomenon will be quite similar, having the same highly
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complex, disjunctive and/or conjunctive structure and only disagreeing on the inclusion
or exclusion of some one or two components out of countless others, or on the
assignments of relative weights to those components. Since the canonical definitions of
such properties are already so complex and contain relatively miscellaneous components,
making small changes—for instance, adding or removing one extra factor (provided that
it’s not an egregiously gerrymandered factor as in RPtwist), shifting around one set of
exceptions, or tweaking the relative weight for balancing factors—results in only
negligible differences in how gerrymandered they are. Hence these properties are roughly
equally natural.

8.3 Metaphilosophical Implications of Naturalness and Pluralism
In this section, I will discuss some of the metaphilosophical implications of my
two theses, PUN and PEN. Towards that end, I will review some of the connections
between naturalness and the metaphilosophical issues that I defended in Part II. As in the
previous chapter, I will keep these reviews somewhat brief.

8.3.1 Implications of Thesis One (PUN)
My first thesis PUN says that the properties that correspond to “RP-like”
pluralistic theories are much less natural than those that correspond to their (typical)
monistic rivals. The following are several implications of PUN. First, there is the issue of
objectivity that I discussed in §3.3, or whether the facts of some domain are in some
sense attitude- or response-dependent. Recall that, for any theoretical term T of some
domain, there is a certain subjective (i.e. response-dependent) property PS that achieves a
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fairly high degree of fit-with-usage of T—something like being actually productive of Tjudgments. The question of whether T denotes PS rather than an objective property (i.e.
one that is not (straightforwardly) definable in terms of people’s attitudes or dispositions)
turns on whether there is an objective property that can better balance fit-with-usage of T
and naturalness.
In some domains, the only property that can achieve a high enough degree of fitwith-usage to stand a chance at being T’s referent is one that corresponds to an “RP-like”
pluralistic theory, as simpler monistic theories tend to be subject to damning
counterexamples and counterintuitive implications.336 For instance, perhaps
permissibilityRP, along with its close cousins permissibilityRP*, permissibilityRP**, etc., are
the only objective properties that fit well enough with our usage of ‘morally permissible’
to stand a chance at being its actual referent. However, given PUN, such properties are
significantly less natural than the properties that correspond to their monistic rivals.
Although, as I stated at the beginning of this chapter, it is more a matter of bookkeeping
whether to count subjectivist theories as monistic or pluralistic, it seems as though the
property PS is roughly on par with typical monist theories when it comes to naturalness
and significantly more natural than the gerrymandered mess that is permissibleRP (and its
cousins). So, in such a domain, subjectivism is more likely to be true, as the superior
naturalness of PS relative to the pluralistic properties, assuming they achieve a similar
degree of fit-with-usage, makes it more likely to be the referent of T.
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This may be the case in normative ethics. After all, there’s a reason why RP gets
labeled ‘commonsense morality’, and monistic views like utilitarianism tend to fly in the
face of common sense.
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Next, PUN has certain implications for any domain with theoretical term T in
which we can find a (typical) monistic theory whose corresponding property fits
relatively well with our usage of T. In such cases, the monistic theory is significantly
more likely to be true than its “RP-like” rivals, since the property that corresponds to the
monistic theory is significantly more likely to achieve a better balance of fit-with-usage
of T and naturalness, due to its far superior naturalness. For instance, suppose that the
rule utilitarian property permissibleRU fits very well with our usage of ‘permissible’—as
well as, or almost as well as, pluralistic properties like permissibleRP—and is the only
monistic property that does so. In such a case, rule utilitarianism stands a very good
chance of being true; it can defeat the rival monistic theories with its superior fit and the
“RP-like” ones with its superior naturalness.337
Finally, even if some “RP-like” theory ends up being true in some domain, my
thesis PUN provides the grounds for the sort of revolutionary move I discussed in §6.3. A
proponent of a certain monistic theory may argue that, while the term T actually denotes
the candidate referent Pp that corresponds to an “RP-like” pluralistic theory, we should
change the meaning of T so that it denotes the candidate referent Pm that corresponds to a
(typical) monistic rival, where Pm is the most natural one that is capable of playing the
conceptual role associated with T. Such a linguistic reform, the revolutionary might
argue, would result in a superior theoretical language, one that carves better at the joints.

8.3.2 Implications of Thesis Two (PEN)
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I defend rule utilitarianism along these lines in Mokriski (2020b).
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My second thesis PEN says that the properties that correspond to rival “RP-like”
theories of the same phenomena are roughly equally natural. This has several
metaphilosophical implications. First, recall the issue of semantic indeterminacy that I
discussed in §4.1. If several candidate referents for a term T are tied with respect to both
fit-with-usage and naturalness, then T is indeterminate in reference between them.
Similarly, if several candidates for T are tied for fit with usage, and none of them is
decisively more natural—more natural to a significant degree—then T may still be
indeterminate between them. After all, it seems as though only significant differences in
naturalness, rather than slight or negligible ones, suffice to make one candidate a
reference magnet relative to the others. For instance, the two candidates unmarried man
and unmarried man eligible for marriage seem roughly equally natural, though the
former may be slightly more natural, since its canonical definition is simpler, and yet it
doesn’t seem like the former is (other things being equal) more likely to be meant by
‘bachelor’ on naturalness grounds alone. This suggests that only significant differences in
naturalness affect the balance of fit-with-usage and naturalness. If this is correct, and if
our usage of, say, ‘morally permissible’ doesn’t favor one of the rival “RP-like” theories
(RP, RP*, RP**, etc.) over the others, then the lack of a decisively most natural candidate
may result in the term’s being semantically indeterminate between them (assuming no
monistic property fits our usage closely enough). This will result in there being no fact of
the matter on certain questions whose answer turns on which of these candidates is
meant. For instance, consider a question like, “Is it morally permissible for Bob to break
his promise to Patricia in order to prevent Dina’s distress?” If we fill in the details of the
case a certain way (in particular, giving certain details about the significance of the
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promise and the degree of distress to be prevented), there will be no fact of the matter as
to the answer to this question, since it turns on whether ‘morally permissible’ denotes one
pluralistic property (with the relevant exception clause) rather than another (without such
an exception).
Similarly, PEN has implications for the issue of verbal disputes that I discussed in
§4.2. Recall that a dispute between two parties A and B is verbal if and only if the dispute
involves some term T and the hypothetical linguistic communities CA and CB, whose
usage of T corresponds to that of A and B respectively, mean something different by T
(and the dispute turns on this difference). So, if we imagine a dispute between two (“RPlike”) pluralists A and B, each of whose usage of T favors a distinct, rival pluralistic
property, this dispute will be verbal, since these properties are roughly equally natural,
and thus neither is more natural to a degree that would overcome the mismatch with the
other pluralist’s usage and secure shared reference between CA and CB. For example,
even if the question, “Is it morally permissible for Bob to break his promise to Patricia in
order to prevent Dina’s distress?” has a determinate answer in a certain linguistic
community, a dispute over this question will be verbal if one of the parties’ usages favors
a different answer.
Finally, PEN is relevant to the issue of substantivity that I discussed in §6.2.
Recall that a question is nonsubstantive if and only if its answer turns on a choice
between roughly equally good candidate referents for one of its terms, where naturalness
is the relevant good-making feature (at least for metaphysical substantivity). If there is a
domain with theoretical term T in which the only candidates for T are properties
corresponding to “RP-like” theories, perhaps because no monistic property can play the
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relevant conceptual role, then there are likely to be many nonsubstantive questions
involving T, since there will be many questions whose answer turns on which of these
rival candidates is meant and they are all roughly equally natural. The question above
regarding the permissibility of Bob breaking his promise may be an example.
Interestingly, this shows that there is a connection between first-order (“RP-like”)
pluralism and second-order pluralism, which is the view that there are several, (roughly)
equally “good” theories about some phenomenon. In particular, a sort of second-order
pluralism is true about any domain with theoretical term T in which the only candidate
referents for T are properties that correspond to first-order “RP-like” theories. Since these
rival properties (e.g. permissibleRP, permissibleRP*, permissibleRP**, etc.) are all roughly
equally natural, their corresponding theories (RP, RP*, RP**, etc.) will be (roughly)
equally good in the relevant sense: namely, none is metaphysically privileged, carving at
the joints much better than the rest. Although one such theory might be true in one
linguistic community, there are other possible linguistic communities in which a distinct
one is true and neither such community is making any sort of mistake. In short, my thesis
PEN entails that first-order (“RP-like”) pluralists about some domain should also
embrace this sort of second-order pluralism about that domain.

8.4 Chapter Summary: Naturalness and Pluralism
In this chapter, I’ve discussed some connections between naturalness and the
properties that correspond to certain first-order pluralistic theories, namely those that are
“RP-like”. I’ve defended two theses, PUN and PEN, which concern the relative
(un)naturalness of properties that correspond to such theories. These theses have
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metaphilosophical implications for any domain in which we can make sense of the
monist/pluralist distinction and in which there are pluralistic theories that are “RP-like”.
Hence both proponents and opponents of such theories should be aware of such
implications.
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Chapter 9: Self-Defeat?
In the previous two chapters, I defended theses connecting naturalness to two
phenomena, semantic vagueness and first-order pluralism (of the highly complex sort
corresponding to “RP-like” theories).338 These theses have several metaphilosophically
significant implications, since philosophical terms are often vague and pluralistic theories
in philosophy are often compelling. However, one might worry that in defending such
theses, I have put myself at risk of a sort of incoherence or self-defeat, since two central
assumptions of this dissertation—ones to which I have appealed throughout, both in Parts
II and III—have been the truth of two theories, both of which are (at least arguably)
vague339 and pluralistic. These are the account of comparative naturalness and the theory
of reference magnetism. If vagueness and pluralism can lead to certain metaphilosophical
issues, then such issues may arise when it comes to these theories themselves.
This risk of such incoherence or self-defeat often arises in metaphilosophy, since
it involves making philosophical claims about philosophical claims, and certain such
claims apply to themselves. For instance, if a metaphilosophical principle P says that all
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Recall that my theses PUN and PEN regarding pluralistic theories that I defended in
Chapter 8 are restricted to theories that are “RP-like”—that is, similar to the moral theory
RP in having a highly complicated structure characterized by many distinct features that
must be balanced and weighed against each other. Throughout this chapter, I will
(mostly) drop this qualification and simply speak of pluralistic theories in general. This is
appropriate, since my goal here is to defend myself against the charge of self-defeat, and
this charge is most promising if we assume the two pluralistic theories I’ll discuss are
“RP-like” and thus my theses apply to them. If either of these pluralistic theories end up
being simple enough so that they do not qualify as “RP-like”, then the case that I’m
guilty of self-defeat becomes even weaker.
339
For the remainder of this chapter, I will drop the qualification ‘semantic’ when
discussing vagueness. If it turns out that the theories in question contain vagueness but
not semantic vagueness, then the case of self-defeat against me becomes even weaker,
since the potentially problem-causing theses from Chapter 7, VEN and VIN, are
restricted to semantic vagueness.
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philosophical claims have problematic feature F, this entails that principle P itself has
problematic feature F. A common (purported) example of such incoherence is when a
theory of justification says of itself that it’s unjustified,340 or when a skeptical argument
undermines itself by having a conclusion that entails that we shouldn’t accept one of its
own premises.341 Other potential examples include when a theory of relativism says of
itself that it’s only true relative to some framework or other, or a theory of
meaningfulness says of itself that it’s not meaningful.342 Such incoherence rarely involves
a straightforward logical contradiction, but it does seem problematic in less obvious
ways, at the very least casting some doubt on the allegedly incoherent theory.
In this chapter, I apply the central theses defended in Chapters 7 and 8 regarding
vagueness and pluralism to the (potentially) vague and pluralistic theories of comparative
naturalness and reference magnetism that are so central to this dissertation as a whole. I
argue that no problematic issues of incoherence or self-defeat result. In §9.1, I explain
how the theory of comparative naturalness is (or may be) vague and pluralistic and then
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Bealer (1992), for instance, turns some of these worries about incoherence into
arguments against empiricism, which, he alleges, denies that (a priori) intuitions confer
justification while nevertheless relying on them for its own justification. Relatedly,
conciliationism in epistemology, the view that we should suspend judgment or reduce our
confidence in any proposition over which there is peer disagreement, has been accused of
being self-defeating, since there is disagreement over the truth of conciliationism itself
among working epistemologists. See Psaroudaki (2016) for discussion and for a defense
of conciliationism against such charges.
341
Silva (2015) calls such arguments ‘epistemically self-defeating’. Sampson (2019)
develops some strategies for responding to skeptical arguments from disagreement based
on arguing that they are self-undermining, or contain some premise that casts doubt on
itself.
342
A common objection to verificationism, the logical positivists’ doctrine that a
statement is only meaningful if it can be verified empirically or logically, is that it says of
itself that it’s not meaningful, since verification itself cannot apparently be verified
empirically or logically. See Putnam (1983: 184) for discussion.
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discuss the implications of this. In §9.2, I explain how the theory of reference magnetism
is vague and pluralistic and then discuss the implications of this. In §9.3, I summarize and
conclude.

9.1 Vague and Pluralistic Theory of Naturalness
Recall that, according to the account of comparative naturalness that I have
adopted in this dissertation (outlined in §2.1), one property is more natural than another
to the extent that the canonical definition of the former is less gerrymandered than that of
the latter, where factors that contribute to gerrymanderedness include length, complexity,
arbitrariness, and the miscellaneousness of its constituents. Unlike the rival primitive
degrees of naturalness account, this account is reductive, defining comparative
naturalness in terms in terms of fundamentality (i.e. canonical definitions are definitions
in terms of fundamental properties) and fundamentality in terms of metaphysical
definability (i.e. the fundamental properties are the indefinable ones).
That such a theory is pluralistic (and arguably “RP-like”) is fairly clear, as the
“gerrymanderedness” of a canonical definition is a complex function of an irreducible
plurality of factors, each of which must be weighed and balanced against each other. A
monistic rival of such a theory is the view that comparative naturalness is a function of
just one factor, such as the length of canonical definitions, but such a view is inadequate
for reasons I discussed in §2.4 and that I’ll reiterate below.343 As is typical for such
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As Guigon (2014: 7) notes, many commentators in the literature misinterpret Lewis’s
account of comparative naturalness as this simpler, monistic view that length is the only
factor that matters. They often then go on to argue that such an account is completely
unsatisfactory, unable to account for distinctions in naturalness between properties whose
canonical definitions are equally long.
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pluralistic theories, there is no obvious algorithm or procedure for weighing the different
factors against each other, though there are some clear cases in which one factor
outweighs another. For instance, it seems as though the disjunctive property being either
G1 or G2 or G3 … or Gn (where each Gi is a determinate color property) is more natural
than one like being either G1 or G3 or G4 or … or Gn (where a random disjunct, in this
case G2, is omitted). In such a case, it seems as though the fact that the canonical
definition of the former is slightly longer (by a single disjunct) is outweighed by the fact
that its constituents are much less miscellaneous, making the former property less
gerrymandered (and thus more natural) than the latter.
That such a theory entails that ‘more natural than’ is slightly vague is less
obvious—after all, it’s difficult to come up with a plausible sorites sequence for it—but
vagueness is often unavoidable for (“RP-like”) pluralistic theories. This is because the
plurality of factors sometimes conflict (as in the case just discussed), and in certain cases
in which they must be balanced against each other, it may be indeterminate which of two
properties is more natural. Take, for instance, another conflict between the length of a
canonical definition and the miscellaneousness of its constituents. Suppose the canonical
definition of property P is shorter than that of P¢, and suppose all else is equal. Then, the
canonical definition of P is determinately less gerrymandered than that of P¢, and so P is
determinately more natural than P¢. However, we may be able to find a property P¢¢
whose canonical definition is exactly the same length as that of P¢, but whose constituents
are less miscellaneous than those of the canonical definitions of either P or P¢. In such a
case, it may be indeterminate which of the canonical definitions of P or P¢¢ is less
gerrymandered, since that of the former is shorter but that of the latter has constituents
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that are less miscellaneous. Thus, it may be indeterminate which of P or P¢¢ is more
natural.344
As I mentioned back in Chapter 7, vagueness is a specific form of indeterminacy
characterized by sorites susceptibility, so even if ‘more natural’ is indeterminate, this
doesn’t entail that it’s vague. After all, the difficulty of producing a plausible sorites
sequence for ‘more natural’ may be evidence that it’s merely indeterminate but not in fact
vague after all. But here I will assume that it is, just so the case for self-defeat is stronger.
Let’s assume that we can in fact construct such a sorites sequence. Given that this
vagueness is a result of the lack of a clear way of weighing the factors that contribute to
gerrymanderedness, one such sequence will have the following features: It ranges from a
pair of properties <P1,P1¢> to a pair of properties <Pn,Pn¢>, where the canonical definition
of the first element in each pair is shorter but has constituents that are more
miscellaneous compared to the canonical definition of the second element, and each pair
in the sequence differs only minimally from surrounding pairs in the length or
miscellaneousness of their corresponding canonical definitions. The pair <P1,P1¢> at the
beginning of the sequence is such that, determinately, P1 is more natural than P1¢, due to
the shorter length of the former’s canonical definition clearly outweighing its greater
degree of miscellaneousness. The pair <Pn,Pn¢> at the end of the sequence is such that,
determinately, Pn is not more natural than Pn¢, due to the shorter length of the former’s
canonical definition clearly not outweighing its greater degree of miscellaneousness. In
344

I say ‘it may be’ to hedge, since without a concrete example of such pairs of properties
in mind, it is difficult to say for sure whether the claim of indeterminacy sounds
plausible, and it’s difficult to think of such concrete examples. If, in the end, there are
simply no such examples, then the case for self-defeat is even weaker, since there is less
reason to say that ‘more natural than’ is vague after all.
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the middle of the sequence, there are pairs of properties <Pi,Pi¢> such that it is vague
whether Pi is more natural than Pi¢, due to its being vague whether the shorter length of
the former’s canonical definition outweighs its greater degree of miscellaneousness. Such
a sorites sequence ranges from a clear case of a property being more natural than another
to a clear case of a property not being more natural than another, with only tiny
differences between adjacent cases in the sequence. Hence, if such a sequence (or a
relevantly similar one) exists, ‘more natural than’ is vague.
Now that we’ve seen how the theory of comparative naturalness is pluralistic and
(potentially) vague,345 I’ll argue that the four theses I defended in the previous two
chapters do not commit me to anything overly problematic regarding comparative
naturalness. First, recall the thesis VIN, which states that vague predicates do not denote
perfectly natural properties (or relations). This entails that the relation being more natural
than is not perfectly natural (assuming ‘more natural than’ is indeed vague), but this
should be no surprise. After all, the account of comparative naturalness, as I stated
before, is intended to be reductive. Comparative naturalness is non-fundamental,
reducible to (or definable in terms of) perfect naturalness or fundamentality, which is
then reducible to metaphysical definability. Thus, VIN is unproblematic here; it poses a
problem only in cases where the account of a purported fundamental phenomenon can
intuitively only be stated in vague terms.346
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Even if ‘more natural than’ is vague, that doesn’t entail ‘perfectly natural’ is. The
source of vagueness we’re considering here, namely the plurality of factors that must be
weighed and balanced to determine a degree of gerrymanderedness, simply doesn’t apply
to ‘perfectly natural’. Also, see my Ch. 7 n. 303 for some other reasons to resist the claim
that ‘perfectly natural’ is vague.
346
In §6.1, I made the conceptual ethical claim that the primitives in an ideal language
ought to express only perfectly natural entities. So am I then guilty of violating this norm,
265

Next, recall thesis VEN, which states that vague predicates lack a most natural
candidate along their sorites sequences. I’ve described the relevant sort of sorites
sequence for ‘more natural than’ above. Along this sequence are the precisifications for
‘more natural than’, which correspond to the many different ways of weighing length
against miscellaneousness, ranging from one that gives length absolute priority over
miscellaneousness to one that does the opposite. For instance, one precisification for
‘more natural than’ is the relation being more naturalL than, where the length of a
property’s canonical definition is always a decisive factor, and only when canonical
definitions are equally long, does the miscellaneousness of their constituents come into
play. That is, whenever the canonical definition of a property P is shorter than that of a
property P¢, P is more naturalL than P¢, no matter how miscellaneous the constituents in
either definition are. At the other end of this sorites sequence is the precisification being
more naturalM than, where instead the miscellaneousness of the constituents in canonical
definitions is always the decisive factor. These two precisifications are arguably
inadmissible, assuming our usage of ‘more natural than’ really does demand that length
and miscellaneousness trade-off against one another, and the admissible ones lie
somewhere between them.
VEN entails that none of the candidates for ‘more natural than’ along its sorites
sequence are more natural than the rest.347 This means that certain disputes about which

given that the central term in this dissertation, ‘comparative naturalness’, expresses a
non-fundamental and hence less-than-perfectly natural property? The answer is no, since
that term is not a primitive but rather definable in other terms (e.g. ‘gerrymandered’,
‘perfectly natural’, etc.)
347
Recall that my thesis VEN excludes those candidates that lie at the very ends of the
sorites sequence, which includes more naturalL than and more naturalM than. These seem
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of two properties is more natural than the other are prone to being verbal—specifically
those whose verdicts turn on which of the equally natural candidates for ‘more natural
than’ are meant. Such disputes are verbal, since the hypothetical linguistic communities
whose usage of ‘more natural than’ favor the different equally natural candidates would
mean different things, due to the lack of a reference magnet among the candidates.
Likewise, such questions will be nonsubstantive, since their answers in a given linguistic
community (if they have them at all) simply turn on which equally natural candidate is
better favored by that community’s usage. Perhaps the sort of example discussed above,
where the canonical definition of a property P is slightly shorter but has constituents that
are more miscellaneous compared to a property P¢¢, is one sort of case where the question
of which of P or P¢¢ is more natural is nonsubstantive, and a dispute over this question
will be verbal.
However, this result isn’t problematic, since such cases will be extremely limited.
In the cases that matter, for instance where reference magnetism requires that one
candidate be much more natural than other in order to limit semantic indeterminacy to
tolerable levels, all of the equally natural candidates for ‘more natural than’ yield the
same verdict. For example, consider the paradigm case of being green vs. being grue. On
every candidate way of weighing the factors of length, complexity, arbitrariness, and
miscellaneousness, the canonical definition of being green is much less gerrymandered
than that of being grue.

less gerrymandered than the ones along the sequence, since they don’t need some
arbitrary weight that determines when one factor outweighs another.
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Furthermore, even in controversial cases in which the appeal to comparative
naturalness plays a significant role in theory-choice, all of the equally natural candidates
for ‘more natural than’ yield the same verdict. For instance, in my defense of VEN in
§7.2.1, I argued that all of the candidates for a semantically vague predicate along its
sorites sequence are equally natural. This thesis holds true on every equally natural
candidate for ‘more natural than’.348 No matter how much weight, say, length is given
relative to miscellaneousness in determining the degree of gerrymanderedness of a
canonical definition, the canonical definitions of the different candidates along the sorites
sequence come out as equally gerrymandered. Similarly, on every such candidate for
‘more natural than’, the property that corresponds to the moral theory RP comes out as
less natural than the one that corresponds to a (typical) monistic theory like act
utilitarianism. In general, the only questions whose answers turn on which equally natural
candidate (along the sorites sequence) is meant by ‘more natural than’ will be certain toy
examples (e.g. P vs. P¢¢) that are more or less insignificant when it comes to appealing to
comparative naturalness in metaphilosophy. That my thesis VEN entails that such
questions are nonsubstantive, and that disputes over them are verbal, seems innocuous, if
not entirely appropriate.
Next, recall my thesis PUN, which states that the properties that correspond to
(“RP-like”) pluralistic theories are much less natural than those that correspond to
(typical) monistic ones. This entails that the relation being more naturalP than that
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This claim is not the tautology that every equally natural candidate for ‘more natural
than’ is equally natural. Rather, it is the claim that my thesis VEN is true on every
equally natural candidate for ‘more natural than’ (or its cognates like ‘equally natural’).
In other words, all the candidates for a vague predicate along its sorites sequence are
equally natural, on every equally natural candidate for ‘equally natural’.
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corresponds to my pluralistic account of comparative naturalness is much less natural
than the relation being more naturalLO than that corresponds to its monist rival that holds
that the length of the canonical definition is the only relevant factor (‘LO’ for ‘length
only’). This means that, other things being equal, we should prefer the monist account,
since, other things being equal, it is more likely to be true (i.e. the superior naturalness of
being more naturalLO than makes it more likely, other things being equal, to best balance
fit-with-usage of ‘more natural than’ and naturalness and thus be the referent of ‘more
natural than’). However, other things are far from equal. As I discussed in §2.4, the
monistic account is unable to distinguish the relative naturalness of properties whose
canonical definitions are equally long, and this is highly problematic, as some of the
paradigm cases of a difference in naturalness involve two such properties (Guigon 2014:
7). How miscellaneous the constituents of a canonical definition are and how arbitrary the
definition is are both crucial components of a property’s degree of gerrymanderedness,
and as such, any account inconsistent with this fact should be rejected.349
Finally, recall my thesis PEN, which states that the properties that correspond to
rival (“RP-like”) pluralistic theories of the same phenomenon are roughly equally natural.
In this case, the relevant rival pluralistic theories of comparative naturalness are those
that either give a slightly different list of the plurality of factors that contribute to
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This sort of response is always open to a proponent of a pluralistic theory. They can
claim that, while the superior naturalness of the monist rival theories makes them, other
things being equal, more likely to be true, things are nevertheless far from equal. For
instance, while the monist moral theory act utilitarianism clearly does better with respect
to naturalness than the pluralistic theory RP, and so should be preferred other things
being equal, the proponent of RP can claim that act utilitarianism is easily disqualified on
grounds of fit-with-usage (e.g. perhaps our usage of ‘morally right’ demands that there be
“deontological” constraints on our action).
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gerrymanderedness or a slightly different way of weighing these factors. Though
different such pluralistic theories of comparative naturalness have not been developed in
detail, we can imagine what such views would look like. In order to account for all the
paradigm cases of a difference in comparative naturalness between two properties, all
such views would need to hold that length, complexity, arbitrariness, and
miscellaneousness contribute to how gerrymandered a canonical definition is, though,
once again, they might assign slightly different weights to these factors. To not repeat too
much of the discussion above, I think it’s very plausible that all such rivals theories of
comparative naturalness would agree on the comparative naturalness facts when it comes
to the paradigm cases (e.g. green vs. grue) and many of the metaphilosophically
significant ones (e.g. permissibleAU vs. permissibleRP). Thus, the fact that there are several
equally natural candidates for ‘more natural than’ that correspond to only slightly
different pluralistic accounts of comparative naturalness is relatively unproblematic, since
nonsubstantive questions and verbal disputes will only arise over fringe cases.

9.2 Vague and Pluralistic Theory of Reference
In this dissertation, I have not said all that much about a theory of reference in
general, or about how things like causal relations or relations to the environment figure in
such a theory. However, a central assumption that I did make is the doctrine of reference
magnetism, which holds that the comparative naturalness of a candidate referent is one
factor among many that contribute to determining reference. I often used the simplifying
assumption that the referent of a predicate is the property that best balances fit-withusage and naturalness, where this approximation becomes more accurate to the extent
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that ‘fit-with-usage’ is used as a catch-all term for (the combination of) any metasemantic
factors other than naturalness (e.g. the appropriate causal relations, relations to one’s
environment, etc.). Such a theory of reference is reductive insofar as it identifies the
reference relation with the complex construction of these components, rather than taking
reference to be fundamental and merely supervenient on such components.350
Clearly the acceptance of the doctrine reference magnetism commits one to a
pluralistic theory of reference, since such a theory has at least two factors (i.e. naturalness
and fit-with-usage), each of which is not reducible to the other.351 Since fit-with-usage is
arguably a non-negotiable reference-determining factor, the most plausible monistic rival
to this pluralistic theory is a “pure usage” theory, according to which the referent of a
predicate is simply whatever property best fits with our usage of that predicate. A
proponent of such a theory would either have to deny that the puzzles of radical semantic
indeterminacy (e.g. those that Lewis (1984) uses to motivate reference magnetism) can
only be resolved by adding some further metasemantic constraint beyond fit-with-usage
or else embrace such radical indeterminacy.352

350

As I explain below, this latter view, on which reference is a fundamental or perfectly
natural relation (with rather messy application conditions), is not available to me, given
my thesis VIN (i.e. vague predicates don’t denote perfectly natural properties or
relations), and given that, as I’ll explain below, ‘reference’ is vague.
351
Whether such a pluralistic view counts as “RP-like” is unclear. After all, having only
two contributing factors makes it far simpler than a theory like RP with many factors.
However, as discussed above, fit-with-usage may itself incorporate a complex plurality of
factors (e.g. dispositions to apply the term to cases, deference to one’s community and
experts, causal constraints, etc.), and acknowledging this fact makes it start to look more
and more “RP-like”. As stated at the beginning of this chapter, I will assume it is indeed
“RP-like”, given that this makes the case for self-defeat more promising.
352
As I explained above as well as back in §2.5, naturalness enthusiasts sometimes use
‘fit-with-usage’ as a catch-all term for the combination of all metasemantic constraints
other than naturalness. If so—if it includes, for instance, a causal constraint—then
diffusing (some of) the puzzles of indeterminacy may be easier. However, it’s not clear
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That the pluralistic theory of reference entails that ‘reference’ is vague seems
unavoidable. First, it may be a vague matter which property best fits with our usage of a
certain predicate, and second, it may be a vague matter which property best balances fitwith-usage and naturalness. Furthermore, semantic accounts of vagueness may already
entail that ‘reference’ is vague. If a term T is vague, then, on such accounts, this is
because there is a range of precisifications p1, p2, p3, … between which T is indeterminate
in reference. Sentences such as, “T refers to p1,” may themselves be indeterminate, which
can be explained by the vagueness of ‘refers’;353 there may be a number of admissible
precisifications for ‘reference’, namely reference1, reference2, reference3, …, such that T
bears reference1 to p1, reference2 to p2, and so on. Thus, on semantic accounts of
vagueness, the existence of any vague term in general may entail that ‘reference’ is also
vague. All of this shows how difficult it is to avoid the conclusion that ‘reference’ is
vague.
Given that the theory of reference I’ve adopted is both vague and pluralistic, I
owe the reader some assurance that no sorts of problematic issues arise when applying
the theses of Chapters 7 and 8 to this theory. First, once again, VIN poses no threat
provided that one adopts a reductive theory of reference. VIN says that no vague
predicate denotes a perfectly natural property, so the vagueness of ‘reference’ forces us to

whether such a view would still be appropriately classified as a monistic view of
reference, given that the “single” factor, fit-with-usage, would really be a disguised
combination of several factors. Thus such a view would not necessarily gain the same
theoretical advantage over its pluralistic rival that does incorporate reference magnetism.
353
I hedge here, saying such sentences may be vague, since one could instead hold that
reference is always relativized to a precisification, rather than using ‘reference’ as a
semantically vague term whose admissible precisifications are those relativized relations.
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deny the fundamentality of the reference relation. However, this is not problematic
provided that we have no other compelling reason to take reference to be fundamental.354
Next, VEN states that vague predicates have several equally natural candidates
along their sorites sequences. One such sorites sequence for ‘reference’ consists of a
series of “reference-like” relations that give increasing amounts of weight to naturalness,
relative to fit-with-usage, for determining whether it applies (i.e. whether it relates the
term in question to a certain possible referent). Any question about the referent of a given
term whose answer turns on which of these candidates is meant by ‘referent’ will be
nonsubstantive, and any dispute over such questions will be verbal. This, in turn, will
result in some nonsubstantivity and verbalness over questions about which of certain
sentences are true, since the truth of sentences depends partly on the referents of their
terms.
To give an example, suppose a proponent of act utilitarianism argues that, due to
the superior naturalness of permissibleAU relative to permissibleRP, the former property is
more likely to best balance fit-with-usage and naturalness and thus be the referent of
‘permissible’ than the latter property. Thus, the act utilitarian argues, act utilitarianism is
more likely to be true than RP. Suppose a proponent of RP grants the superior naturalness
of permissibleAU relative to permissibleRP but argues that, due to the superior fit-withusage of the latter property, it is actually permissibleRP that is more likely to best balance
fit-with-usage and naturalness and thus be the referent of ‘permissible’. So, it is actually
RP, the Rossian pluralist argues, that is more likely to be true out of these two moral

354

In fact, Fodor (1987: 97), in a famous passage, discusses the widely shared intuition
that semantic properties, including reference, are non-fundamental.
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theories. VEN entails that the question of whether the referent of ‘permissible’ is more
likely to be permissibleAU or permissibleRP is nonsubstantive, since it turns on whether
‘reference’ means referenceN or referenceF, where these are two equally natural candidate
reference-like relations that differ only in the weight they give to naturalness relative to
fit-with-usage. Similarly, VEN entails that the dispute between this act utilitarian and
Rossian pluralist is verbal, since the hypothetical linguistic communities corresponding to
each parties’ usage of ‘reference’ (assuming one favors referenceN and the other favors
referenceF) express different reference-like relations (once again due to the lack of a
reference magnet among these two candidates and similar ones).
The idea that VEN entails that many questions of reference, and consequently
truth, are nonsubstantive and their corresponding disputes verbal may seem like
something worth trying to avoid, however difficult it may be. One way to resist it is to
argue that certain purported reference-like relations that give lower than a certain degree
of weight to naturalness relative to fit-with-usage are not in fact candidates, since they are
unable to accommodate the central paradigm cases of reference. For instance, any
purported reference-like relation that fails to give naturalness enough relative weight to
resolve the puzzles of indeterminacy (e.g. that fail to yield the verdicts that ‘gold’ refers
to gold over gold-or-fool’s-gold and ‘green’ refers to green over grue) can plausibly be
ruled out as a candidate for ‘reference’. Perhaps the act utilitarian in the above dispute
can convince the proponent of RP that referenceF can be ruled out in such a way, which
may render the question substantive and the dispute non-verbal after all (since it no
longer turns on equally natural candidates). However, even if this is possible in some
cases, I find it plausible that at the end of the day we’ll still be left with a moderate
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amount of nonsubstantivity and verbalness over matters of reference and truth. While
such a result may be regarded as unsatisfying, it’s far from clear that it leads to
incoherence or self-defeat.355
Next, recall my thesis PUN, which states that the properties corresponding to
(“RP-like”) pluralistic theories are much less natural than those that correspond to
(typical) monistic ones. This claim, together with the doctrine of reference magnetism,
entails that monistic theories are, other things being equal, more likely to be true, since
their corresponding properties (being much more natural) are more likely, other things
being equal, to best balance fit-with-usage and naturalness. Recall that, in the case of a
theory of reference, the only plausible monist theory is the pure usage theory that rejects
reference magnetism. This seems to lead to a problematic sort of incoherence or selfdefeat, since the conjunction of reference magnetism and my thesis PUN entails that the
pluralistic theory of reference that includes reference magnetism itself is less likely to be
true, other things being equal, than the pure usage theory. Thus, it seems as though
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One might worry that even this is conceding too much, since it appears to suggest that
much of what I’ve done in this dissertation previously is engage in nonsubstantive or
verbal disputes. However, the sort of disputes mentioned above that will be
nonsubstantive or verbal are merely ones over whether a particular theory T is more
likely to be true than another T¢, where T does better with respect to naturalness and T¢
with respect to fit-with-usage, given that there are equally natural reference-like relations
that differ on exactly how much relative weight is assigned to naturalness and fit-withusage. While I have discussed such disputes, I have not actually engaged in any such
dispute myself. Instead, I’ve merely defended general claims like that monist theories are
more likely to be true, other things being equal, than their “RP-like” rivals, and a dispute
over this claim is not verbal or nonsubstantive. After all, on every candidate for
‘reference’, both naturalness and fit-with-usage get some weight, and given that (typical)
monistic theories always do better with respect to naturalness, they are more likely, other
things being equal, to best balance fit-with-usage and naturalness than their “RP-like”
rivals and thus be the referent, on every candidate for ‘referent’, of the relevant
theoretical term.
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reference magnetism, in a sense, calls for its own rejection or, more carefully, gives a
defeasible reason (given the ceteris paribus clause) in favor of its own rejection, which
seems like a form of self-defeat.
However, I think this is much less problematic than it seems if my defense of
reference magnetism in §2.5 is sound. That is, if the monistic, pure usage theory is
untenable, due to its inability to limit semantic indeterminacy to tolerable levels, then
things are very far from equal. Thus no matter how natural the reference relation comes
out on such a monistic theory, it will fail to qualify as a candidate for ‘reference’ if it fails
to accommodate the data, such as the fact that ‘green’ refers to green over grue and
‘gold’ refers to gold over gold-or-fool’s-gold. The lesson to draw here is that, while my
thesis PUN entails that monistic theories have an advantage over pluralistic ones, it does
not entail that monistic theories are always all-things-considered preferable to pluralistic
ones. Instead, disputes between monism and pluralism on any given topic must proceed
on a case-by-case basis, so that it can be determined whether the details specific to that
case suggest that the pluralistic theory can overcome the presumption in favor of monism.
Finally, my thesis PEN says that the properties corresponding to rival (“RP-like)
pluralistic theories about the same phenomenon are roughly equally natural. This entails
that the properties corresponding to rival pluralistic theories of reference—in particular,
those that give slightly different assignments of relative weight to naturalness and fitwith-usage—are roughly equally natural. The implications of PEN for the rival,
pluralistic theories of reference are roughly the same as the implications of VEN that I
discussed above. That is, there will be a moderate amount of nonsubstantivity and
verbalness over questions of reference (and, as a result, truth), since the answers to such
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questions turn on different, equally natural candidates for ‘reference’, corresponding to
rival pluralistic theories that differ in their assignments of relative weight to naturalness
and fit-with-usage. Such a result may bother the theorist who hopes for a greater degree
of substantivity or non-verbalness over such issues, but we can’t always get what we
want. And it does not constitute any sort of problematic incoherence or self-defeat.

9.3 Chapter Summary: Self-Defeat?
In this chapter, I have discussed some implications of the theses defended in the
previous two chapters regarding (semantic) vagueness and (“RP-like) pluralism. In
particular, I’ve discussed how they bear on my own vague and pluralistic assumptions,
which include the account of comparative naturalness and the theory of reference
magnetism that are so central to this dissertation as a whole. I’ve argued that no sort of
problematic incoherence or self-defeat arises. This should stave off some potential
objections that are commonly targeted towards work in metaphilosophy.
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